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Letter from the editors
Hello Baltimore! Happy summer 2006!
This has been the season of secret agents and super sleuthing at
the box office, and z/OS Hot Topics Issue 15 is right in step with
summer. Read how IBM System z9 can keep your systems and data
safe from the bad guys with two of our featured articles—Unmasking
tape: An update on IBM Encryption Facility for z/OS, by John Eells
and Tan Lu, and Mission possible 4 DFSMShsm encryption, by
Shannon L. Gallaher, Connie He, and Sean McMillen. They describe
how Encryption Facility for z/OS provides the latest in cryptographic
hardware and software support. Ivica Vardic’s and Mike Edwards’
Secret agent fan: zSeries Electronic Service Agent is more versatile and
secure explores how ESA has been enhanced to help protect network
and Internet resources while The strong silent type: Policy-based
network security, by Lin Overby, looks at ways security administrators
can implement a security policy for your network.
Looking for ways to make your systems as available as they can
be? Look no further with our lead-in feature, Always there when you
need z: Top ten best practices for continuous availability, by Harriet
Morrill. It provides answers to your availability questions through
lessons learned from the IBM High Availability Center of Competency
(HACoC).
And now that it’s summer it’s time to get out and move, so we’ve
provided a number of tips about migrating to the latest and greatest
z/OS releases, including reminders for z/OS V1R4 folks to get on
board V1R7.
Speaking of moving, check out the prime real estate for the sysplex
and the Coupling Facility with the article, LOCATION, LOCATION,
LOCATION! Finding the right home for your Coupling Facility
structures, by Ruth Ann Allen, Judy Ruby-Brown, and Dave Surman.
It takes the headache out of relocating structures. And there’s more
good news about the sysplex in Michael Fitzpatrick’s and Gus Kassimis’
article, Doing more with ‘plex: Sysplex network enhancements in
z/OS V1R8, about z/OS enhancements to the sysplex-related network
functions in z/OS Communications Server.
Summer is the time to simplify your life. Simplify your file
management for UNIX Systems Services by checking out Bob Petti’s
Mount time’s fine: zFS Fast Mount. And for you JES2 users, find a
comfy lawn chair, kick off your sandals, and read all about how to use
JES2 and network job entry (NJE) over Transmission Control Protocol/
Internet Protocol (TCP/IP) in Moving on up: Faster and more flexible
NJE, by Randall Downey, Gloria Carvajal, and Jennifer Lazzaro.

Take a break from mowing the lawn with Meet the parsers z/OS and
XML—a different approach, by Joe Bostian. It’s about a new system
service for V1R8 that takes the hassle out of parsing XML in non-Java
environments when performance really counts.
Looking for some great summer take out? Look no further than
Helle Lauridsen’s My z/OS order: fact or fiction? about ordering software
online. For the z/OS newbie or for those of you in need of a refresher,
don’t forget to tuck into Learn z/OS, feel great, and amaze your coworkers, by Amy Lander, Suzanne McHugh, and Wayne O’Brien. It’s
all about the z/OS Basic Skills Information Center and makes for great
summer reading.
As does The zIIP is a chip that’s hip! The System z9 Integrated
Information Processor, a cool article by Gita Berg that describes how the
IBM DB2 Universal Database for z/OS V8 (DB2 for z/OS V8) exploits
the zIIP processor. (You’ll also find a link to z/OS Positioning Software
for z9 Enterprise Class and z9 Business Class Servers in this issue.)
Finish that iced tea knowing that the new DYNDUMP runtime
option for Language Environment can automatically write dump data
to a data set (Ease into summer: Capture diagnostic information with
DYNDUMP! by John Monti and Barbara Neumann).
This summer issue has it all from a healthy discussion about
optimization and usability features for IBM XL C and C++ compilers
(Have you had your C/C++ vitamins today? C/C++ compiler on zSeries,
by Mary E. Dubois, John Kapernick, and Raymond Mak), to using
service-oriented architecture and Web Services with IMS (SOAP up!
A clean way to get to IMS, by Srividhya Srinivasan, Haley Fung, and
Leilei Li), to the virtues of Enterprise Extender (EE) in helping reduce
network complexity (EurEEka! I found Enterprise Extender! by Michele
Carlo and Sam Reynolds). Along with another installment of Evan
Haruta’s and Kathy Pfeiffer’s Level 2 with me, a great article by David
Herlich entitled Shedding some light on IBM customer support, and the
long-awaited announcement of the student winners of our mainframe
contest, it’s the issue for you.
Yes, summer’s the time to relax - so sit back and enjoy!
And finally I want to take the opportunity to thank Sue Shumway,
Executive Editor of these newsletters for the past four years. It’s true—I
am stepping up to the plate as Sue’s replacement. I only hope that I can
provide as much insight, creativity, and inspiration as Sue has—thanks
for a job well done, Sue! We will miss you.
The Editors
newsletr@us.ibm.com
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Always there when you need z

Top ten best practices for near continuous availability
BY HARRIET MORRILL
When we talk about the availability of
a computing system, we use the term
mean time between failure (MTBF). For
IBM System z9 hardware, IBM® reports
MTBF in terms of decades and for
Parallel Sysplex® software configurations,
a design point of up to minutes per year
of downtime (99.999% availability). But
clients, especially executives, are never
happy when a mainframe outage occurs.
The impact of losing systems that handle
high volumes of mission critical work is felt
throughout the business. “How could this
happen? We’ve spent millions of dollars on
IBM’s best technologies! What can we do
to make sure this never happens again?” is
the client cry. And, IBM would add, “How
can we make sure that no other clients feel
the pain of an IT infrastructure outage in
the future?”
In January 2005, IBM put in place the
High Availability Center of Competency
(HACoC) that sends teams of experts to
client sites to help diagnose problems and
map out plans to strengthen availability
of their server and storage infrastructures.
It also captures feedback to improve IBM
products and services.
While each client provides unique
lessons learned, a common set of lessons
has emerged across the board. The lessons
teach us not only what clients can improve
on, but also how some the best-of-breed
clients operate. The paper, “TD Bank
Financial Group (TDBFG) Best Practices”
documents how one Parallel Sysplex has
been up and running without a sysplex
wide outage for nearly ten years. For

operating system. The HACoC experience
shows that either of these is a cause of
failure about 10% of the time.
See Figure 1.
Let’s look at the top ten lessons learned
about z/OS® deployment and management:

details, see ibm.com/servers/eserver/
highavailabilitycenter/pdf/tdbfg_ca_
bestpractice.pdf.
Top 10 lessons learned

What surprises most people when they
first look closely at ways to improve IT
infrastructure availability is the relatively
small role played by the hardware and

Figure 1 - Unscheduled outages
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Lesson 1: Identify the costs and
benefits of availability
A company-wide lack of appreciation of
the value of availability ranks at the top
of the inhibitors to high availability for
most businesses. Because business puts
the primary focus on cutting costs, it
is sometimes reluctant to make needed
investments. Although times have changed,
often the mindset of financial decisionmakers has not kept pace. Resources
adequate for IT in a support role are no
longer adequate for today’s 24x7 mission
critical role. Telling customers, “The
computer is down, call back tomorrow,” is
no longer acceptable!
It is often the case that IT personnel
understand the need to add resources
and processes to improve availability, but
the finance department is cutting the
IT budget and even asking them to run
the existing servers at higher levels of
utilization.
Best of breed IT shops overcome this
cost-cutting focus by tracking outages
and analyzing their dollar impact on
the business. Their availability metrics
(for example, $$$/ ATM transaction
lost) reflect the impact of an outage on
the quality of service and its financial
consequences. This allows them to develop
the cost-benefit equation that makes the
business case for investments in IT.
Lesson 2: Align with the IT
Infrastructure Library (ITIL) framework
to help improve process
According to the IT Service Management
Forum (itSMF), an independent
community of ITIL users, aligning with
the ITIL framework leads to a reduction
in down time. This framework of “best
practices” is a widely used and accepted
approach to IT Service Management.
Its goal is to assist IT organizations to
help improve IT process efficiency and
effectiveness as well as the overall quality
of service.

Process failures play a prominent
role in outages or in elongating times to
recover. IBM provides educational and
service support for ITIL as well as in its
Tivoli® system management products. See
the white paper, “IBM and the Information
Technology Infrastructure Library—A
practical guide to achieving results from
ITIL initiatives” at ibm.com/services/us/
index.wss/of/its/a1000429.
Lesson 3: Adopt an availabilitydriven culture
High levels of availability require a
relentless focus on everything done in IT.
Usually this involves leadership like that
of an appointed Availability Manager, a
senior level person responsible for defining,
monitoring and reporting on service level
agreements. This leadership provides
a cross-technology view that spans the
typical “towers of technology” within IT
organizations. It provides incentives and
rewards for success.
Contrast this with the bank that charges
the number of “failed client transactions”
in an outage to the team responsible
for the failing component. This fosters
the “not caused here” mentality where
domain experts avoid taking responsibility
for a problem. At best-of-breed shops,
the Availability Manager heads a team
where all domains are represented in any
problem resolution. Therefore, the mindset
that “we have a problem” leads to a team
approach in quick problem resolution.
When availability is an ongoing focus,
protective investments like these are made:
• Automating repetitive and infrequently
performed tasks
• Providing education for operators and
system programmers
• Cross training personnel
• Testing failure and recovery scenarios.
Lesson 4: Configure systems for
availability and management
z/OS clients have a distinct advantage
when it comes to high availability; the
platform is well known for its builtin availability features, capabilities for
making dynamic change and utilities
like IBM Health Checker for z/OS.
Surprisingly, some clients do not fully
exploit what they have. Clients need
to match the system capabilities with
deployments that include backup functions
and failover capacity, and they need to
keep up with new z/OS releases and “turn
on” new features.

Also, while clients understand that a
Parallel Sysplex is key to near continuous
availability, they don’t always take the
steps to configure for availability. Many
haven’t exploited the sysplex availability
practices and technologies like dynamic
transaction routing and data sharing.
For a discussion, see the IBM Redbook:
Achieving the Highest Levels of Parallel
Sysplex Availability, SG24-6061, at www.
redbooks.ibm.com/abstracts/sg246061.
html?Open.

Lesson 5: Control and test release
changes and version upgrades
Even the most successful clients say
change is the Number One cause of
outages. The most rigorous change
management process will not prevent all
change-related outages. When change
policies are loosely defined, as often occurs
between mainframe teams and application
developers, unexpected, high-impact
problems can occur.

• ibm.com/servers/eserver/zseries/

library/whitepapers/psos390maint.html

• techsupport.services.ibm.com/
guides/preventive.html.
Lesson 7: Regularly adjust capacity to
protect peak needs
People think of capacity as a performance
issue, but capacity and performance are
availability issues. Slowdowns can be
viewed as a type of outage. Additionally,
backup systems require extra capacity to
carry on the work of a failing one.
From a capacity perspective, experience
teaches us that as soon as a system is set
in place, it is obsolete. Typically utilization
goes up. Best-of-breed clients monitor
capacity regularly and add it when needed
to be sure that adequate failover capacity is
maintained over time. They exploit System
z9 concurrent upgrade and downgrade
capabilities.
A suite of IBM tools spans many
aspects of the client workload: software

...one Parallel Sysplex has been up and
running without a sysplex wide outage
for nearly ten years.
The key to success is rigorous testing.
For its part, IBM provides Recommended
Service Upgrades (RSUs), an integrated
subset of all known software patches to
install each quarter. These fixes have been
tested together and provide a consistent
maintenance level for z/OS operating
systems and key subsystems, such as DB2®,
IMS™, CICS®, and WebSphere® MQ. To
find out more, see the Consolidated Service
Test and the RSU Web site at ibm.com/
servers/eserver/zseries/zos/servicetst.
Lesson 6: Develop a strategy
designed to prevent incidents and
problems
z/OS Software Service reports that 15% of
outages might have been prevented by a fix
that was available for six months or more.
Many clients offer compelling reasons for
delaying preventive maintenance, and
they are wise to adopt a schedule that fits
their unique environment. What is not
successful is the “schedule” of “fixing
on fail,” that is, waiting until a problem
occurs to find and implement a fix. Find
additional guidance at the following Web
sites:

migration, batch workloads, parallel
sysplex, LPAR consideration, processor
migrations, and new purchase performance
considerations. See zSeries Performance
and Capacity Review (zPCR), which is
available at ibm.com/support/techdocs/
atsmastr.nsf/WebIndex/FLASH10399.
Whether you are using tools or
working with experts on capacity planning,
it’s important to consider the type of
workload for the system. I/O intensive
work needs bandwidth while compute
intensive works needs CP.
Lesson 8: Establish robust and
controlled data center facilities
It is understood that the same deployment
and management principles apply to the
IT facilities as well as IT resources: Back
up, failover capacity, strong management
processes, including testing. Errors with
facilities can have significant impact.
One five-hour Parallel Sysplex-wide
outage occurred when upgrading to a
z990. Although the new footprint was in
nearly the same spot in the data center
as its predecessor, the redundant cables
did not quite reach from two separate I/O
adapters to the DASD switch. The team
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was able to make the cables reach using
two ports on the same I/O Adapter (a
single point of failure). And, as luck would
have it, that adapter failed, bringing down
access to the disks and causing the outage.
Lesson 9: Evaluate multi-site,
automated disaster recovery
Recent events like 9/11 have focused on
the crucial need for disaster recovery. We

Lesson 10: Learn from IBM system
best practices resources
At one end of the spectrum is the “Do It
Yourself-er” who relies upon a subscription
to IBM Resource Link™, ibm.com/
servers/resourcelink, the customized
Web-based solution that provides access
to information for planning, installing,
and maintaining System z9 and associated
software. At the other end of the spectrum

People think of capacity as a performance
issue, but capacity and performance are
availability issues.
have to separate and automate: Separate
software, hardware and sites, automate
failover and recovery. But doing so is costly.
Clients must perform the cost benefit
analysis to determine the importance of
alternative levels of disaster recovery.
Many clients are choosing two site
implementations. For z/OS, GDPS® with
either PPRC and HyperSwap™ or XRC
provides automated cross-site D/R. The
number of such installations is growing
steadily. Disaster recovery capabilities
might need to be tested at least every six
months.

are clients like the following who have
engaged IBM Technical Services to help
design and implement a series of regional
data centers:
• The first region with the client
employees observing IBM at work
• The second region with IBM observing
and coaching client employees
• Client employees who handle the rollout
to remaining regions on their own.
Find out more

To find out more about high availability,
visit the HACoC Web site at ibm.com/
servers/eserver/highavailabilitycenter/.

We’re certifiable…guaranteed!
We’ve always known that z/OS is a secure system and now we’ve got a
certificate to prove it! In March 2006, z/OS V1R7 was certified under the
Common Criteria Controlled Access Protection Profile (CAPP) at Evaluation
Assurance Level 4 (EAL4), and under the Labeled Security Protection
Profile (LSPP) at EAL4. The Common Criteria is an International Standards
Organization (ISO) standard used to assess the security and assurance of
technology products. In order to earn our certificate, the security functions of
z/OS V1R7 were evaluated by an independent accredited entity and found to
conform to the Common Criteria.
	Want to configure your z/OS V1R7 system to meet the requirements of the
Common Criteria LSPP or CAPP profile? Then check out the updated edition
of z/OS Planning for Multilevel Security and the Common Criteria,
GA22-7509-04, which describes the certified configuration of z/OS V1R7.
	You can find the updated edition on the z/OS Internet library site at
ibm.com/servers/eserver/zseries/zos/bkserv/.
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LOCATION, LOCATION, LOCATION!

Finding the right home for your coupling facility structures
BY RUTH ANN ALLEN, JUDY RUBY-BROWN, AND DAVE SURMAN

You want to move to a better
neighborhood, but you worry that the
relocation process will be expensive, time
consuming, and maybe even a logistical
nightmare.
In Parallel Sysplex Development, we
can definitely relate. We understand that
your Parallel Sysplex might have many
coupling facility (CF) structures that you
sometimes need to relocate due to CF
maintenance or changes in the policy
specification for Coupling Facility Resource
Management (CFRM).
Just as a qualified realtor can help
you find the home of your dreams, so
can the operator command SETXCF
START,REALLOCATE help you to move
your CF structures into the CF that is just
right for them!
Where do I start?

As with home buying, you should
start with the right “realtor,” one who
understands your environment with its
different “neighborhoods” (CFs), each
with its many “houses” (allocated CF
structures).
That’s where the command SETXCF
START,REALLOCATE comes in to help.
You simply enter this command to evaluate
the current locations of your allocated CF
structures and move the poorly located
structures into a more preferred CF.
As your realtor, REALLOCATE

processing handles the job of finding the
right neighborhood (the preferred CF). It
does this in two steps:
1. Evaluates the current location of the CF
structure
2. Relocates the CF structure to the
preferred location.
Let’s look more closely at these steps in the
examples that follow.
Evaluate the current location

Assume that you have three CFs with the
not-very-imaginative names CF01, CF02,
and TESTCF. For each of your allocated
CF structures, REALLOCATE processing
first verifies that structure rebuild, a CF
structure recovery and reconfiguration
mechanism, is supported for the allocated
structure. Structure rebuild is supported
by most products that use CF structures.

It uses both user-managed and systemmanaged protocols for rebuilding or
duplexing a CF structure.
Assuming that structure rebuild is
supported, REALLOCATE processing
evaluates the CF structure’s current
location. It uses the existing CFRM
structure allocation algorithm to create a
list of eligible CFs. These criteria are based
on policy information (for example, CFs
in the preference list) and on the current
conditions, such as available CFs, CF
attributes, and connection attributes.
REALLOCATE processing writes
message IXC574I to the hardcopy log to
indicate:
• Current location of the CF structure’s
allocated instances
• CFRM policy information in use
• Results of applying the CFRM
allocation criteria.
To determine whether to relocate a CF
structure, REALLOCATE processing
compares its current location to the
location selected by the structure allocation
algorithm. For examples of typical CF
structures, see the REALLOCATE
processing output (message IXC574I) in
Figure 1 and Figure 2. (To save space, our
examples show only partial message text.)
Figure 1 shows a duplexed structure
named STRA that is currently located
in two CFs (CF02 and TESTCF) with
the active policy information used to
determine the preferred location. Because
the CF structure is already located in its
two most preferred CFs, REALLOCATE
processing simply moves along to handle
its next “client.”
Figure 2 shows a simplex CF structure
named STRB that is located in CF01 with

IXC574I EVALUATION INFORMATION FOR REALLOCATE PROCESSING
OF STRUCTURE STRA
DUPLEXED STRUCTURE ALLOCATED IN COUPLING FACILITY:
CF02 TESTCF
ACTIVE POLICY INFORMATION USED.
CFNAME
STATUS/FAILURE REASON
---------------------------CF02
PREFERRED CF 1
TESTCF
PREFERRED CF 2
CF01
PREFERRED CF ALREADY SELECTED
Figure 1 - A duplexed CF structure
August 2006
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IXC574I EVALUATION INFORMATION FOR REALLOCATE
PROCESSING OF STRUCTURE STRB
SIMPLEX STRUCTURE ALLOCATED IN COUPLING FACILITY: CF01
PENDING POLICY INFORMATION USED.
CFNAME
STATUS/FAILURE REASON
---------------------------CF01
PREFERRED CF 1
CF02
PREFERRED CF ALREADY SELECTED
TESTCF
PREFERRED CF ALREADY SELECTED
Figure 2 - A simplex CF structure

the pending policy information used to
determine the preferred location.
While the CF structure is currently
located in its preferred CF, REALLOCATE
processing detects that there is a
change pending in the policy definition.
REALLOCATE processing completes
the policy change, which might include
rebuilding the structure. Completing
pending policy changes is just one of the
many extra functions that REALLOCATE,
a “full-service realtor,” provides.
Relocating to a more preferred
location

As anyone who has ever moved into a
new home can tell you, the process can
be complicated. When a CF structure is
not in its preferred location, or a pending
policy change requires rebuilding the CF
structure, REALLOCATE processing takes
the necessary steps to accomplish these
tasks by using various forms of structure
rebuild. Along the way, REALLOCATE
processing issues messages to the operator
to show how well it is doing its job as a
“real estate agent.”
For a simplex structure, REALLOCATE
processing needs only one step to adjust
the location or complete a pending policy
change (or both)—it rebuilds the CF
structure.
For a duplexed structure,
REALLOCATE processing uses two or
three steps to accomplish this work. First,
it stops duplexing. Then, it uses structure
rebuild to adjust the location or complete
a pending policy change (or both), and
reduplex the structure.
Now let’s look at the REALLOCATE
processing output for a relocated structure.
Figure 3 shows a duplexed structure
named STRC that is located in two CFs
(CF02 and CF01) with the pending
policy information used to determine the
preferred location.
The CF structure is currently located
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in less preferred CFs and there is a
change pending in the policy definition. A
common problem for duplexed structures
is that the old and new instances become
“reversed” because of the various
reconfiguration activities that have
occurred over time.
REALLOCATE processing handles
all the details of the move in three steps
(stop duplexing, rebuild, and reduplex).
When Step 2 (rebuild) is finished, the last
pending policy change is also completed,
allowing CFRM to activate the policy
IAMSOLD. CFRM is able to do so because
REALLOCATE processing handled the
pending policy change.
If REALLOCATE finds that the
allocated CF structure is already in its
“dream home,” it takes no action, other
than issuing informational message
IXC544I.
For the duplexed structure, STRA, in
Figure 1, the message is:
IXC544I REALLOCATE
PROCESSING FOR STRUCTURE
STRA
WAS NOT ATTEMPTED BECAUSE
STRUCTURE IS ALLOCATED IN
PREFERRED CF
REALLOCATE processing evaluates all

allocated CF structures serially (one at
a time) and processes each selected CF
structure to completion before evaluating
the next structure. The serial nature
of this processing allows selection of
XCF signaling structures for relocation
(rebuilding multiple structures in parallel
can be problematic for some products that
use CF structures).
At the closing

As in real estate, the final outcome
is provided at the closing. Relax —
REALLOCATE processing spares you

z/OS HOT TOPICS Newsletter, Issue 15

from any of those dreaded, hidden closing
costs! Instead, REALLOCATE processing
issues message IXC545I to summarize the
completed actions. The summary lists:
• CF structures that were relocated
• CF structures that were relocated to
complete a policy change
• CF structures that were already located
in their preferred CF
• CF structures not processed, not
allocated, or not defined.
Guide for homeowners

IBM introduced the command SETXCF
START,REALLOCATE in 2004 (APAR
OA03481), and enhanced its usability in
2006 (APAR OA08688). For both APARs,
the minimum release is z/OS V1R4.
The usability enhancements provided
in OA08688 include:
• Adding a structure-level control to
prevent REALLOCATE processing
from relocating CF structures for which
relocation would be disruptive, based
on workload or usage.
• Initiating a duplexing rebuild for a
CF structure that is supposed to be
duplexed, but is currently simplex
• Eliminating needless structure rebuild
processing by completing a pending
policy change for a CF structure
without rebuilding it when the pending
policy does not specify a size change.
Also, for a CF structure with an
exclusion list specified, ignoring the
exclusion list if necessary to allow
REALLOCATE processing to optimize
the structure placement.
The next time you are thinking about
relocating your CF structures, why not
let REALLOCATE processing handle the
move for you? You’ll be glad you did!
Find out more

Learn more about the command SETXCF
START,REALLOCATE here:
• Washington Systems Center Flash
10285: Updated REALLOCATE and
New Coupling Facility Maintenance
Procedures, available online at

ibm.com/support/techdocs/atsmastr.
nsf/WebIndex/FLASH10285

• z/OS publications z/OS MVS Setting
Up a Sysplex, SA22-7625, and z/OS
MVS System Commands, SA22-7627,
available online at ibm.com/servers/
eserver/zseries/zos/bkserv/.

IXC574I EVALUATION INFORMATION FOR REALLOCATE PROCESSING
OF STRUCTURE STRC
DUPLEXED STRUCTURE ALLOCATED IN COUPLING FACILITY: CF02 CF01
PENDING POLICY INFORMATION USED.
CFNAME
STATUS/FAILURE REASON
---------------------------CF01
PREFERRED CF 1
CF02
PREFERRED CF 2
TESTCF
PREFERRED CF ALREADY SELECTED
====================================> STEP 1 stop duplexing
IXC522I SYSTEM-MANAGED DUPLEXING REBUILD FOR STRUCTURE
STRC IS BEING STOPPED
TO FALL BACK TO THE OLD STRUCTURE DUE TO
REQUEST FROM AN OPERATOR
:
:
:
IXC577I SYSTEM-MANAGED DUPLEXING REBUILD HAS BEEN STOPPED
FOR STRUCTURE STRC
STRUCTURE NOW IN COUPLING FACILITY CF02
=========================================> STEP 2 rebuilds
IXC570I SYSTEM-MANAGED REBUILD STARTED FOR STRUCTURE
STRC IN COUPLING FACILITY CF02
:
:
:
IXC577I SYSTEM-MANAGED REBUILD HAS
BEEN COMPLETED FOR STRUCTURE STRC
STRUCTURE NOW IN COUPLING FACILITY CF01
:
:
:
IXC513I COMPLETED POLICY CHANGE FOR CFRM.
IAMSOLD POLICY IS ACTIVE.
=========================================> STEP 3 reduplex
IXC570I SYSTEM-MANAGED DUPLEXING REBUILD STARTED FOR
STRUCTURE STRC IN COUPLING FACILITY CF01
:
:
:
IXC578I SYSTEM-MANAGED DUPLEXING REBUILD SUCCESSFULLY
ALLOCATED STRUCTURE STRC.
OLD COUPLING FACILITY: CF01
NEW COUPLING FACILITY: CF02
:
:
:
IXC577I SYSTEM-MANAGED DUPLEXING REBUILD HAS
REACHED THE DUPLEX ESTABLISHED PHASE FOR STRUCTURE STRC
STRUCTURE IS DUPLEXED
Figure 3 - Relocating a structure to a preferred CF
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Mount time’s fine

zFS Fast Mount
BY BOB PETTI

time. If a system has multiple
large file systems mounted
when starting zFS, it’s
possible the data would not
be available to applications
for quite some time.
Out of the gate

In z/OS UNIX System Services, a filename
represents a link to an actual file stored
on disk. A file can have multiple links,
which means multiple names sprinkled
throughout the file system are actually a
single piece of data on disk. When moving
or renaming a file or shortening the
filename of a file with a long pathname or
filename, these hard links can retain the
original name and location.
When an application removes a file with
an rm command, or an unlink API call,
the data itself is not deleted on the disk.
Instead, the directory entry representing
that link name is deleted, and the link
count for the actual file is decremented.
When all links to a file are removed, the
file is considered zero link count (ZLC).
After a file has gone ZLC, it is scheduled
to be deleted from the disk at some future
time.
If for some reason, the zFS abnormally
terminates prior to the file deletion from
disk, the zFS server needs to clean out
these ZLC files the next time the file
system is mounted. Prior to z/OS V1R7,
the zFS server would scan each of the files
in a file system looking for those with zero
link counts. As you can imagine, if the file
system had a large amount of files, this
scan could take a significant amount of
10
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In z/OS V1R7, the zFS
server keeps track of files
when they go ZLC, which
eliminates the need to
scan the entire file system
at mount time searching
for these ZLC files. This
means that mount time
for file systems with a
large number of files is
significantly improved.
This new processing
means there’s a change to
the control blocks stored in
a zFS aggregate (an aggregate
is a VSAM linear data set that contains
zFS file systems). z/OS V1R7 introduces
the concept of an aggregate version.
Aggregates formatted prior to z/OS V1R7
are considered version 1.3 aggregates. New
aggregates formatted with z/OS V1R7 are
version 1.4 aggregates. The version of an
aggregate is available in the output of the
zfsadm aggrinfo command by specifying
the option -long. Figure 1 shows the
aggregate version.

The first time attaching an aggregate
or mounting the file system (in the case
of compat mode aggregates), version
1.3 aggregates convert to version 1.4
aggregates. Figure 2 is an example of the
message that displays on the console.
On track for migration

A change to the on disk format of a
zFS aggregate introduces the following
migration questions:
1. What do you do with existing version
1.3 aggregates?
2. How will version 1.4 aggregates work
with prior releases?
3. What do you do with 1.4 aggregates
when you move your system back to an
older z/OS release?
Let’s look at these one at a time.
z/OS V1R7 systems can work with
both version 1.3 and version 1.4 aggregates.
When a version 1.3 aggregate is attached
in read/write mode, it is automatically
converted to version 1.4. If a version 1.3
aggregate is attached in read/only mode,
no conversion takes place.
To allow older z/OS releases to be able
to use version 1.4 aggregates, you must
apply PTF UA21177. This PTF allows older
releases to use the version 1.4 aggregates
(and, by the way, reap the performance
benefits of the new ZLC processing), but
it will not do the conversion should it

$ zfsadm aggrinfo -long -aggr SUIMGKY.ZFS.AGGRV13
SUIMGKY.ZFS.AGGRV13 (R/O COMP): 7038 K free out of
total 7200
version 1.3
878 free 8k blocks;
112 K log file;
8 K bitmap file

14 free 1K fragments
24 K filesystem table

Figure 1 - zfsadm agginfo -long output showing aggregate version

IOEZ00500I Converting SUIMGKY.ZFS.AGGRV13 for fast
mount processing
IOEZ00518I Converting filesystem SUIMGKY.ZFS.AGGRV13 to
allow for fast mount
Figure 2 - Aggregate conversion messages
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//AGSLV
JOB MSGLEVEL=(1,1),CLASS=A,MSGCLASS=H,
//
NOTIFY=SUIMGKY,TIME=1440
//FORMAT
EXEC PGM=IOEAGSLV,REGION=0M,
//
PARM=(‘-aggregate SUIMGKY.ZFS.AGGRV13 converttov3’)
//SYSPRINT DD
SYSOUT=H
//STDOUT
DD
SYSOUT=H
//STDERR
DD
SYSOUT=H
//SYSUDUMP DD
SYSOUT=H
//CEEDUMP
DD
SYSOUT=H
//*
Figure 3 - JCL used to invoke the “salvage” utility

encounter version 1.3 aggregates during a
read/write attach or mount. The conversion
only happens on z/OS V1R7 and later
systems.
If you remove z/OS V1R7, the zFS
salvage utility, Salvager, now converts a
version 1.4 aggregate back to version 1.3 by
specifying the “converttov3” option as seen
in Figure 3.
Finish line

On a system running z/OS V1R7,
aggregates are converted to version 1.4 the
first time they are attached in read/write

mode. The operator console displays a
message when an aggregate is converted.
The conversion only happens once.
Aggregates attached in read/only mode are
never converted.
Systems running prior to z/OS V1R7
must apply PTF UA21177 in order to
accept version 1.4 aggregates. Determine
the version of an aggregate using the
zfsadm aggrinfo command with the -long
option.
To find out more, see z/OS Distributed
File Service zSeries File System
Administration, SC24-5989.

z/OS Diagnostic Workshop
Have you ever called IBM Support about a z/OS problem only to discover the solution was obvious? Have you
been asked to provide additional diagnosis material, but didn’t know where to look? Many z/OS professionals have
discovered the secret to solving problems on z/OS and working with IBM Support: It’s all about using the right tools
and diagnostic techniques.
Often, developing the precise diagnosis skills takes many years to master. In today’s workforce, time is a prime
commodity, but luckily, there’s help...
	The z/OS Diagnostic Workshop can help you strengthen your knowledge of crucial z/OS debugging concepts. Expert
z/OS Software Service instructors can teach you debugging techniques that they have acquired from their many years
of experience. Learn how to:
• Develop a logical approach to solving problems by reviewing the different ways of collecting documentation.
• Apply debugging techniques by using Interactive Problem Control System (IPCS) commands and Serviceability
Level Indicator Processing (SLIP) during hands-on labs.
• Investigate and interpret the Program Status Word (PSW) and registers, task structures, linkage stacks, system trace
table and other important dump information.
• Leverage diagnostic techniques to address common error scenarios in a dump, such as loops, abnormal ends
(abends), and storage overlays.
• Identify what the system trace table is actually revealing.
• Reinforce ESA/390 and z/Architecture™ (64-bit) debugging concepts.
To find out more and enroll in the class, search for PK100 on the Training finder Web site: ibm.com/training.
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Our very own student winners
It’s official! The winners of IBM’s Academic Initiative program for System z
Mainframe contest have been announced!
Out of the more than 700 contestants, we have our five contest finalists.
The winners, all students who completed a series of technical challenges
about the mainframe in the fastest time, recently visited Poughkeepsie where
they received awards and met with IBM executives and customers. Winners
have also been given the opportunity to interview for jobs with one of IBM’s
largest mainframe customers. Good going!
So without further ado the honors goto — drum roll please (from left
to right) . . .
•
•
•
•
•

Jason Arnold of Northern Illinois University
Kyle Horton of ITT Technical Institute
Alan Antonuk of Michigan State University
Christopher Moore of SUNY Binghamton
Anna Kuriger of St. Ambrose University

Congratulations one and all!!
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Unmasking tape

An update on IBM Encryption Facility for z/OS
BY JOHN EELLS AND TAN LU
Data privacy is truly one of today’s hot
topics. It seems that more laws and
regulations related to data privacy are
passed every week! One result is the
number of encryption products coming
to market on the z/OS platform.
With those available now and
coming soon, how do you decide
which is best for you? Let’s take
a look at some of the factors
to consider when choosing an
encryption product, and then look
at some new encryption functions
and hardware that IBM plans to
make available later this year.

• Host-based software encryption
• Bump-in-the-wire (“appliance-based”)
encryption
• Encryption in the storage devices.

What are you encrypting,
and where is it going?

Many companies exchange data
with their business partners by
exchanging tapes. Some might exchange
tapes with thousands of other companies.
Usually, though, the amount of data
exchanged with each partner is relatively
small. This means that encryption
performance (that is, MIPs consumed and
elapsed time of the process) is usually
not the primary concern. However, if
you are exchanging data with a large
number of partners, key management,
specifically who uses which key, is likely
to be quite important. Another important
consideration is compatibility with your
partners’ systems, because your partner
might not have the same hardware and
software but still must be able to decrypt
your data.
Most companies archive data for various
reasons, ranging from simple backup to
disaster recovery to regulatory compliance
for data retention. Unlike business partner
exchanges, the data volumes for archival
are typically high. This means that
encryption performance is likely to be very
important to you. The retention periods
for certain data often exceed several years.
So key management, and particularly the
ability to retrieve the key for data that
might be several years old, is important as
well.
Different encryption products

Consider four choices for encryption on
z/OS:
• Host-based hardware encryption

Both host-based hardware encryption and
software encryption are available today,
and both consume host MIPS. Hardware
encryption is usually much faster than
software encryption, and generally uses
many fewer processor cycles. The only
bump-in-the-wire solution available today
requires a protocol conversion from z/OS
channel programs to Small Computer
System Interface (SCSI) command flows.
This conversion might increase the elapsed
time required for encryption, and loses the
end-to-end error checking capability of
z/OS I/O. Finally, encryption-capable
storage devices such as the IBM
encryption-capable tape drive will be in
the market soon.
Encryption performance

The Encryption Facility for z/OS uses hostbased hardware encryption when available.
Its performance depends on many factors,
including the characteristics of the data, the
kind of cryptographic assist hardware that
is available on the server, whether the data
is to be compressed by the host before it’s
encrypted, the algorithm used for encryption,
and other factors. For the Encryption Facility
for z/OS, for example, encryption rates found
in IBM testing ranged from 11 MB to 167
MB per processor second. (Configurations
used for testing are included in “Encryption
Facility for z/OS - Performance and Sizing,”
document ID WP100700, December 2005,
available at: ibm.com/support/techdocs/
atsmastr.nsf/WebIndex/WP100700. All

test runs were completed in
a controlled, unconstrained
environment, with no other workloads
competing for resources.)
Another factor to consider is tape
performance and capacity. Writing
encrypted data to tape prevents the tape
controller from compressing the data and
will, therefore, result in a slower effective
data rate and use more tape media. The
Encryption Facility helps compensate for
this by specifying which data the host is to
compress before the data is encrypted.
The IBM encryption-capable tape drives
perform both compression and encryption
in the tape hardware. As a result, the
effective sustainable data rate and amount
of tape used are not expected to be
impacted by encryption. Furthermore,
because encryption is performed by the
tape drives, no host MIPs are consumed by
the encryption process.
So, what does this mean? Well, for
business partner exchange where the
volume of data is usually relatively small,
the performance of the IBM Encryption
Facility should be acceptable. But if you
are dumping hundreds or thousands
of gigabytes for archival, the use of
the IBM Encryption Facility requires
careful capacity planning, and using the
encryption-capable tape drives is a better
solution.
Who can open the locks? Where
are those keys, anyway?

OK, so these keys don’t really open locks.
Instead they provide access to your data.
But do you know who has access to the
keys? Can you tell when the access was
granted, used, or revoked? Securing the
data effectively requires that you secure
the keys, that you are able to check who
has access to them, and that you can audit
their accesses and uses.
How the keys are stored is also
important. The key store must be
manageable and offer good security. It
must accommodate a potentially large
number of keys, so that archived data
can be decrypted many years later.
The key store must also be highly
available; without the keys,
access to the data will be
lost. Therefore, the mean-
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time-to-failure of the key store and the
underlying platform is an important
consideration, and a good back up and
recovery process is vital.
As described in the z/OS Hot Topics
Newsletter, Issue 14, February 2006,
GA22-7501-10 (see “Now, where did I
put my keys…?”), the Encryption Facility
for z/OS addresses the key management
concerns using the Public Key
Infrastructure (PKI) with ICSF, a proven
repository that has been used by banks to
manage ATM keys for well over a decade.
You can use the z/OS security system
(for example, Resource Access Control
Facility or RACF®) to specify controls for
the access to each individual key stored in
Integrated Crytographic Service Facility
(ICSF), as well as to generate the audit
records for each key to help
keep track of who accessed
that key. The IBM encryptioncapable tape drives are planned
to use the same PKI-based key
management capabilities, and
have the same integration with
z/OS security systems for access
control and auditability. Also, you can
use the key management system for IBM
tape encryption to allow a z/OS host to
manage keys for all the tape drives in the
enterprise (for both z/OS and distributed
systems), which can help provide security
and availability for key management.

which is best for you. Some of these
changes include installing new hardware,
installing new software, creating
administrative and security procedures,
and making any necessary alterations to
programming or JCL.
The IBM Encryption Facility is invoked
using an additional job step. By contrast,
the IBM encryption-capable tape drive is
planned to allow you to specify encryption
using SMS data class definitions. Also,
it is planned so that you can specify
a default key to encrypt the data, or
to specify particular keys for specific
jobs in your JCL. The encrypting tape
drives are expected to be deployed like
other tape drives, but using encryption
requires additional software configuration
tasks for key management. You can use

that runs Java™. You can use this client to
exchange data between z/OS systems that
use the Encryption Services feature of the
Encryption Facility and other operating
systems that your business partners might
use.
The z/OS Decryption Client, new
last year, provides decryption capability
on z/OS only. However, this client takes
advantage of cryptographic hardware by
default, and maintains the data set format
of the original z/OS data.
Summing up encryption on z/OS,
today and tomorrow

IBM Encryption Facility is designed to
meet the compatibility needs for business
partner exchange. IBM plans to enhance
the IBM Encryption Facility to provide

Don’t ignore the impacts of change to your
environment when assessing different products to
decide which is best for you.

What do you have to do to
implement a particular solution?

Different solutions have different
implementation costs in different
environments. Don’t ignore the impacts
of change to your environment when
assessing different products to decide

14
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the same administrative and security
procedures for key management for both
the IBM Encryption Facility and the IBM
encryption-capable tape drives.
Compatibility

Business partners receiving your encrypted
data might not have the same encryption
product; therefore, a flexible client option
is vital. The IBM Encryption Facility
provides two client options—Encryption
Facility Client for Java, and the z/OSspecific Decryption Client.
The Java-based Encryption Facility
Client is designed to provide software
encryption and decryption on any platform
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more options for flexible encrypted data
exchange. Specifically, IBM plans to add
OpenPGP support to the Encryption
Facility for z/OS, designed to allow data
to be exchanged between z/OS and any
OpenPGP-compliant encryption program
running on any platform.
The Encryption Facility for z/OS
continues to be enhanced to provide a
solution for business partner exchange,
and encrypting tape devices are planned
to provide a solution for high-volume
data encryption. Together they offer a
comprehensive data encryption solution
with compatible, centralized, and secure
key management.

Mission possible 4 DFSMShsm encryption
BY SHANNON GALLAHER, CONNIE (CHUNXIAO) HE, AND SEAN MCMILLEN

A decade ago, the top box office movie
“Mission Impossible” hit the big screen
and everyone still remembers how
undercover secret agent Ethan Hunt
tracked down and protected the stolen,
top secret N.O.C. (Non-Official Cover)
list. The N.O.C. list identified the true
names of the world’s top covert operatives,
and when placed in the wrong hands it
could harm national security. Just imagine
if the leading spy organizations in the
world could have protected this valuable
list through encryption, thus rendering
the data inaccessible and useless to
anyone without the proper authenticated
encryption key.
As this spy thriller movie illustrates,
data security is extremely important to just
about everybody. DFSMShsm recognizes
this fact, and has equipped users with a
new means of securing data...let us debrief
you.
As an alternative to hiring a secret
agent who is willing to jump off a moving
train to protect critical data, DFSMShsm
users can now employ a new method
of securing data that resides on tape.
The DFSMShsm BACKVOL DUMP
command (or alternatively, automatic dump
processing) moves data that resides on disk
to tape. Once on tape, the data can be
transported to an off-site facility for longterm storage. However, this dumped data
can easily fall into the wrong hands while
in transit or remain vulnerable to acts of
espionage from employees, and thus needs
to be encrypted to protect it.
DFSMShsm users can control dump
processing through their dump class
settings. New dump class settings are now
available to control whether you want to

encrypt and specifically how you want to
encrypt dumped data. When a volume is
to be dumped, DFSMShsm™ checks the
dump classes specified on the BACKVOL
command, or in the corresponding storage
group, to determine if the dump is to
be encrypted. If you want encryption,
DFSMShsm will invoke DFSMSdss with
the encryption settings specified in the
dump classes to secure the data.
The encryption can come in two flavors:
1. RSA encryption, which requires the use
of secure cryptographic hardware to
maintain encryption keys.
2. Password encryption, which utilizes a
user-specified password to encrypt the
data.
Figure 1 illustrates how to encrypt the

N.O.C. list with DFSMShsm™ Dump
Encryption. You specify how you want
to encrypt the dump data through the
dump classes, and during the dump
process the data is moved from DASD
to an encrypted tape data set. The data
will be automatically decrypted when it
is recovered through the DFSMShsm
RECOVER command. This helps thwart
the bad guys from deciphering the data if
they manage to intercept it.
Now, think about it, do you have
information as valuable as the N.O.C. list
that should be encrypted? If so, you might
want to research more about DFSMShsm
Dump Encryption Support in the
documentation provided at ibm.com/
support/docview.wss?uid=isg1OA13453.

Figure 1 - Encryption and decryption with DFSMShsm
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Learn z/OS, feel great, and amaze your co-workers
BY AMY LANDER, SUZANNE MCHUGH, AND WAYNE O’BRIEN
What is an information center?

Wouldn’t it be nice if watching a Pilates
video were enough to transform anyone
from scrawny to brawny and buff? Not
possible, you say. You actually have to do
the exercises, and to see real results, you
need to do them at least three times a
week. After all, no pain no gain. Then,
there is the Spandex to consider (or not).
Well, just as there are no shortcuts for
building muscle, there is no text called
Mainframes Made Easy that magically
reduces the complexities of z/OS system
programming to a simple, six-week
program.
Of course, if you are a z/OS system
programmer (or training to be one),
you already know this truth. System
programming is not easy—and never
will be. A system programmer needs to
be skilled at a wide range of specialized
tasks, such as software installation and
problem determination. Here, “building
muscles” means training hard through
extensive on-the-job experience. In fact,
it takes about five years, on average, of
on-the-job experience before you are ready
for anything. (Taking vitamins probably
wouldn’t hurt, either.)
Fair enough, system programming is
not for the faint-hearted. However, the
current population of system programmers
is rapidly approaching retirement age, and
newly hired employees often lack the skills
needed to take the place of the retirees.
The question we need to answer—and
soon—is how will this profession maintain
16
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its ranks in the coming years? That is, how
will companies bring new talent on board
to what is, admittedly, a very challenging
occupation?
This is where the z/OS Basic Skills
Information Center comes in! With steady
use, it should boost your z/OS stamina
and allow you to find your way around the
raised floor with confidence.
Let’s look at the z/OS Basic Skills
Information Center: An information
resource intended to help new users get
up-to-speed quickly on z/OS.

Figure 1 - z/OS Basic Skills home page

z/OS HOT TOPICS Newsletter, Issue 15

An information center is a repository of
information that you can access from
a Web browser. Based on the Eclipse
framework (www.eclipse.org), an
information center delivers a variety of
media in the form of XHTML plug-ins,
which we can combine within a single
Web portal.
The z/OS Basic Skills Information
Center is an Internet site that offers a user
experience similar to that of standard IBM
information centers. For example, the user
navigation, search, and retrieval techniques
are identical.
Unlike other IBM information centers,
however, the z/OS Basic Skills Information
Center focuses on beginner-level concepts,
rather than presenting the complete set of
information for a particular product.
The z/OS Basic Skills Information
Center is intended to:
• Provide basic education and information
about z/OS without charge
• Shorten the time it takes for people to
become productive on the platform that
they use
• Make it easier for new people to learn
z/OS.
The z/OS Basic Skills Information
Center centralizes basic education for

novice mainframe users, such as newly
hired system programmers. It provides
introductory information on basic
concepts, such as virtual storage, JCL,
and mainframe communications. The
information center provides a mix of
textual content (articles) supplemented
with multimedia presentations, interactive
education modules, and other information
units that illustrate key concepts, show
simulations of interactions, and test your
comprehension of the subject matter.
There are interactive courses on JCL and
ISPF that a beginner can complete in 30
minutes or less.
The Information Center also provides
materials that you can download to support
your company’s in-house education, as
well as links to related IBM educational
resources. The z/OS Basic Skills
Information Center should be the first stop
for anyone new to the System z platform.

Why an information center?

We developed the z/OS Basic Skills
Information Center jointly with IBM clients
to ensure that the user interface, content,
features, and structure meet their needs.
Though it follows a simple format, the
Information Center offers plenty of tools to
find the information you need. It supports:
• Searching and retrieving education
topics and available education modules
• Searching and retrieving key terms and
definitions
• Downloading functions for PDFs and
education modules
• Printing topics
• Bookmarking.
How does this differ from the z/OS
Library Center?

You have heard about information centers
and library centers. What’s the difference,
you ask? New and experienced users need

z/OS Basic Skills
Information Center

z/OS LibraryCenter

Audience

New users

Experienced users

Content

Basics information and tutorials

Product documentation

Organization

By task and audience but not
release specific

By product element and
release specific

Purpose

Provide basic, boot strap
information to allow new users
to read and understand the
LibraryCenter materials

Provide experienced users with
functional details of z/OS

Presentation
and delivery

Web pages served from an
Eclipse-based repository

Web pages served from
BookManager libraries

Table 1 - Information center compared to LibraryCenter

both types of information repositories.
Table 1 shows how to tell them apart.
Of course, there is no need to limit
yourself to one type of resource. For
users who want more details or who
feel comfortable enough to move on to
advanced information, the z/OS Basic
Skills Information Center provides links
to the z/OS LibraryCenter. Similarly, the
z/OS LibraryCenter provides a link for
the z/OS Basic Skills Information Center,
so that new users can find introductory
and conceptual information on a variety of
topics.
Getting there from here

To access the information center, start at
z/OS Internet Library web page:
ibm.com/servers/eserver/zseries/zos/
bkserv/.

Click the link on the right frame of the
z/OS Internet Library Web page. Click
on the icon for the z/OS Basic Skills
Information Center. Figure 1 shows the
home page.
Through the navigation frame on the
left, and links on the home page itself, you
can access information articles, interactive
courses, and the z/OS glossary. Figure 2
shows the user interface for an information
article.
While the bulk of the Information
Center contents are article based, we are
looking at ways to present content through
multimedia and product simulations.
In addition, usability surveys and other
sources of customer feedback, such
as SHARE, have gotten us looking at
alternative formats, such as podcasts and
videos. Search on “what is a mainframe,”
for example, and you can see that this
topic is presented in both text and podcast
format. Which style of instruction works
best for you?
Figure 3 shows the home page for one
of the new, interactive courses (ISPF).
Need a print out? No problem

As you work through the Information
Center, you will find many useful articles.
To print them, use the print function of
your Web browser. In addition, you can
find all of the articles for each of the
major nodes such as “z/OS Basics” and
“Networking” in full-length, downloadable
PDF files.
What’s next?

Figure 2 - z/OS Basic Skills – article-based content

The z/OS Basic Skills Team will continue
to base our efforts on user feedback.
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• Roadmaps for specialized tasks or roles,
such as IT architects
• More interactive exercises to reinforce
learning of common tasks, like our
quizzes in the JCL and ISPF learning
modules
• Scenarios and exercises that fit a
business context, such as setting up
home banking on the Internet
• Simulations of system programming
tasks to reinforce learning.
Tell us what you think

Figure 3 - z/OS Basic Skills interactive course

Your comments and suggestions help us
to determine which topics new system
programmers need the most. We want to
know which delivery format you prefer
for specific types of information. Possible
delivery formats include, but are not
limited to, the following types:
• Mixed media (text with supporting
simulations, graphic elements, or video
clips)

• Slideshows with voice-over on key
concepts
• Podcasts on special topics that students
can download and listen to offline.
And we will continue to add more
information in future refreshes of the Web
site. We are considering:
• Education modules and information
articles on more advanced topics

This just in from z/OS development...

Over time, we hope to expand the
Information Center to meet the needs
of more experienced z/OS customers, as
well as newcomers to the platform. The
z/OS Basic Skills Information Center
contains basic information, in a variety of
formats, on all major aspects of mainframe
computing.
Try it for yourself —it is just a browser
window away! We’d love to hear what you
think of the z/OS Basic Skills Information
Center. Send your suggestions, comments
and questions using the form at: publib.

boulder.ibm.com/infocenter/zoslnctr/v1r7/
index.jsp (click on Contact z/OS in the

left-hand navigation bar).

Check out the new z/OS Operating System section in the IBM Education Assistant:
publib.boulder.ibm.com/infocenter/ieduasst/stgv1r0/index.jsp
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Level 2 with me

PD is on the case

BY EVAN HARUTA AND KATHY PFEIFFER
have increased the size of the data sets.
If you installed ServerPac V1R7 and
did not override the linklist data sets no
secondary attribute, then you might have
problems with data set allocation space (for
example, system ABENDE37 and message
IEC032I). You can prevent this situation by
overriding the no secondary attribute for
selected data sets by taking the following
action during the ServerPac installation:

1. Change the secondary space allocation
through the panel dialog. From the
Modify System Layout panel of the
dialog, select option C (view and change
data sets by selected attributes) and
press Enter.
2. The Select Data Set View panel
appears. Type S in the Secondary Space
option and press Enter.

For potential problems, there is a course of
action that can be taken to prevent it from
becoming a real problem. Spending a few
minutes learning how to prevent problems
from occurring can save you hours later
solving them. In this article we’ll look at
two V1R7 scenarios that could impact your
environment.
Case of the missing space

If you plan to install ServerPac V1R7 in
your z/OS V1R7 environment, read how
to successfully install ServerPac, and to
prevent undesirable results.
No secondary space allocation in
ServerPac V1R7
Dear Level 2,
I had installed z/OS V1R7 with
ServerPac. When I recently tried to
install some maintenance on my system,
I received a system ABENDE37. The
system completion code was accompanied
by message IEC032I E37rc,mod,jjj,sss,ddname[-#],
dev,ser,diagcode,dsname. When
reading the system explanation, the return
code indicated problems with unavailable
space.

Figure 1 - Modify System Layout panel

Signed,
No available space
Dear No available space,
Prior to z/OS V1R7, ServerPac shipped
linklist data sets with secondary space
allocations. However, in z/OS V1R7,
ServerPac ships linklist data sets with no
secondary space allocations.
By installing maintenance, you might

Figure 2 - Select Data Set View panel
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References:
• z/OS V1R7 MVS System Codes,
SA22-7626-11
• ServerPac: Using the Installation
Dialog, SA22-7815-10
Sincerely,
Level 2
Cracking the MiXeD cAsE

If you are thinking about enabling RACF
mixed-cased password support in your
z/OS V1R7 environment, read how to
enable this function successfully, and to
prevent undesirable results.
Enabling RACF mixed-case
passwords
Dear Level 2,
I am the RACF administrator
and recently issued the SETROPTS
PASSWORD(MIXEDCASE) command
to enable mixed-cased passwords at my
installation. Since that time, we have been
receiving numerous password failures in
some of our applications:

Figure 3 - Select Values to Display panel

Example 1 - Netview V5.1 failures (from
Syslog)
DSI401A SECURITY SOFTWARE
PASSWORD IS NOT
		 AUTHORIZED, REENTER
ICH408I USER(EVANH )
GROUP(SYS1
)
		 NAME(TESTER
)
LOGON/
JOB
		 INITIATION - INVALID
PASSWORD ENTERED
		 AT TERMINAL TCPZ3003
IRR013I VERIFICATION
FAILED. INVALID PASSWORD
GIVEN.

Figure 4 - Data Set List panel

3. The Select Values to Display panel
appears. Select No and press Enter.
4. The Data Set List panel appears. All
the data sets that are shipped with
no secondary space allocation are
listed. Only the data sets contained in
the original ServerPac list that were
shipped with no secondary are eligible
to have secondary space allocation
changed (this command has no effect
on data sets shipped with secondaries).
		 Type the CH SECONDARY Y
command on the command line.
Exclude any data sets (enter x next to
20
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the data set) that you do not want to
change the secondary space attribute,
and then press enter. Data sets that are
not excluded are increased with 10% of
the primary space allocation.
Advice: Override the no secondary

space allocation during the ServerPac
installation to avoid problems with future
space allocations if you will be installing
maintenance onto that particular system.
However, remember that when running
IBM Health Checker for z/OS you might
see exceptions that your linklist data sets
contain secondary allocations if you do so.
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Example 2 - DB2 V8 UDB connect to
DBB1 on z/OS (from SYSLOG)
ICH408I
USER(G126173 )
GROUP(SYS1
)
			 NAME(KPFEIFF
)
			 LOGON/JOB INITIATION 			 INVALID PASSWORD
IRR013I
VERIFICATION
FAILED. INVALID
			 PASSWORD GIVEN.
DSNL030I @DBB1 DSNLTSEC DDF
			
PROCESSING FAILURE
FOR
			
LUWID=G93837E2.

GC4F.BE5FC1A73986
			
AUTHID=G126173,
			
REASON=00F30085
Signed,
MiXeD-cAsE
Dear MiXeD cAsE,
In z/OS V1R7, on systems that share
the RACF V1R7 database, mixed-case
password support is available for users
or applications that have the capability
to exploit this feature. However, if you
share your RACF V1R7 database with
systems earlier than z/OS V1R7 or
have applications that do not support
mixed-case passwords, do not enable
the MIXEDCASE option. Enabling this
option in an environment that contains
different operating system levels sharing
the same RACF V1R7 database results
in password failures like the ones you are
experiencing. When the MIXEDCASE
option is enabled, RACF commands

ALTUSER, ADDUSER, PASSWORD,
and RACLINK no longer fold passwords to
uppercase, and applications do not provide
mixed-case support. If you need to turn
off mixed-case support, all passwords
that were created during that time
period must be reset. Deactivate mixedcase passwords using the SETROPTS
PASSWORD(NOMIXEDCASE) command.
Advice: Before enabling this support,

verify that all systems are z/OS V1R7
systems and all applications contained
on those systems support mixed-case
passwords.
Reference:
z/OS V1R7 Security Server RACF
Security Administrator’s Guide,
SA22-7683-07
Sincerely,
Level 2

Headin’ back to class with z/OS Basics
Duration: 1 hour

Class Description: This interactive e-learning module experience was

created for university and college students who are new to or unfamiliar with
z/OS, newly hired employees, and employees who have limited mainframe
experience. This hour-long interactive e-learning course is designed to provide
you with a fundamental understanding of z/OS system functions and elements.
It also contains two examples (batch job and transaction processing) of how a
job flows through z/OS.
The e-learning module is located at ibm.com/university/zseries/. In the
“Download and learn” navigation pane on the right, click z/OS Basics.
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My z/OS order — fact or fiction?
By HELLE LAURIDSEN
To help make your next ordering
experience easier, let’s sort fact from fiction
with answers to your most commonly asked
questions about the ordering process.
Fact or fiction: To order z/OS, I must
use an IBM sales representative or
IBM Business Partner
Fiction. A third option for ordering z/OS
is through the ShopzSeries Web site.
ShopzSeries allows you to order z/OS
directly, rather than having to work
through someone else. For help with
ShopzSeries, watch the instructional video
clips provided at:

https://www14.software.ibm.com/
webapp/ShopzSeries/ShopzSeries.jsp.

Fact or fiction: There is no benefit to
using Internet delivery for my z/OS
order.
Fiction. Internet delivery of z/OS offers the
following benefits:
• No more tape handling for ServerPac
and CBPDO orders
• No more tape handling for software
delivery and installation
• Faster turnaround time
• No more shipping or handling delays.
• No more tape mounts
• No reorders due to bad tapes.
IBM recommends Internet delivery as
the best and most cost effective delivery
mechanism for z/OS.

With z/OS V1R8, 3592 tape media is
available for all Customized Offerings.
Fact or fiction: My license requires that
I order z/OS on 3480 tape media.
Fiction. Your license is not linked to tape
type. Customized Offerings allows you
to order z/OS on the media type of your
choice. Remember that denser tape media
means fewer tape cartridges to mount.
To help you decide, Table 1 shows
which media types are available in the
Customized Offerings and the average
number of tape cartridges you will receive
for a base z/OS order (estimates only,
actual number might vary). 3592 is the
most dense media type, so it requires the
fewest tape cartridges to hold your order,
which can make the install easier. With
z/OS V1R8, 3592 tape media is available
for all Customized Offerings.
Media type

Number of
tapes

Internet delivery

0

3592

1

3590

1-2
35
64

3490E
3480 compressed
3480
uncompressed

Fact or fiction: If my Internet
connection drops during a download,
the download will resume where it
left off.
Fact. The download will simply resume
with the data set that was being
downloaded when the connection was lost.

80

Table 1 - Media types for Customized
Offerings

22

August 2006

z/OS HOT TOPICS Newsletter, Issue 15

Fact or fiction: With the withdrawal of
service subscriptions, I can no longer
schedule periodic service updates.
Fiction. The following new options allow
you to schedule periodic service updates:
• You can run an SMP/E Internet
Service Retrieval batch job as often as
you need (such as nightly or weekly)
based on your SMP/E installed
inventory.
• On ShopzSeries, you can use the
Internet delivery subscription option to
specify the frequency of delivery and
the system releases (SRELs) for which
you want to receive service.
For more about z/OS service
enhancements, check the News section on
the ShopzSeries Web site mentioned above.

Secret agent fan

IBM Electronic Service Agent is more versatile and secure
BY IVICA VARDIC AND MIKE EDWARDS
Wherever there is talk of allowing access
between a company’s network and the
Internet, there is likely to be concern
for security and privacy. With many data
centers now ranking Security as their
number one priority, we thought you might
like to know that IBM Electronic Service
Agent™ for zSeries® (or Service Agent, for
short) is designed to help keep your service
data safe from prying eyes.
In z/OS Hot Topics Newsletter Issue
14, February 2006, GA22-7501-10, we
showed that Service Agent works best
when you use it across your entire system
complex. Now, let us look at several new
security features that can help Service
Agent transmit your service data securely.
Some of these features require Hardware
Management Console (HMC) Version 2.9.x,
which is available with the IBM System z9
Server.

Service Agent:
• It is a no-charge IBM product that runs
on z/OS or z/OS.e.
• When enabled by you,
Service Agent collects
selected service data
from your systems and
transmits it to IBM
periodically.
• This information can
help us to provide
you with improved
customer support
and service offerings
tailored to the needs
of your particular
installation.

Service Agent in brief

What we collect

If you are not too familiar with Service
Agent, we have some informative Web
links waiting for you at the end of this
article. For now, here is the skinny on

The inventory information that Service
Agent gathers from your systems is much
the same information that you would
provide to IBM verbally when you phone

For those in the know, Service Agent also
goes by the somewhat unglamorous name
of program product 5655-F17.

HMC connection mode

Direct connection mode

Service Agent uses the HMC
modem to access IBM Service. This
telephone-based connection allows
communication only with IBM Remote
Support Facility (RSF) servers.

Service Agent uses HTTPS, which
uses SSL 128-bit encryption and
TCP/IP protocols to access IBM
Service.

A security-rich service authenticates
Service Agent data transmission to
IBM Service. Each HMC has a unique
account with IBM. Authentication data
is system-generated, non-viewable, and
non-modifiable.

A security-rich service authenticates
Service Agent data transmission to
IBM Service. Each Service Agent has
a unique account with IBM.

After the HMC modem has dialed into
the phone-based connection, access
is restricted through a fenced Internet
connection. Here, the target addresses
are limited to the small set required to
access IBM Service.

Service Agent initiates HTTPS
communications and sends collected
data, but does not allow any inbound
connections.

Service Agent uses HTTPS, which uses
SSL 128-bit encryption and TCP/IP
protocols to access IBM Service.

You can configure Service Agent to
work with firewalls and proxies.

Service Agent does not accept
incoming calls from the modem.

The Internet service provider (ISP)
relationship and connection is your
responsibility.

Table 1 – Comparison of the connection options for Service Agent

our customer support, pre-sales
specialists, or administrative clerks.
Service Agent gathers information
such as:
• Your contact information (names, phone
numbers, and e-mail addresses)
• Software inventory
• Installed PTFs and maintenance levels.
When enabled for data collection and
reporting, Service Agent can collect and
report on one or more of the following
types of service data for your systems:
• Hardware
• Software
• Hiper.
This information can allow us to serve you
more efficiently by doing things like initial
problem determination for system errors.
Enhanced security for data
transmissions

With HMC version 2.9.x and Service Agent
PTF UK13197 (December 2005), we have
added a number of functions designed to
help secure your data transmissions:
• Outbound transmission only. The
Service Agent client initiates outbound
communications only; it does not accept
inbound connections.
• Public key encryption. Service
Agent uses Secure Socket Layer (SSL)
and 128-bit public key encryption
mechanism to help maintain the
integrity and authenticity of the data
exchanged between your network and
IBM.
• Enrollment. On activation, Service
Agent’s first communication to IBM is
to request a unique ID and password for
each System z9 or zSeries server it will
monitor. IBM uses the ID and password
to authenticate each subsequent
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Service Agent for zSeries and S/390 User
Guide, SC38-7104.
To ensure successful communication
between Service Agent and IBM, we
recommend that you apply the latest
TCP/IP and Java service levels that are
applicable to your systems. You need not
install Java products if you plan to use only
hardware data collection and use the HMC
communication mode.
Sending data using the HMC
connection mode
Figure 1 - Choosing the connection type for Service Agent

communication with your server.
• Processor information only. Service
Agent sends only processor- or errorrelated information to IBM. It transmits
no other information about the servers
it monitors.
New mode of communication

With HMC 2.9.x version and PTF
UK13197, Service Agent now provides
two options or communication modes for
sending service data to IBM. You can
continue sending data through your HMC
modem (HMC communication mode);
alternatively, you can have your data
transferred directly to IBM using your host
system’s Internet connection (direct mode).
Table 1 summarizes the differences
between the two modes for Service Agent,
at the time of writing.
In direct mode, Service Agent transmits
your data using a security-rich Internet
connection through HTTP over SSL
(HTTPS).
Both communication modes (HMC
and direct) are designed to help provide
a secure means of transmitting data to
IBM. Both modes share the Service Agent
security enhancements we mentioned
earlier, that is:

• Outbound transmission only
• HTTPS connection using SSL and 128bit public key encryption
• System enrollment.
Some installations might prefer the direct
mode because it saves having to configure
a separate LAN connection to the HMC for
Service Agent use. See Figure 1.
Prerequisites

For the system requirements for installing
and running Service Agent, see the
program directory for Service Agent (GI112492).
Using direct mode will require that
your z/OS host system have:
• z/OS or z/OS.e V1R5 or later
• TCP/IP
• IBM Security Server or an equivalent
product
• IBM Developer Kit for S/390, Java
2 Technology Edition (5655-D35)
SDK1.3.1 with Java JSSE, or later.
Enabling direct mode involves using the
Service Agent ISPF Dialog to access its
configuration panel. There, you will set the
option Direct Connection to Y.
For complete steps, see Electronic

When you enable the Service Agent
HMC Task, HMC Service Agent can send
your service data using modem dialup
connection or directly over the Internet
to the IBM Service Support System.
Here, Service Agent makes use of the
security features in HMC Version 2.9.x.
The sections that follow briefly describe
the Service Agent security features now
available with HMC Version 2.9.x.
HMC internal firewall
Through its internal firewall, HMC Version
2.9.x limits TCP/IP access to HMC-related
functions. HMC Version 2.9.x operates as
a closed platform—it does not allow other
programs to access the underlying HMC
operating environment or run under it.
Communication between HMC Version
2.9.x and the IBM Service Support System
is encrypted through the HTTPS protocol.
Optional high-speed Internet based
″call-home″ support
HMC Version 2.9.x can access the IBM
Service Support System over the Internet
using SSL encryption. Only your HMC
can initiate this connection; the IBM
Service Support System cannot initiate a
connection to your HMC. To use this callhome support, your HMC requires a LAN
adapter configured with a default gateway
for accessing the Internet.
More security enhancements
Other security-related enhancements in
HMC Version 2.9.x include:
• Limiting FTP access to a particular
directory; no root access through FTP
• Giving you the option of limiting HMC
FTP access to only those z/OS systems
that run Service Agent.
• The IBM Service Support System
authenticates your data transmissions
through an authentication service. See
Figure 2.

Figure 2 – Configuring the HMC FTP access list
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One key consideration is that each of your

z/OS systems running the Service Agent
client needs TCP/IP access to the HMC if
are sending data through HMC connection
mode. Here, we recommend that you
isolate the Service Agent traffic from your
network traffic. To do so, define and use
the secondary HMC Ethernet interface
card to provide TCP/IP access to these
systems.
For more information about these
functions, see Hardware Management
Console - Operations Guide, SC28-6821.
Some setup required for hardware
data reporting

As we mentioned in z/OS Hot Topics
Newsletter Issue 14, February 2006,
GA22-7501-10, Service Agent can collect
hardware and I/O related data. We

recommend running a hardware data
collection task for each system that has its
own LOGREC data set. If your LOGREC
is a LOGSTREAM, run only one hardware
data collector task on any one of the
systems that is connected to the LOGREC
logstream.
With PTF UK13197, you must choose
between two mutually exclusive tasks for
hardware data collection:
• The existing HESRDLOG task
collects hardware data periodically for
transmission to the HMC through an
internal FTP connection.
• The new HESHWRDL task collects I/O
data periodically for data transmission
through either the HMC mode or the
direct mode.

To send data to IBM through the direct
mode, you must enable the scheduled
hardware data reporting. You enable this
function through the Service Agent ISPF
Dialog.
For instructions on setting up and
configuring Service Agent, see Electronic
Service Agent for zSeries and S/390 User
Guide, SC38-7104.
Get the rest of the facts

To gather the latest information on Service
Agent, including product news and
detailed steps for setup and configuration,
see following links:
• Electronic Services News: ibm.com/
support/electronic

• Electronic Service Agent for zSeries and
S/390 User Guide, SC38-7104: ftp://ftp.
software.ibm.com/s390/serviceagent/
sa390ugv1r2.pdf.

zFavorites!

It’s the zFavorites for zSeries credit card CD!
You’re gonna love this! It has all sorts of
helpful Web links, like those for:
• Hardcopy
• Operating systems
• Software
• Language and tools
• ISV development and
applications
• Product documentation
• Marketing information
• Education
• Support
• Links to FREE downloads
• Redbooks™ sampler
• WebSphere® Application Server
• XML

To use the CD: Insert it in any
standard CD-ROM and it should start
automatically. If it does not, click on the
Start button, choose Run... and then
type x:\index.htm (where x is your
CD-ROM drive letter) and press Enter.
Additional copies of zFavorites
CD-ROM (GK3T-4331-09) are
separately orderable.
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Meet the parsers

z/OS and XML — a different approach
BY JOE BOSTIAN
Anyone who develops or maintains
software on z/OS likely appreciates the
fact that XML has become a pervasive way
to pass information from one application,
component, Web service, or widget to
another. If you are a part of this crowd,
you know the two choices for converting
globs of XML text into something useful:
• Write your own parser.
• Install the XML Toolkit for z/OS and
create event handlers to consume the
data that it generates!
Welcome to z family

In z/OS V1R8, you have a new option—
z/OS XML System Services. As the name
implies, this is a new system service,
which means it requires no additional
installation or configuration. z/OS XML
System Services is a high performance
parser with a simple procedural interface
that creates a sequence of records from
an XML document. It is designed for
use in environments without Java where
minimum processing path length is a high
priority.

26

August 2006

Size doesn’t matter

The parser is designed to handle truly
large documents...there’s no architected
size limit! You can partition documents
into an arbitrary number of segments
and pass them sequentially to the parser.
Similarly, the parser will fill as many
buffers with parsed data as required to
complete the parse process.
Unicode friendly

The z/OS XML System Services parser
can natively handle documents in UTF8 and UTF-16 encodings, as well as
EBCDIC IBM-1047, or IBM-037 code
pages, no conversion required. The parsed
data stream contains text in the same
encoding as the original document.
Choices

The parser can tag significant white
space (spaces, tabs, and blank lines)
with a special record type to re-serialize
the parsed data stream easier. Now, reconverting the parsed XML data back to
text form is easier because the parser can
explicitly identify the new lines, spaces,
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and tabs with a special white space
indicator. The converter can choose to
keep, delete, or even convert this white
space to another form.
The parser also gives you the ability to
strip comments from the document during
the parse process.
Simplify

The z/OS XML System Services parser
is designed to make life simpler for the
person who can’t afford the overhead of
conventional event driven parsers, but
who need more parsing function than
is available through the interfaces of
their programming environment. z/OS
XML System Services combines high
performance with a simple API, and does
so within a common, fully supported
component of z/OS. If you’re someone who
needs to handle XML efficiently, z/OS
XML System Services might just give you
the solution you’re looking for.
For more information, check out z/OS
V1R8 XML System Services User’s Guide
and Reference, SA23-1350.

Shedding some light on IBM customer support
BY DAVID HERLICH
Imagine this scenario. As a brand new
employee at a z/OS installation, you are
mid-way through the late shift when
your pager suddenly beeps. One of
your company’s production systems is
experiencing an error!
You scramble to get the details about
the problem. You even take a stab at
debugging the problem yourself, that is,
until a co-worker
suggests (gently) that
you contact IBM
Service and open a
PMR.
“Sure,” you say, “but
first, what’s a PMR?”
Fast-forward to a short
while later. With help
from someone in IBM
Service, you have resolved
the problem. Perhaps the
support person opened
an APAR for you (a
term we’ll get to in a
moment) and sent you a
fix. Or, maybe he or she
suggested a successful
bypass to get you around
the problem temporarily.
Or, maybe the problem
turned out to be a user
error (hey, it happens).
All’s well that ends
well? Perhaps, but what
if something about the
experience with IBM
Service left you unsatisfied. Maybe you
thought we did not respond quickly
enough, or that we asked you too many
difficult or unnecessary questions. Perhaps,
we asked you to wait for the problem
to reoccur (or to recreate it) and gather
documentation.
In any event, suppose that you were left
feeling that IBM Service had not lived up
to expectations.
In IBM Service, we are committed
to satisfying you, and we continuously
measure our processes to ensure that we
are meeting that goal. If not, we take steps
to improve.
This article provides tips for how
someone new to the world of z/OS can
work with IBM Service. Let’s get this
special relationship off to a good start with

this basic principle: We can help you better
when you help us.
Staying on the level

IBM Service is a large organization with
many teams of individuals serving different
roles in support of our customers. We’ll
keep this article brief by focusing on two
groups in particular, Level 2 and Level 3:

What is a PMR?

When you call, the first person you
speak to does not try to resolve your
problem. Rather, this person collects
basic information, does some entitlement
checking, creates a problem management
record or PMR, and queues it to the
correct product support team.
A PMR is the vehicle for documenting
your problem. If your
interaction with Level 2 is
mostly by telephone, the
PMR contains relevant
information about your
problem.
Some z/OS installations
can create and update
their own PMRs
electronically. We call
these reports ETRs, but
they work just like PMRs.
By the way, IBM
Service is staffing more
support centers around
the world. We do this to
provide seamless coverage
for all our customers.
With so many highly
skilled Level 2 support
personnel stationed
throughout the world, we
can quickly route your
problem to someone who
can help any time, day or
night.

We can help you better when you help us.

• Level 2 works directly with you by
telephone or electronically
• Level 3 modifies the system software to
correct problems.
Most problems require collaboration
between Level 2 and Level 3, and involve
some of the other service teams in IBM,
too.
Reporting a problem

You begin the service process when you
contact IBM to report a problem. In the
United States, dial 1-800-IBM-SERV to
report a problem with any z/OS product.
You will always reach an IBM Service
person.
In another country, contact your
regional support center.

Working the queue

Next, we add or queue your PMR to a list
of other active PMRs needing attention.
We call this list a product queue. In
Service, we assign a Level 2 team for each
product queue.
Soon after your PMR is queued, a
member of the product team will begin
working on it. Here, the Level 2 person
might contact you for more information.
Level 2 usually takes PMRs in order of
priority. The priority is a field in the PMR
that indicates the urgency of return contact
from IBM. Priorities range from 1-4, with
Priority 1 being highest.
Priority differs in meaning from another
field called severity, which represents the
impact of the reported problem to your
business operations. Usually the priority

August 2006

z/OS HOT TOPICS Newsletter, Issue 15

27

and severity of a PMR correspond closely;
the greater the impact of a problem, the
more urgently you require contact from
IBM.
Over the course of the problem
investigation, Level 2 might contact you
several times to request more information
or to ask that you submit documentation
for analysis.
Common causes

We can resolve many PMRs in a matter
of hours. Others require more time. In
some cases, a PMR might even require a
few months to resolve, depending on the
circumstances.
For most PMRs, resolution takes one of
the following forms:
• New APAR
If we find that a product error caused
your problem, Level 3 creates an
authorized program analysis report
(APAR) to code, test, and deliver the
correction (or fix) to you and other
installations.
• APAR already exists
If we find that an existing APAR
matches your problem, we ask that you
apply the program temporary fix (PTF)
that resolves the problem.
• User error
Like we said, it happens! You used the
product in an incorrect manner. Haven’t
we ever warned you about putting
scratch tapes in the dishwasher? (Just
kidding.)
• Vendor product
The problem relates to your use of a
vendor product.
• Not reproducible
The problem is a one-time failure, or
we could not recreate it. We do not have
enough information to determine its
cause.
• Deferred
The problem is determined to be a
product error; however, it is acceptable
to defer the fix to a future release of the
product, or consider it as a suggestion
for a future enhancement, or not to fix
it at all.
Tips for best results

To make your experience with IBM Service
more efficient and productive, follow these
tips.
Tip: Be prepared
Have the basic information and
documentation for the problem at hand.
28
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We usually ask for:
• Maintenance level of the product
• Whether vendor products are involved
• What applications were running at the
time of the problem
• Dumps, logs, JCL, job output—you
know, the “light summer reading.”
These items are critical to the analysis of
almost any problem.
Tip: Read the manual
When in doubt, read the product manual.
It describes the proper procedures for
using the product. A quick check of the
documentation can often alert you that
something you think is not working
actually is not supported or not allowed. In
the event of an actual problem, the product
manual might tell you what information to
collect for Level 2.
Tip: Be patient
Level 2 might ask you to recreate the
problem and gather more documentation—
maybe several times.
We are not trying to make your life
miserable (we promise). We try not to ask
you for more than we need.
Tip: Consider self-help
IBM keeps a vast storehouse of helpful

you request middle-of-the-night support,
ensure that someone at your site is
available to work with Level 2 when
they call.
Tip: Check your contact info
Ensure that your contact information is
correct in the PMR. It is surprising how
often we learn that the contact information
is not correct.
It is okay to give more than one
number. If you want to provide your office
phone, your company’s main switchboard
number, your personal cell phone, and the
number of a coworker who can back you
up if you’re unavailable, all the better.
Help us make sure we can reach you.
Tip: Tell us everything
When discussing the details and
circumstances of your problem, do not
hold anything back. An overlooked detail
might seem inconsequential to you, but it
might be the key that unlocks the answer
to your problem. You have nothing to lose
by telling us.
Tip: Stay current
Keep your software maintenance as current
as possible, especially with regard to high
impact APARs (or HIPERs). This can be a
sensitive issue for some z/OS installations,

When discussing the details and
circumstances of your problem, do not
hold anything back.
information on the Web. It will take you
some time to become familiar with it
all, but a good place to start is the IBM
Software Support Web site: ibm.com/
software/support/.
Try navigating to a product service
page. Most IBM products have technical
write-ups on various topics, and some have
a good selection of FAQs. You can use this
Web site to search the APAR database,
based on symptoms and keywords
(messages, reason codes, utility names, and
so on). If you identify an existing APAR
that fixes your problem, you might save
yourself a lot of time.
Tip: Be realistic
Be realistic when you set a priority for a
PMR. If you absolutely need a fix by the
end of the month, be prepared to apply
it and test it as soon as it is available. If
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but we spend much of our time on
rediscoveries, that is, debugging problems
only to find that a fix already exists.
Often, being just a little more aggressive
in rolling out fixes can help you avoid
problems before they occur.
For more information

We hope this article provided a helpful
overview of IBM Service.
To find out all the details of problem
determination, check out z/OS Problem
Management, G325-2564: ibm.com/
servers/eserver/zseries/zos/bkserv/

Let us know if you would like to see
more articles like this in future issues of
z/OS Hot Topics Newsletter:
newsletr@us.ibm.com.

Moving on up

Faster and more flexible NJE
BY RANDALL DOWNEY, GLORIA CARVAJAL, AND JENNIFER LAZZARO
In z/OS V1R7, JES2 is introducing support
for network job entry (NJE) over Transmission
Control Protocol/Internet Protocol (TCP/IP).
Such support has existed in VM/RSCS,
AS/400,® and VSE/POWER for quite a while,
whereas JES2 has been limited to Binary
Synchronous Communication (BSC) and
Systems Network Architecture (SNA).
This support is being provided as a result
of customer requests and also to relieve any
restrictive hardware requirements to support
BSC or SNA. Because the new support can
run concurrently with existing BSC or SNA
links, customers can transition to TCP/IP
without disrupting current communications.
Although new procedures/commands are
required to establish the new connections,
the underlying framework of NJE has been
maintained, making it transparent to the end
user.
Implementation of this new feature
has resulted in a new address space called
NETSRV. NETSRV will offload from the
JES2 address space the main NJE tasks, such
as reading and writing to spool, buffering,
and interfacing with TCP/IP. JES2 only
needs to get involved when NETSRV requires

such functions as obtaining a job number,
allocating a new spool track allocation, purge
processing, and others. A major benefit is the
additional stability in both NJE and JES2,
such that when JES2 is unavailable, NETSRV
is designed to maintain NJE connections (and
traffic until a JES2 resource is required) if
a networking problem occurs and can shield
JES2 from any adverse affects.

System SYSA

System SYSB

NJEDEF Nodenum=2,linenum=1,own
node=1

NJEDEF Nodenum=2,linenum=1,own
node=1

Line(1) Unit=TCP

Line(1) Unit=TCP

Node(60) Name = PLX3SYSA

Node(62) Name = PLX3SYSB

Socket(SOCKSYSA), netserv=1,node=60 Socket(SOCKSYSB), netserv=1,node=62,
,ipaddr=1.23.456.70
ipaddr=1.23.456.80
NETSRV1 SOCKET=SOCKSYSA,
start=yes

NETSRV1 SOCKET=SOCKSYSA,start=yes

SOCKET(SOCKAB),ipaddr=1.23.456.80,
node=62,line=1

SOCKET(SOCKBA),ipaddr=1.23.456.70,
node=60,line=1

Setup

SNA and TCP/IP can run concurrently on
the same systems, and you don’t need to
make any changes to the SNA configuration.
We use the terms NETSRV and SOCKET
throughout this article. NETSRV is a new
address space that offloads NJE tasks from
the JES2 address space. JES2 SOCKETS are
connection statements that define attributes
of the nodes that make up the network.
The setup to add TCPIP connectivity is
fairly straight forward: you must define the
following to JES2 on each system:
• A line that is TCP capable
• A local SOCKET connection statement
for the NETSRV to use
• A NETSRV
• A SOCKET connection statement that
defines the remote system.
Step-by-step setup instructions

Table 1 - Initialization deck statements
System SYSA

System SYSB

$TLINE1,UNIT=TCP
$SLINE1

$TLINE1,UNIT=TCP
$SLINE1

$addSOCKET(SOCKSYSA),netsrv=1,no
de=60,ipaddr=1.23.456.70

$addSOCKET(SOCKSYSB),
netsrv=1,node=62,ipaddr=1.23.456.80

$addnetsrv1,SOCKET=SOCKSYSA

$addnetsrv2,SOCKET=SOCKSYSB

$addSOCKET(SOCKAB),
ipaddr=1.23.456.80,node=62,line=1

$addSOCKET(SOCKBA),
ipaddr=1.23.456.70, node=60,line=1

$snetsrv1

$snetsrv1

You can either establish a TCP/IP NJE
network through the initialization deck
statements (Table 1). Or you can use
operator commands (Table 2).
Just as in SNA, ensure that your
node definitions are correct for node
communication. If you are using nodes
that are already defined, you don’t need to
make any changes.
You must first define or modify one
of the lines on each node to be TCP
capable. Then, you must ensure that the
line is started. The following are sample
definitions:

$sn,SOCKET=SOCKAB
Table 2 - Operator commands
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Figure 1 - NJE over TCP/IP setup

$TLINE1,UNIT=TCP
$SLINE1
A NETSRV must have a local SOCKET
associated with it to start. A default local
SOCKET is provided for convenience.
The NETSRV name and number can be
the same on different systems. The node
number is the number of the node where
you want to start the NETSRV, and the
IPADDR is the IP address of the system
you are starting the NETSRV on. You can
find the IP address of the LPAR you’re on
by entering the D TCPIP,stackname,NET
STAT,HOME command:
The first address displayed is the one
you can use. You can also use the PORT
parameter to hard code which port should
be used to connect. The default port is 175
and is used if PORT= is not coded.
To manually setup NJE over TCP/IP
on a two system sysplex do the following.
(Figure 1 provides an overview of the
sysplex setup.)
1. Ensure that you enter the command for
System A as follows:
$addSOCKET(SOCKSYSA),netsrv=
1,node=60,ipaddr=1.23.456.70

2. Ensure that you enter the command for
System B as follows:
$addSOCKET(SOCKSYSB),netsrv=
1,node=62,ipaddr=1.23.456.80

3. Define the NETSRV and start it on
each system that will be connected.
The following commands add one
NETSRV per LPAR partition and then
start the NETSRV. In this example,
the SOCKET that was created in the
previous step is used.
$addnetsrv1,SOCKET=SOCKSYSA
$addnetsrv1,SOCKET=SOCKSYSB

4. To connect the systems, add the
SOCKET statements that will be used
to connect the individual NETSRVs to
each other. In this case, the IP address
and node are those of the target node,
the one you want to connect to.
30
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$addSOCKET(SOCKAB),ipaddr=
1.23.456.80,node=62,line=1
$addSOCKET(SOCKBA),ipaddr=
1.23.456.70,node=60,line=1

5. Issue the following $S command on
each system to start the NETSRV:
$snetsrv1
$snetsrv1

After you start NETSERV, you will see
initialization messages and then the
following message that indicates that the
start was successful.
IAZ4xxxNETSRV1 WAITING FOR
WORK
6. Finally issue a command to start the
connection between the two systems.
$sn,SOCKET=SOCKAB

Once connected, you should see the
transmitters and receivers for the specified
line display as INACTIVE.
To verify connectivity, issue the following
command:
$DNODE(60,62),NAME,STATUS

You should see that the systems are
connected by LINE1. Another way to
verify connectivity is to check the SDSF
NODE and LINE panels, which now
support TCP/IP connections.
Transmission

When the connection is established, JES2
prompts the NETSRV to pick eligible
work off the spool. (‘Eligible’ means
work queued for execution or printing
on another node to which this system is
connected.) Aside from the NETSRV’s
involvement, transmission of jobs and
sysout works the same as it did in SNA
(job transmitters, receivers, and so forth).
The following messages show the
transmission of a job submitted on System
A, queued for execution on System B, with
sysout returning to System A:
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$HASP520 JOBA ON L1.JT1
$HASP100 JOBA ON L1.JR1
$HASP250 JOBA PURGED -- (JOB
KEY WAS BE95CD16)
$HASP373 JOBA STARTED - WLM
INIT - SRVCLASS JESMED4 SYS SYSA
IEF403I JOBA - STARTED TIME=11.00.04
IEF404I JOBA - ENDED TIME=11.00.04
$HASP530 JOBA ON L1.ST1
7,040 RECORDS
$HASP540 JOBA ON L1.SR1 FROM
USERID AT PLX3SYSB 7,040
RECORDS
$HASP250 JOBA PURGED -- (JOB
KEY WAS BE95CD16)
Hints and tips

In our testing, we encountered several
situations that, while initially appearing to
be error conditions, were later found to be
setup problems.
Hint: After coding the wrong node number
in the NODE field of the ‘remote’ SOCKET
statement, we saw the following error:
IAZ1400I NETSRV1 TCP/IP
connection with IP Addr:
192.168.30.162 Port:

175 ended due to TCP/IP
error, rc: 1127
Upon changing the NODE parameter to
the correct node number, we were then
able to connect the systems.
Tip: In order to drain a NETSRV, you
must drain one or more of the lines
associated with that NETSRV first. If
you don’t, the NETSRV will remain in a
draining state indefinitely. The correct
procedure is to first drain the appropriate
lines with the $PLINEx command. Jobs
that are transmitting will be allowed to
finish transmission. After the lines are
drained, drain the NETSRV with the
$PNETSRVx command.
Hint: Be aware that the NETSRV is
known to JES2 as NETSRVx (x being the
number you chose when you issued the
$ADDNETSRV command, or defined the
NETSRV in your initialization deck), but is
known to MVS as JES2S00x. (x is the same
number in both cases.) To cancel a NETSRV

through MVS™, enter the C JES2S00x
command. Be aware that this method is
more disruptive than draining a NETSRV
because the transmissions will not be allowed
to complete.
Tip: Just as in a SNA network, traffic in an
NJE TCP/IP network can get halted because
of a full spool or buffer shortage condition on
either node. The external symptom is that
transmissions will hang.
Hint: Each SOCKET statement on a
particular system must have a unique port
and IP address combination. A workaround
for this is to leave the PORT parameter
blank, allowing the system to choose a
unique port for each connection.
Tip: If you want to push jobs through the
network quicker, you can start multiple
lines and use them to connect the same two
NETSRVs. In addition to the basic network
configuration shown in Table 2, define
additional remote SOCKET statements on
each node, and issue the appropriate $SN
commands. Also, remember that you need
to have a dedicated line for each connection
on each side. You don’t need to specify the
SOCKET statement, but you must ensure
that enough TCP lines are available. (The
system automatically chooses an available
line for each connection.) The following is
an example of specifying multiple statements
(issued after the NETSRVs have been
started):

RO SYSA,$ADDSOCKET(SYSAB1),
NODE=62,IP=1.23.456.80
RO SYSA,$ADDSOCKET(SYSAB2),
NODE=62,IP=1.23.456.80
RO SYSA,$ADDSOCKET(SYSAB3),
NODE=62,IP=1.23.456.80
RO SYSA,$ADDSOCKET(SYSAB4),
NODE=62,IP=1.23.456.80

RO SYSB,$ADDSOCKET(SYSBA1),
NODE=60,IP=1.23.456.70
RO SYSB,$ADDSOCKET(SYSBA2),
NODE=60,IP=1.23.456.70
RO SYSB,$ADDSOCKET(SYSBA3),
NODE=60,IP=1.23.456.70
RO SYSB,$ADDSOCKET(SYSBA4),
NODE=60,IP=1.23.456.70

Tip: This release of JES2 also supports
Secure Signon. To use Secure Signon, do the
following:
1. From Option 6 of TSO on Node1, enter
the following RACF commands:
RDEFINE APPCLU NJE.NODE1.
NODE2 SESSION(SESSKEY(KEY1))
UACC(NONE)
SETROPTS CLASSACT(APPCLU)

2. From Option 6 of TSO on Node2, enter
the following RACF commands:
RDEFINE APPCLU NJE.NODE2.
NODE1 SESSION(SESSKEY(KEY1))
UACC(NONE)
SETROPTS CLASSACT(APPCLU)

3. On Node 1, enter:
RO
RO
RO
RO

SYSA,$SN,SOCKET=SYSAB1
SYSA,$SN,SOCKET=SYSAB2
SYSA,$SN,SOCKET=SYSAB3
SYSA,$SN,SOCKET=SYSAB4

$TNODE1,SIGNON=SECURE
$TNODE2,SIGNON=SECURE

4. On Node 2, enter:

Hint: NJE over TCP/IP supports AT-TLS.
You can read more about this support
here: publibz.boulder.ibm.com/epubs/pdf/
e0z2n160.pdf

To use this TLS support, you need to do
the following:
1. Start your NETSRVs with
SOCKET=LOCALTLS.
2. Define your remote SOCKETS as
SECURE=YES and use PORT=2252
(the secure port).

$TNODE2,SIGNON=SECURE
$TNODE1,SIGNON=SECURE

5. Connect the nodes. In order to connect
to RSCS or VSE using this support, make
sure that the attributes of the JES2 node
(node number, name, and IP address) are
defined to the RSCS/VSE node(s).
More information

Want to find out more? Check out the JES2
migration and exploitation Web site at ibm.

com/servers/eserver/zseries/zos/installation/
zos17_jes2_migration.html.
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The zIIP is a chip that’s hip!

The System z9 Integrated Information Processor
BY GITA BERG
no anticipated changes needed for an
application that utilizes DB2 for z/OS
V8 data. The zIIP’s environment accepts
eligible work from z/OS V1R6 or V1R7
(or V1R8, planned, when available), and
z/OS manages and directs portions of the
eligible work between the CP and the zIIP.
DB2 for z/OS V8 works with z/OS V1R6
or V1R7 to have a portion of its enclave
Service Request Block (SRB) dispatched
work directed to the zIIP. It’s a part of
this enclave SRB work that is eligible for
zIIP. z/OS, acting on the direction of DB2
running in enclave SRB mode, controls
the distribution of the work between the
CP and the zIIP automatically.
Monitoring zIIP, it’s like
monitoring zAAP!

Specialty engines are a smart way to
deploy new workloads on the mainframe
or to optimize existing ones. Recognizing
customers’ needs for increasingly secure,
available, and centralized data management,
System z and DB2 for z/OS teamed up to
produce the zIIP. Deploying applications
and workloads on specialty engines like
the IBM Integrated Facility for Linux®
(IFL), the IBM System z Application Assist
Processor (zAAP), and the new zIIP can
help free up general-purpose processor (CP)
capacity for other workloads to use. Though
the amount of general purpose processor
savings you get from a specialty engine
like a zIIP can vary and depend on the
workload and other factors, a little bit of this
clever technology goes a long way. Let’s take
a closer look at the zIIP.

server requires driver level maintenance.
The z9 EC or z9 BC purchased after May
26 ships with the appropriate driver level.
DB2 for z/OS

DB2 Universal Database™ for z/OS V8
(DB2 for z/OS V8) is the first IBM
exploiter of zIIP. When implemented,
DB2 zIIP execution is expected to be
transparent and automatic. There are

Implementing a zIIP

Implementing a zIIP is relatively easy.
The IBM zIIP requires the IBM System
z9 Enterprise Class (z9 EC) or System z9
Business Class (z9 BC) server. Operating
system support, which enables the
redirection of eligible workloads to the
zIIP, is provided by z/OS and z/OS.e
V1R6 or V1R7 through a Web download.
Support is planned for z/OS and z/OS.e
V1R8. When adding a zIIP to a z9-109
server shipped before May 26, 2006, the
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Figure 1 – DRDA access
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After a zIIP is installed, monitoring zIIP
activity is similar to monitoring zAAP
activity using RMF™. First, set up Workload
Manager (WLM) policy with Service
Classes for SUBSYSTEM TYPE=DDF.
Next, use the RMF Monitor 1 Type 70
Record to monitor overall zIIP activity and
report on “logical processor busy” as seen
by z/OS and “physical processor busy”
as seen by LPAR partitions. The RMF
Monitor 1 Type 72 Record will also show
more detail and report on the amount of
time spent executing on zIIP processors
and the Usage and Delay sample counts for
zIIP eligible work.

Figure 2 – zIIP working with specialty engines

In addition, DB2 accounting trace
records can provide information on
the zIIP. IBM Tivoli OMEGAMON XE
for DB2 Performance Expert on z/OS,
DB2 Performance Expert, or IBM Tivoli
OMEGAMON XE for DB2 Performance
Monitor on z/OS can monitor the zIIP
information.
DB2 workloads and zIIP

There are several types of DB2 for z/OS
V8 workloads that execute in enclave SRB
mode, and therefore portions of these
workloads can be sent to the zIIP. Roughly
categorized, these workloads are:
• SQL calls through DRDA through
TCP/IP
• Star schema parallel queries
• Some DB2 index maintenance utilities.
For many customers, DRDA access
offers immediate opportunity for savings.
See Figure 1. The star schema parallel
processing workloads are less prevalent
today, so the zIIP might provide future
opportunities for these workloads to
migrate to System z.
Let’s look at these workloads in a little
more detail:
1. An application (running on UNIX®,
Linux, Intel™, Linux on System z or z/OS)
that accesses a DB2 for z/OS V8 database
on a z9 EC or z9 BC server through SQL
calls over a DRDA through TCP/IP
connection can have parts of these
workloads redirected to the zIIP. See
Figure 1. Only part of the DRDA work
is redirected , but VTAM®, IRLM, SNA,
batch, CICS, IMS and other workloads
associated with the DBMS, such as
monitors, are not redirected.

2. Star schema parallel queries (more
specifically, large complex query
requests that utilize DB2 for z/OS V8
and that execute star schema parallel
queries) can have portions of these SQL
requests directed to the zIIP. Checking
the SQL EXPLAIN information can
help you determine if your queries
are using parallel star joins. The SQL
statement, EXPLAIN, puts information

The amount of complex star schema
queries will depend on the table design,
query parallelism, length of query, as well
as any ISV product uniqueness.
In addition, the redirect for the
index work in the LOAD, REORG, and
REBUILD INDEX utilities will depend
on how many index definitions are on the
table, how many partitions are in the table,
if data compression is in affect, and other
factors.
An important note is that the zIIP
redirects can be additive. For example,
if you have a business intelligence
application on a distributed platform (or
on Linux on System z) and it’s accessing
DB2 for z/OS V8 through DRDA over
TCP/IP connection and that is utilizing
star schema parallel queries, you can
expect portions of the workloads associated
with both DRDA and star schemas to be
redirected.
Works well with other specialty
engines

zIIPs can work together with other
specialty engines. See Figure 2. Yes, you
can have your cake and eat it too. An
application can be on Linux on System z,
use an IFL, and access DB2 for z/OS V8

...a little bit of this clever technology goes
a long way.
about the access path, including the
information about the type of join,
in a table. For more details see: DB2
Universal Database for z/OS SQL
Reference, SC18-7426.
3. DB2 for z/OS utilities that maintain
index maintenance structures,
specifically the BUILD portion within
the LOAD, REORG, and REBUILD
INDEX utilities, can be redirected to
the zIIP.
Redirecting workloads

How much of your workload is redirected
to the zIIP? It depends...it always depends!
Consult with IBM for measurements and
sizing guidance. For example, the amount
the DRDA to be redirected might be
affected by the DB2 Stored Procedures
and user-defined functions in the
application. The call to stored procedures,
the commit processing, and result set
processing can be redirected, but the
primary processing is performed in TCB
mode, so it is not eligible to be redirected.

through DRDA and TCP/IP and use the
zIIP. An application on System z that uses
the zAAP to redirect Java technologybased workloads and connects to DB2 for
z/OS through a Type 4 JDBC (for DRDA
over TCP/IP connections) can use the
zIIP tool.
However, be aware that there is a oneto-one requirement in that the number
of zIIPs on a system cannot exceed the
number of general-purpose processors.
This is similar to the one-to-one
requirements for zAAPs. The great thing
here — a single general-purpose processor
can satisfy the one-to-one requirements for
zIIPs and zAAPs.
Availability

Additionally, zIIPs can take advantage of
availability function on the z9 EC and z9
BC. zIIPs can participate in Parallel Sysplex
clustering. You can allocate spare CPs as
zIIPs and zAAPs. In addition, you can
add zIIPs as part of On/Off Capacity on
Demand or as part of Capacity Back Up.
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Alas, one area where zIIPs cannot be
used is with SQL calls (not using star
schemas) over Type 2 JDBC (non-DRDA
connection) connection. The local Type 2
connection is very fast and efficient — so
efficient in fact, that this configuration will
typically result in less general processor
usage than a zIIP redirected configuration.
You can use zIIP for portions of
DB2 star schema and DB2 utilities both
on local (Type 2 JDBC, non-DRDA)
connection and remote (Type 4 JDBC,
DRDA) connection, but SQL calls over
remote (Type 4 JDB2, DRDA) connection
must take place through a TCP/IP
only. The zIIP can help you manage
the communications requirements for
applications that need to connect to DB2
for z/OS; previously, this work might
have been too costly or CP intensive to
implement in other ways. Thus, the zIIP
is designed to bring the cost of DRDA
connectivity on par with that of the local
connection.

How much processor capacity can
zIIP save?

The amount of general-purpose processor
savings will vary. First, there is the
amount of white space created on the
general-purpose processors (the amount
of workload executed on the zIIP). As
always, we need to be careful in defining
the extent of the benefits when estimating
the amount of work redirected, especially
without the z/OS and DB2 changes
installed and configured.
There are always a large number
of variables that can be unique to an
environment. SQL statements processed
from remote locations using DRDA and
TCP/IP are anticipated to see the most
benefits. Workload eligible for processing
on the IBM zIIP will vary from installation
to installation and is unique for each
situation. A relatively simple analysis can
be done to understand its DB2 workload in
an attempt to predict the effect.

In addition, when estimating using
accounting data from workloads run
on a V7 subsystem that CP times
can be considerably different for the
same workload when run against a V8
subsystem.
zIIP really is hip

If you want your data on System z—
whether it is increasing the data access
for existing applications, consolidating
databases, or deploying new data
warehouses—zIIP is for you. zIIPs are
designed to help free up general-purpose
processor capacity that other workloads
can use. The zIIP might also help you to
leverage the System z9, z/OS and DB2 for
z/OS qualities of service for data access
and information management across your
enterprise by helping to make direct access
to DB2 more cost effective and potentially
reducing the need for many local copies of
the data and the complexity that brings.

Date with destiny . . .

Reminder for V1R4-to-V1R7 migration
If you’re still running z/OS V1R4, you’re probably planning to migrate to V1R7 for any of these reasons:
• To exploit the enhancements in V1R7, because V1R7 is the highest release to which a direct migration from V1R4 is
supported
• Because the last date to order V1R7 is right around the corner (shortly after V1R8 availability in late September 2006)
• Because V1R4 goes out of service on March 31, 2007.
If you missed the last z/OS Hot Topics article about the seven important things you can do on your current (z/OS
V1R4) system to make your migration uneventful, check out “Smooth moves” in z/OS Hot Topics Newsletter Issue 14,
February 2006, GA22-7501-10. The seven things you can do are these:
1. Get on z/Architecture.
2.	If you’re running JES2 in V1R4 mode, migrate to z2 mode.
3.	Stop using JOBCAT and STEPCAT DD statements.
4.	Start using the ISO XL C/C++ compiler. See “Have you had your C/C++ vitamins today? C/C++ compiler on zSeries” on
page 44.
5. Accommodate the removal of most of the 1-byte console-ID support.
6. Plan JES2 exit routines to accommodate necessary restructuring. See “Jazz up your JES2” in z/OS Hot Topics
Newsletter Issue 13, August 2005, GA22-7501-09.
7. Prepare for sharing V5 IODFs with your z/OS V1 V1R4 systems. See “Incredible
shrinking IODF” in z/OS Hot Topics Newsletter Issue 13, August 2005, GA22-7501-09.
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The strong silent type

Policy-based network security
BY LIN OVERBY

Imagine that you’ve been asked to set
up the z/OS Communication Server to
ensure that all sensitive data is encrypted
in the IP network. And, by the way, your
customers should be able to access your
mainframe services even if an attack is
launched against your server.
Sounds simple enough, perhaps, but
security is a broad topic and there are
many options. How do you start? With
the policy-based networking security of
z/OS Communications Server, of course!
This article will cover network security
functions that use the power of policybased networking to help you build a rocksolid network security deployment on z/OS.
What is policy-based network
security?

Policy-based network security allows
an administrator to specify security
requirements for your system, network
resources, and applications in the form of
policy rules. Simply put, a rule specifies
an action to take given the presence of
a condition. For example, you could set
up a rule that would specify that traffic
leaving your z/OS server, destined for a
remote branch office (a condition) must
be encrypted with the AES encryption
algorithm using Application Transparent
Transport Layer Security (AT-TLS)
network security (an action).
You can specify as many rules as

needed to cover all of the
conditions you will encounter.
A set of rules is called a
policy. Policies are stored in
repositories such as a file,
data set, or on an LDAP
server. Communications
Server provides a policy
agent application, which
reads the policy from the
policy repository, validates the
policy rules, and makes the
policy available to a security
enforcement point such as the
TCP/IP stack.
A policy can be specified for
the following z/OS network security
disciplines:
• Application Transparent Transport Layer
Security
• Communications Server IPSec (CS
IPSec)
• Intrusion Detection Services (IDS).
The policy for these disciplines can be
configured manually or configured using a
GUI configuration tool.
By using the policy agent and its
configuration tools for all of the security
disciplines, the policy rules that control
these functions can be configured by one
or more administrators using a similar
set of user interfaces. Because all of the
network security policies are configured
consistently and are stored in repositories,
it becomes much easier to prove that you
have configured the system to comply with
your corporate security directives.

Recap of IPSec and AT-TLS

In z/OS V1R7, we added significant new
security functions, AT-TLS and CS IPSec,
to z/OS Communications Server. Both
technologies, which are implemented as
TCP/IP stack services, are policy-based
and provide cryptographic protection of
your data as it traverses the network. The
AT-TLS and CS IPSec policy repository
can be either a file or data set and can be
configured using the Network Security
Configuration Assistant (NSCA). For a
review of the AT-TLS and CS IPSec
technologies in z/OS V1R7, see z/OS
Hot Topics Newsletter Issue 14, February
2006, GA22-7501-10. Table 1 shows a
comparison of AT-TLS and IPSec.
With AT-TLS, IPSec, and the new
NSCA tool added in z/OS V1R7, you are
well on your way to implementing policybased network security.
Intrusion Detection Services

Intrusion Detection Services (IDS), which
became available in z/OS V1R2, was the
first z/OS Communications Server security
function to use a policy-based approach.
IDS allows you to implement a policy for
detecting and defending against a number
of different kinds of network attacks, both
new and known.
Many outboard network intrusion
detection devices use “attack signatures”
which can define known attacks. In
contrast, z/OS IDS uses an IDS policy to
define the types of attacks on which to
take action. z/OS IDS recognizes attacks
by leveraging error paths, system usage
data, connection state data, and built-in

Figure 1 - Policy-based network security overview
August 2006

z/OS HOT TOPICS Newsletter, Issue 15

35

defensive code.
The main IDS policy condition
categories are:
• Attack
• Scan
• Traffic Regulation.
Attack conditions
The intent of the attack category is to
detect and defend against both single and
multiple packet attacks against the system.
Attack category policy can independently
control separate policy rules for:
• Malformed packets
• IP fragment restrictions
• IP options restrictions
• IP protocol restrictions
• ICMP redirect events
• Flood events
• UDP perpetual echo
• Outbound raw restrictions.
Scan conditions
The intent of the scan category is to detect
an attacker that is mapping your resources
in advance of an attack. When scanning,
an attacker is looking for subnet structure,
addresses, masks, addresses in use, and

available ports.
Scan policy allows you to independently
control detection of ICMP scans, and TCP
and UDP port scans by TCP and UDP
port.

In z/OS V1R8, support is added to CS
IPSec for the following enhancements:
• Advanced Encryption Standard (AES)
support
• IPv6 support
• NAPT traversal.

Traffic Regulation conditions
The intent of the Traffic Regulation (TR)
category is to detect and prevent conditions
where an excessive number of TCP
connection requests are received or UDP
packets are received. TR policy allows you
to control these conditions independently
by TCP and UDP port.

The new IPSec support negotiates the
use of AES with its IPSec peer using
Internet Key Exchange (IKE) protocols as
well as encrypts the IP traffic using the
AES algorithm. AES is intended to be
the eventual replacement for triple DES
encryption.
Originally delivered with IPv4 support,
CS IPSec is extended to support IPv6
addressing for both IP packet filtering and
IPSec. Both IPv4 and IPv6 addresses can
be specified as conditions in a single IPSec
policy.
The z/OS V1R7 support for IPSec
delivered a capability to address
requirements to allow IPSec security
associations traverse a network address
translation (NAT) device. A NAT device
maps IP addresses in the IP headers at

IDS conditions demand action
An IDS policy rule states the action to take
when one of the preceding IDS conditions
occurs. IDS policy actions include:
• Discard packets
• Limit connections
• Log event message to syslogd
• Write event message to the console
• Trace the offending packet.
Up through z/OS V1R7, the IDS policy
repository is LDAP; you configure it using
the zIDS Manager configuration tool.

Attribute

IPSec

AT-TLS

Traffic protected with data
authentication and encryption

All protocols

TCP

End-to-end protection

Yes

Yes

Network Segment protection

Yes

No

Scope of protection

Security Association
1. all traffic
2. protocol
3. single connection

TLS session
1. single connection

How controlled

IPSec policy
1. z/OS responds to IKE peer
2. z/OS initiates to IKE peer based on
outbound packet, IPSec command, or
policy autoactivation

AT-TLS policy
1. For handshake role of server,
responds to TLS client based on policy
2. For handshake role of client, initializes
TLS based on policy
3. Advanced function applications

Requires application
modifications

No

No, unless advanced function needed
1. Obtain client cert/userid
2. Start TLS

Type of security

Device to device

Application to application

Type of authentication

Peer-to-peer

1. Server to client
2. Client to server (opt)

Authentication credentials

1. Preshared keys
2. X.509 certificates

X.509 certificates

Authentication principals

Represents host

Represents user

Session key generation/refresh

Yes with IKE
No with manual IPSec

TLS handshake

Table 1 - IPSec and AT-TLS comparison
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network boundaries such as the boundary
of the Internet and a private network.
In z/OS V1R8, The NAT traversal
support is extended to allow IPSec security
associations traverse a Network Address
Port Translator (NAPT) device. In addition
to the IP address mapping function
performed by a NAT device, an NAPT
device maps ports in the transport headers.
Support for IPSec security association
traversal of NAPT devices increases the
number of configuration scenarios in
which IPSec can be deployed.
Configuration further simplified in
z/OS V1R8

The policy agent is enhanced to support
IDS policy in a file or data set. LDAP
is still supported. This provides an IDS
policy solution that is consistent with other
policy types for those installations that do
not have an LDAP infrastructure in place
or that prefer working with files or data
sets instead of LDAP.

The z/OS NSCA is extended to
configure new network-policy disciplines,
IDS and Quality of Service (QoS). QoS
allows you to better control your use of
network bandwidth by traffic shaping and
setting transmission priorities of outbound
data. This new support will allow an
administrator to configure IPSec, AT-TLS,
IDS, and QoS policy using a consistent
user interface. Because the NSCA is now
expanded to support the configuration of
non-security disciplines (that is, QoS), the
z/OS V1R8 version of NSCA is renamed
to Configuration Assistant for z/OS
Communications Server.
Configuration Assistant will be
preinstalled with a set of IBM defaults for
IDS that are ready to use if you so choose.
These defaults are designed to help you
get up and running with IDS much faster
than in previous releases of z/OS. Support
for configuration of z/OS V1R8 IPSec
enhancements previously discussed, as well
as configuration of IPv6 addressing for
AT-TLS is also added.

Learn more

For more information about the new
network security functions, see z/OS
Communications Server IP Configuration
Guide, SC31-8775.
For the new IPSec and AT-TLS
functions, you might find the extensive
NSCA help topics to be a useful and a
simpler way to get started. In z/OS V1R8,
the Configuration Assistant help topics are
expanded to also cover the IDS function.
You can download the NSCA and zIDS
Manager from the z/OS Communications
Server Web site: ibm.com/software/
network/commserver/zos/support/.

Feng shui for your software

Positioning for the IBM System Class servers
The IBM z9 servers, the IBM System z9 Enterprise Class (z9 EC) and the IBM
System z9 Business Class (z9 BC), are the next generation in the evolution of the
z990 and z890 family of servers. The System z9 servers are designed to provide an
advanced combination of reliability, availability, security, scalability, and virtualization
features. All supported z/OS releases can run on a z9 EC or z9 BC server and all
supported z/OS.e releases can run on a z9 BC server. This means that if your systems
are already are running on, or are positioned to run on, a z990 or z890, you will have
less software to install than if you were migrating from a prior generation server.
The software support for the System z9 servers, similar to the zSeries 990
and zSeries 890, is provided by a combination of function modification
identifiers (FMIDs) and program temporary fixes (PTFs).
	To cut through the confusion, check out z/OS Positioning
Software for z9 Enterprise Class and z9 Business Class Servers.
This paper guides you through z/OS support for z9 EC and z9
BC by release, and provides a description of features and Web
deliverables. Go to the Techdocs Web site and search on z9
EC, z9 BC, and migration: ibm.com/support/techdocs/atsmastr.
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EurEEka!

I found Enterprise Extender!
BY MICHELE CARLO AND SAM REYNOLDS
If you want to reduce network complexity,
lower costs, and simplify operations in a
single network protocol, then you need
Enterprise Extender (EE). Numerous
factors, including the continued
convergence of enterprise networks onto
IP technologies and the withdrawal of the
venerable 3745 from the market, have
led to a very rapid adoption of EE as a
key component of SNA application access
strategy. With EE, you can use an Internet
Protocol (IP) network to transport SNA

a mechanism to replace SNA Network
Interconnection (SNI) function in a
way that does not require existing SNA
hardware, such as 3745.
• Because EE relies on IP network
strategy and integrity, effective IP
network design is essential to ensure
successful EE implementation.
The robustness of EE depends on
the stability of your IP network
configuration, just as any missioncritical TCP application does.

Mine all the precious information you need.
sessions. Enabling IP applications and
SNA applications to share a single network
means you preserve your SNA application
and endpoint investment.
As a strategic SNA/IP integration
technique, EE can be part of your
migration path as you eliminate SNA
legacy hardware and move your SNA
application traffic to an IP backbone. If
you want to find out how to take advantage
of Enterprise Extender, start by reading the
expanded Enterprise Extender information
provided in the soon-to-be-released V1R8
version of the z/OS Communications
Server SNA Network Implementation
Guide, SC31-8777.
Mining the nuggets

A team of z/OS Communications
Server design, development, and service
personnel worked closely with customers
on the outline and the final draft of this
information to help you mine all the
precious information you need.

• In planning your EE environment, it is
important to discuss your configuration
with your WAN environment architect
to address firewall requirements and
to determine whether network address
translation (NAT) is being used in your
IP network.
Other topics you’ll like are:
• A step-by-step guide for configuring,
activating, and verifying your EE
network
• An expanded section describing the
EE connection network, with concepts
and configuration instructions for both
local and global connection networks
• EE-specific buffer and timer tuning
guidelines
• Tips on reducing CPU utilization
in a branch environment
• A table of solutions for
common EE problems.

The topics we cover are:
• Overview of the EE network
• Designing the EE network
• Configuring the EE network
• Configuring the EE connection network
• EE security considerations
• Tuning the EE network
• Advanced considerations
• Troubleshooting the EE network
We describe the following EE benefits and
planning considerations:
• When you use EE in conjunction with
an extended border node, EE provides
38
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Want to dig into more?

It’s simple to see that by allowing an
Internet Protocol (IP) network to
transport SNA sessions, Enterprise
Extender can be important in preserving
SNA application investment, strategic
in IP/SNA integration, and essential
in your IP migration path. You’ll find
all the information you need to Extend
your Enterprise in the new z/OS V1R8
Communications Server Network
Implementation Guide, SC31-8777.

Doing more with ‘plex

Sysplex network enhancements in z/OS V1R8
BY MICHAEL FITZPATRICK AND GUS KASSIMIS
and resources. Sysplex-related
network functions can provide
some of the ingredients for
highly scalable and available
solutions.
As has been the trend in
recent z/OS releases, z/OS
V1R8 includes enhancements
to the sysplex-related
network functions in z/OS
Communications Server.
Let’s preview some of the key
attractions.
Source IP address
selection

To reap the full benefits of a sysplex
environment, you typically need to
deploy some sysplex-related network
functions in z/OS Communications Server.
Functions such as Dynamic Virtual IP
Addresses (DVIPAs) and VTAM generic
resources allow for the virtualization of
network access to sysplex applications

When a client application
connects to a remote server
application, several factors
determine which source
IP address is used for the
application’s outbound packets.
By default, the IP address of
the interface over which the
packet was sent is used as the
source IP address. You can
override this selection through
the TCP/IP configuration.
You can, for example, select a source IP
address through:
• A static VIPA through the
SOURCEVIPA parameter
• A static or dynamic VIPA through
the TCPSTACKSOURCEVIPA
parameter
• Any local IP address with the SRCIP
parameter.

Figure 1 - Assigning a source IP address for outbound connections

Before z/OS V1R8, the SRCIP
parameter allowed for job-specific source
IP address selection. In z/OS V1R8, we
enhanced this parameter to allow for the
selection of the source IP address, based
on the destination IP address or subnet for
outbound TCP connections.
This change provides some advantages
over job-specific source IP address
selection for cases in which the job name
is unpredictable, or the same jobname can
connect to multiple business partners.
Figure 1 shows an example of how jobspecific and destination-specific source IP
address selection interacts.
Because there is a JOBNAME definition
for CUSTJOB2, all outbound connections
use source IP address 192.168.2.2, so
that Firewall A prevents the connection
to Customer A’s network. Meanwhile,
CUSTJOB1 is able to connect to both
networks because DESTINATION
definitions exist for both networks.
Outbound connections for CUSTJOB1
to 10.1.1.1 use source IP address
192.168.2.1 (permitted by Firewall A)
and connections to 172.16.5.6 use source
IP address 192.168.2.2 (permitted by
Firewall B).
Subdividing the sysplex into
multiple network zones

Before z/OS V1R8, all z/OS
Communications Server sysplex-related
network functions—all TCP/IP and VTAM
instances in the sysplex—belonged to the
same, sysplex wide scope. Consider, for
example, the dynamic XCF capability
available for both TCP/IP and VTAM.
When enabled on all systems in the
sysplex, every TCP/IP and VTAM instance
in the sysplex had immediate awareness of
every other TCP/IP and VTAM instance
in the sysplex. In addition, these instances
were now able to communicate with each
other using a virtual network (TCP/IP,
SNA, or both) that was created through the
underlying XCF connectivity that the z/OS
sysplex provides.
While this is a very useful function
in typical scenarios, where all systems,
applications, and networks share similar
security or functional characteristics, in
some environments, this sysplex-wide
scope might not be not desirable.
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For example, consider the case in
which some systems in the sysplex connect
to an intranet and other systems in the
sysplex connect to external networks that
might have different security attributes.
Here, from a sysplex network function
perspective, it would be useful to partition
the sysplex into two separate scopes; one
that includes the systems connected to the
intranet and another for the systems that
connect to the external networks.
By defining these separate scopes, you
can still use some of the sysplex-related
network functions while preserving the
isolation of the networks (that is, without
automatically enabling dynamic XCF
connectivity across the entire sysplex).
In V1R8, z/OS Communications Server
allows you to define multiple network
partitions within a sysplex called subplex
scopes. Let’s look at what you can do with
this new capability.
Identify a subplex for each VTAM
instance

A VTAM instance may belong to only one
subplex. VTAM instances in the same
subplex can share in the deployment of
VTAM sysplex functions such as dynamic
XCF, generic resources or multi-node
persistent sessions (MNPS), while VTAM
instances in different subplex scopes
cannot share in the deployment of these
functions.
For example, dynamic XCF connectivity
within a VTAM subplex allows all VTAM
instances in that subplex to communicate
with each other, yet this connectivity is not
automatically extended to VTAM instances
in another subplex.
Identify a subplex for each TCP/IP
instance

A TCP/IP instance can belong to one
subplex only. Further, a TCP/IP subplex
cannot span a VTAM subplex scope. In
other words, TCP/IP stacks cannot share
the same TCP/IP subplex scope if the
VTAM instances on those z/OS systems
belong to different VTAM subplex scopes.
This is because TCP/IP and VTAM share
some of the same underlying sysplex
functions, which need access to coupling
facility structures and dynamic XCF
function.
Within a TCP/IP subplex, you can
deploy functions such as DVIPAs, Sysplex
Distributor, sysplex ports, and sysplex wide
security associations (SWSA) across all
TCP/IP instances in the same subplex,
40
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Figure 2 - Partitioning network sysplex functions into multiple subplex scopes

while preserving isolation from TCP/IP
instances in other subplex scopes.
Benefits of a subplex

A TCP/IP or VTAM subplex implies
that all network resources are unique
within that subplex. For example, each
subplex has unique XCF group names
defined for XCF messaging (for both
TCP/IP and VTAM) and unique coupling
facility structures (for the network sysplex
functions that require them).
In addition, if you enable HiperSockets™
connectivity for dynamic XCF, you can
now also partition it across subplex
boundaries by specifying unique VLAN
IDs per subplex scope.
Figure 2 shows some sample scenarios
in which you can deploy subplex scopes
in a z/OS sysplex. LPAR1 and LPAR2
connect to an external network that might
be less secure than the intranet.
The VTAM and TCP/IP instances on
these LPARs belong to their own extranet
subplex respectively. This implies that any
network sysplex functions deployed in the
extranet subplex have no visibility to other
TCP/IP and VTAM instances that belong
to other subplex scopes in this sysplex.
In Figure 2, notice that LPAR3,
LPAR4 and LPAR5 belong to a separate
VTAM subplex, referred to as the intranet
subplex. All VTAM sysplex functions on
these LPARs are restricted to this scope.
On these LPARs, multiple TCP/IP
stacks are configured in each z/OS system:
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• TCP/IP stacks designated by IP-1 are
the production TCP/IP stacks present
in all the LPARs and belong to the
TCP/IP intranet subplex because they
connect to the intranet.
• TCP/IP stacks designated by IP-2 are
present on LPAR3 and LPAR4. They
connect to a research network and
are used for testing purposes. As a
result, they reside in their own research
subplex, so that they are isolated from
the production TCP/IP stacks.
• TCP/IP stacks designated by IP-3
reside on LPAR4 and LPAR5 and are
used for development work. These
TCP/IP instances connect to a
development network. They reside
in their own development subplex,
so that they can be isolated from the
production and research TCP/IP stacks
and networks.
Figure 2 attempts to show some examples
of possible configurations using VTAM and
TCP/IP subplex scopes. You should not
view it as a recommendation on attaching
multiple networks of distinct security
characteristics to a z/OS sysplex, or as a
recommendation on deploying test TCP/IP
or VTAM instances and workloads within
the same sysplex or system. Configuring
multiple TCP/IP stacks per z/OS system,
for example, can be a complicated
administrative task, especially considering
all of the precautions needed to ensure
that only the proper set of applications

have access to the appropriate TCP/IP
stack instance. You should carefully
examine your security and network
connectivity requirements within a sysplex
and determine which approach best meets
your objectives.
For example, the network isolation
described above could be accomplished
by creating a completely different z/OS
sysplex for each network type (such as an
extranet sysplex or an intranet subplex).
This approach would allow for complete

isolation of all sysplex resources, not just
the networking resources.
It is also worth noting that while a
subplex scope allows the isolation of
TCP/IP and VTAM sysplex functions,
it does not prevent network connectivity
across different types of networks in the
wide area network (WAN). Here, you
would need to deploy additional functions
in the WAN, such as firewalls, to ensure
that those network boundaries cannot be
crossed, assuming that is an objective of
your network design.

Other network sysplex functions

z/OS V1R8 includes more network related
sysplex functions, such as automated
dynamic application and TCP/IP
hostname registration, improved intrasysplex load balancing using Sysplex
Distributor, enhanced tracking information
for DVIPA movement and Sysplex
Autonomics enhancements.
We will look at these functions in a
future issue of z/OS Hot Topics Newsletter.

Heads up for migration to V1R8
An ounce of prevention is worth a pound of cure. Here’s one IBM expert’s list of five changes in z/OS V1R8 that can have
a big impact on your migration. You can address all of these right now on your current V1R7, V1R6, or V1R5 system. See
z/OS V1R8 Migration, GA22-7499-09 for details about each item.
1.	The remaining support for 1-byte console IDs is removed. If you’re still using 1-byte console IDs on V1R8, be prepared;
V1R8 has a new routing attribute, UNKNIDS, and any consoles that request this attribute receive messages directed
to 1-byte console IDs. See “All in all we keep removing bricks from the wall: Managing system constraints” in z/OS Hot
Topics Issue 14, February 2006, GA22-7501-10.
2.	Support for AnyNet ® is removed. Consider Enterprise Extender instead. See “EurEEka! I found Enterprise Extender!” on
page 38.
3.	Support for Firewall Technologies is removed, but alternatives do exist. For instance, if you want to continue to use IP
filtering and IPSec support, you must migrate to Integrated IPSec/VPN support. See “Doing more with ‘plex: Sysplex
network enhancements in z/OS V1R8” on page 39.
4.	You can no longer mount file systems contained in zFS multi-file system aggregates that are shared across systems in
a sysplex. Convert them to compatibility-mode aggregates. See “Mount time’s fine: z/FS Fast Mount” on page 10.
5.	The XL ISO C/C++ compiler might need more storage. You might have to change your MEMLIMIT system parameter size
to be 3000 MB or more to avoid an ABEND. See “Have you had your C/C++ vitamins today? C/C++ compiler on zSeries”
on page 44.
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SOAP up!

A clean way to get to IMS
BY SRIVIDHYA SRINIVASAN, HALEY FUNG, AND LEILEI LI
Have you wondered how IMS can play
with service-oriented architecture (SOA)
and Web services? Have you been trying
to figure out how to make your IMS
applications available on the Internet?
Do you need a nice way to integrate
your .NET applications and your IMS
applications? Do you want an easy way to
do all the above? If you answered ‘Yes’
to any of these questions read on to learn
how using the IMS SOAP gateway is the
“clean” way to get to IMS.
SOAP—>Web services —>SOA

SOAP: cleansing agent, sitcom, and so
on. SOAP can mean a lot of things, so
let’s first set the record straight on which
SOAP we are talking about. SOAP
defines a mechanism for two systems to
communicate over the Web. This protocol
is typically used for exchanging XMLbased messages over a computer network
using HTTP. It facilitates interoperability
between a broad mixture of programs and
platforms, making it an ideal candidate
for enterprise integration. It also forms the
foundation layer of the Web services stack,
providing a basic messaging framework
that more abstract layers can build on.
After you have assets available as Web
services, they can be a part of the serviceoriented architecture (SOA).
An SOA is essentially a collection of
services that communicate with each
other. The communication can involve
either simple data passing or it can be
more sophisticated involving two or
more services coordinating some
activity. To make all these
benefits available to our IMS
clients, IBM has provided
the SOA solution with IBM
WebSphere and the JCAcompliant IMS Resource
Adapter, as well as a
direct SOAP product
called IMS SOAP
Gateway.

business-to-business integration and
SOA implementation. IMS SOAP is also
designed to enable your IMS application to
become a Web service without changing a
single line of code in your IMS application.
You can use different types of client
applications, such as Microsoft® .NET,
Java, or third-party applications to submit
SOAP requests to IMS through IMS SOAP
to drive the business logic of the IMS
applications.
Figure 1 provides an overview that
shows the IMS connection with IMS
connect and open transaction manager
access (OTMA).
What does IMS SOAP do?
IMS SOAP is designed to provide the
HTTP and SOAP endpoint to receive
and process incoming SOAP requests, so
that the back-end IMS application need
not worry about it. It receives the SOAP
message from the client application,
converts it to an IMS input message, and
sends it to IMS. It then receives the output
message from IMS and converts it to a
SOAP message to send back to the client.
You can use the IBM WebSphere
Developer for zSeries (WDz) to generate
Web service artifacts such as Web Services
Description Language (WSDL) and XML
converters from the COBOL copybook of
your IMS application. After you deploy
the WSDL file in IMS SOAP and compile
and link the generated XML converters to
IMS Connect XML Adapter (as of January
2006, a beta deliverable), you are ready
to go. At runtime, when IMS SOAP sends
the XML data to IMS Connect, IMS
Connect XML Adapter uses the XML
converters you generated earlier
to transform the XML data to

IMS SOAP
IMS SOAP Gateway
is designed to
assist you in the
areas of enterprise
modernization,
42
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COBOL bytes; then IMS Connect sends
the input in COBOL bytes to IMS. After
the IMS application has finished execution,
the output is generated as COBOL bytes,
which are transformed to XML data using
the XML converters and returned to IMS
SOAP. All the way through, there is no
need to modify existing IMS applications.
For information about the beta deliverable
of IMS Connect XML Adapter, see
ibm.com/software/data/ims/soap/.

Compliant, safe, and user-friendly
Is IMS SOAP based on standards? Yes,
IMS SOAP is compliant with the industry
standards for Web services, including
SOAP 1.1, HTTP 1.1, WS-I Basic Profile
1.0, and WSDL 1.1. With this compliance,
IMS assets can operate openly with various
types of applications.
Is IMS SOAP Gateway designed
with security in mind? Oh, yes! In IMS
SOAP Gateway V9.1, you can set up the
RACF user ID, password and group
name properties, in order to use the IMS
Connect Resource Access Control Facility
(RACF) authentication and IMS OTMA
RACF authorization features for your
security checking. The design is to allow
Secure Sockets Layer (SSL) to protect
the traffic between IMS SOAP and IMS
Connect and allow HTTPS to protect the
traffic between the end client and IMS
SOAP.
What about usability? Well, usability
considerations have been an integral part
of the design of IMS SOAP. We have two
main features to assist you in this area:
• IMS SOAP has a deployment utility
that provides an interactive user interface
with tasks to enable
and maintain your IMS
applications as a Web
service. This is like
one-stop-shopping to
set up and maintain
all the IMS SOAP
properties.
• The IMS SOAP
Gateway Administrative
Console lists the
deployed Web services
and views the Web
service's WSDL (Web
service description

The wizard in WDz parses your COBOL
copy book and shows you all the data
structures. You can select the input
and output data structures of your IMS
application that you want to expose in the
Web service. You are then prompted for a
few converter and WSDL options that you
can modify, or you can take the default
values. After that, with the click of the
Finish button, tadaaa! You have all the
Web services artifacts generated for you.

Figure 1 - IMS SOAP Gateway architecture

language) file. You can use the console to
easily keep track of all the available Web
services.
Getting started with SOAP

So how do you get started with SOAP? Just
three easy steps! Let’s look at the following
as an example on how to make the IMS
Phone Book application (with trancode
IVTNO) accessible as a Web service using
IMS SOAP, IMS Connect XML Adapter,
and WDz V6 tools.
Step 1. Generate the Web service
artifacts
To make an IMS application a Web service,
you need a WSDL file. The WSDL file
is the Web service interface for the IMS
application. It describes where the Web
service is located, and what the input and
output message looks like when invoking
your IMS application.
In addition, you need a converter
program that can be used by the IMS
Connect XML Adapter function to help

you to handle the XML data from the
client so that you do not need to modify
your IMS application.
The IBM WDz is an application
development tool designed for developing
and modernizing traditional mainframe
applications. Using just the COBOL
copybook, WDz guides you through a
simple and user-friendly wizard that
generates the following Web services
artifacts in just a couple of clicks:
• WSDL file, which provides a Web
service interface of the IMS application
so that the client can communicate with
the Web service
• COBOL converters and driver file,
which help you to transform the XML
message from the client into COBOL
bytes for the IMS application and vice
versa
• Correlator file, which contains
information that enables IMS SOAP
Gateway to set IMS properties and call
the IMS application.

Step 2. Deploying to IMS Connect
Next, you have to take the generated
converter-driver programs and deploy them
to IMS Connect. The IMS Connect XML
Adapter function invoke the converter
programs at runtime to transform the
XML data from the client into COBOL
bytes so that you do not need to modify
your IMS application.
Step 3. Deploying to IMS SOAP
Gateway
In the final step, you have to use Task 1 of
the IMS SOAP Gateway deployment utility
to take the WSDL file, set up properties,
and create runtime code for IMS SOAP
Gateway.
You can use the deployment utility in
its batch mode or the interactive mode to
walk you through the whole deployment
process from end-to-end. Once the
deployment step is completed, you can
view your IMS Phone Book application
(IMSPHBKPort), presented as a Web
service. Figure 2 shows the IMS SOAP
Gateway console with the IMS PhoneBook
application deployed.
Your IMS Phone Book Web service
is now ready to use and you can write
a client, for example, a Microsoft .NET
client, to send a SOAP message to invoke
the IMS application anywhere from the
network!
So consider the clean way to make your
IMS applications Web-enabled. Use SOAP!

Figure 2 - IMS SOAP Gateway Administrative Console
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Have you had your C/C++ vitamins today?
C/C++ compiler on zSeries

BY Mary E. DuBois, John Kapernick, and Raymond Mak
Everyone knows the local drugstore offers
vitamins and supplements that feature
improved formulas. But what about the
“vitamin C” of z/OS and its components?
Over time, C and C++ languages have
assumed an important role as application
development tools on the zSeries platform.
As the IBM XL C and C++ compilers
continue to mature, they offer more
optimization and usability features. Let’s
look at how these technical enhancements
provide “greater potency.”
Have you had your C today?

A deficiency in critical vitamins can affect
your health and performance. Luckily,
performance was the primary focus of the
compiler improvements in z/OS V1R5.
Because aggressive optimization takes
time and storage space, optimization levels
2 and below represent a compromise
between execution time, performance, and
compile time.
What happens when you want the best
performance, regardless of the compilation
resources needed? Use optimization
level 3! Experience shows that usually a
program spends 80% of its time in 20% of
the code. One way you can use level 3 is to
apply it in those source files that contain
the most frequently executed paths. You
can compile the rest of the program files
with lower optimization levels. When you
focus on areas that count the most, you
have greater control over how to employ
your resources. Let’s look at what else you
can control.
Preventing bloat

Unrolling eliminates the loop control
checking, which in turn exposes more
optimization opportunities across
subsequent loop iterations. But be careful...
too much unrolling can enlarge the
program significantly, a condition we call
code bloat! Even though the optimizer
normally makes decisions based on its own
analysis, often you know a great deal about
the code, including which are the hot
loops, and can direct the compiler to work
on specific loops. Using the unroll pragma
directive, you can control which loops to
unroll and by how many times, thereby
focusing on code that is most frequently
run.
44
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Effective results

Optimizing based on execution frequency
led to the idea of Profile Directed
Feedback (PDF). In other words,
the compiler makes use of profiling
information to direct its own optimization.
You first use “training runs” to collect
profiling data of the program using typical
input. Next, the profiling data moves
into the optimizer to direct its aggressive
optimization. This results in a load module
that is tuned optimally to run on the
typical input used in the training run.
PDF is most effective when the data profile
doesn’t vary too much during production
runs.
Checking the label

DWARF is an industry-standard format
that supplies a language-independent
format for debugging information that is
on UNIX platforms. We, here in the z/OS
lab, introduced support for a DWARF
based debug format called common
debug architecture (CDA). An external
API library provides the ability to write
programs that read the debug information
generated by the compiler.
Improving performance

The runtime library provides a number of
new functions, for example, the integer-toalpha (itoa) string family that is commonly
found on other UNIX platforms. In
addition, the library enhances its support
for Extra Performance Linkage (XPLINK).
Pthread functions, including the pthread_
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mutex family and the pthread_rwlock
family, the malloc family and the C++ new
and delete operators, are now available
as XPLINK. This gives you the ability
to improve performance by avoiding the
XPLINK/non-XPLINK mode switching.
64 bit potency

New hardware architectures in recent years
have added 64 bit addressing to provide
for larger programs and increased amounts
of data. We provided 64 bit virtual storage
addressing in z/OS V1R2. In z/OS V1R6,
C/C++ for z/OS added the long-pointer
(LP64) compiler option allowing C/C++
application programs to make use of the
larger storage addressing capability. We
use the LP64 data model, the model
commonly used by the UNIX community.
This means that the long and pointer data
types are 64 bit.
64 bit support also provides 8 byte
alignment control in variable declarations
to use with built-in functions like the
compare-and-swap instruction (CDSG).
DWARF also supports 64 bit programs.
Our ARCHITECTURE option adds a
level 6, targeting for the z990 machines,
giving the compiler the capability of
using the instructions in the longdisplacement facility. The runtime library
similarly supports 64 bit programs. For
performance, we adopted XPLINK as
the function-calling convention. The
library also added support for snprintf and
vsnprintf functions; which provide checks
for buffer size, which can prevent memory
over-runs. And let’s not forget dlopen,
dlsym, dlclose and dlerror, functions for
dynamic DLL loading, which conform to
POSIX.

Our general direction is to provide a
programming language that is open and
portable; this allows the use of common
source trees to build applications on
multiple platforms with minimal changes
and helps software vendors extend their
reach using existing code bases. It’s also
important to us that there’s consistency
between C/C++ compilers on our various
platforms. We have added a new family
of z/OS UNIX invocation commands
called xlc and xlc++, the same names and
behavior of their AIX® counterparts that
accept option flags commonly used on
UNIX platforms. These commands can
simplify your application building process.
Standard ingredients

In 1989, C was standardized. With
changing needs in the application
programming community, the C committee
decided in 1995 to revise the standard.
The enhanced standard, subsequently
approved in 1999, is C99. XL C for z/OS
supports the C99 language standard
in z/OS V1R7 and includes some very
interesting features:
• Variable length array (VLA)
to declare arrays whose size is known
only at execution time. When compared
with static arrays, VLA makes more
effective use of memory, while providing
freedom from concerns about memory
leaks.
• Macros with variable arguments
to mask functions like printf with a
macro, making it easy to turn on and
off the debugging code in a program.
• Easier reading and maintenance
for source with mixed declarations and
statements.
• More optimization
with inline functions and restrict
pointer.

Everyone needs C

Formula for the future

The C runtime library has considerable
enhancements too. The floating-point
functions in math.h now support all three
floating-point types. To help use these
functions, a mechanism called typegeneric macros (similar to C++ function
overloading) is provided. Use the name
sqrt, for example, to invoke the square-root
function with a long double argument; the
compiler will call the correct long double
version.

As you can see, we continue to drive
performance improvements and
development effectiveness. Performance is
important for you to derive the most out
of your hardware architecture and protect
your investments on the zSeries platform.
We continue to add to our state-of-the-art
optimization technology to exploit the new
instructions available in the hardware.
Our second focus area is usability.
We are adding features to drive down

Performance is important for you to
derive the most out of your hardware
architecture and protect your investments
on the platform.
A related enhancement in using
floating-point types is hexadecimal floating
constant. Using this constant, you can
code a floating-point constant with the
exact value that you intended. WithC89,
you can’t code this because of the inherent
errors in converting floating-point
constants to the internal binary format,
which could make an algorithm difficult to
write and to maintain.
We also added improvements in the
globalization area by enhancing the
CONVLIT compiler option to convert wide
string literals to Unicode independent of
multibyte string literals.
Last, but certainly not least, the
ARCHITECTURE option has a new
level. Level 7 generates code for the IBM
System z9 109. At this architecture level,
the compiler supports instructions in the
Extended-Immediate Facility as well as
other new instructions.

development costs and to shorten
development cycles. The compiler learns a
lot about your program when it performs
analysis and does optimization. We are
developing new ways to exploit these
results to help you to diagnose errors
faster and to give you more control over
optimization. And for those applications
that work closely with middleware like
DB2 and CICS, we will provide tighter
integration with the runtimes.
We continue to formulate the features
in the compiler to have the strength and
flexibility to help you shape your design
just as you envision it. To find out more, go
to the z/OS XL C/C++ Web site at
ibm.com/software/awdtools/czos/library.
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Ease into summer

Capture diagnostic information with DYNDUMP!
BY JOHN MONTI AND BARBARA NEUMANN
On a hot lazy summer afternoon, sipping
a cool glass of iced tea, the last thing you
want to do is lose valuable application
diagnosis information just because
you didn’t allocate a SYSMDUMP,
SYSUDUMP, or SYSABEND data set.
Now, you can ensure that z/OS Language
Environment will capture an IPCSreadable dump when certain user abends
occur!
Using the new DYNDUMP runtime
option, and without spilling a drop of your
tea, you can tell Language Environment
to generate a system dump on your behalf.
Language Environment automatically
writes the dump to a data set for you. This
saves meaningful debugging information
from being lost.
Before heading out to the hammock,
you might want to make sure that
Language Environment
has all the correct
information. By

default, the high-level qualifier (hlq) for
the data set is the user ID associated
with the job. If that hlq will not work for
you, simply use the DYNDUMP runtime
option to specify the hlq you want
for the dump data set. In either case,
Language Environment will add the
date and time information to the data
set name to make it unique.
If you don’t mind waiting on that cool
drink just a bit longer, you can even select
which type of user abends will create a
dump.

Because U4039 abends are mostly
associated with application failures,
Language Environment treats those
differently from other U40xx abends. The
DYNDUMP runtime option allows you to
separately control what is written for each
of these types of abends:
• U4039 abend
Language Environment still generates
a dump only upon allocation of
a SYSMDUMP, SYSUDUMP, or
SYSABEND data set.

• U40xx abend
Language Environment now writes a
dump even when there’s no allocation
of a SYSMDUMP, SYSUDUMP, or
SYSABEND data set.
This ensures that U40xx abends have
dumps available for first failure data
capture.
Of course, if you prefer to move your
lawn chairs around, you can modify these
default behaviors with the DYNDUMP
runtime option. Be sure to check out z/OS
Language Environment Customization,
SA22-7564, for all the details.
This new runtime option will help you
to get meaningful diagnosis information
and have you back in the hammock,
enjoying the summer breeze faster than
you can say “DYNDUMP.”
If you are attending SHARE in
Baltimore, be sure to attend session
8221, titled, “What’s New in Language
Environment?” If you are unable to attend,
see the presentation on our Web site at
ibm.com/servers/eserver/zseries/zos/le/.

Tapes, encryption, decryption and
migration?
Wondering how to use the IBM Encryption Facility for z/OS with the Encryption
Facility for z/OS Client (a licensed Java reference program for your secure tape
needs)? See the z/Series Platform Evaluation Test Team’s tips and experience
Web site for information on how on to use it and what happened when they tried
it: ibm.com/servers/eserver/zseries/zos/integtst/tips.html
While you are at it, discover what happened when the z/Series Platform
Evaluation Test Team migrated to z/OS V1R7. Their experiences are in the
December 2005 issue of the zSeries Platform Test Report for z/OS and Linux
Virtual Servers, SA22-7997. It’s available on the zSeries Platform Test Web site:
ibm.com/servers/eserver/zseries/zos/integtst/
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