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A letter from the editors

The editors

Over the centuries, numerous masterpieces of literature that focus on the life
aquatic have found their way into the hearts of the masses. Watery adventures such
as 20,000 Leagues Under the Sea by Jules Verne, Treasure Island by Robert Louis
Stevenson, and Herman Melville’s Moby-Dick will continue to grace home libraries and
schoolbook reading lists for generations to come.
Now, the z/OS Hot Topics Newsletter may not ﬁt under the category of “sea
adventure” along with those other literary titans, but this issue promises to deliver
thrills, chills, and helpful z/OS tidbits nonetheless! (We’ll take Brad Pitt and Julia
Roberts for the movie spin-off, thank you.)
As always, we’ve sacked away in this issue quite the treasure trove of articles
for you scalawags! Our lead article, Hidden Treasures: Making the most of your 64-bit
SVC dumps by Elpida Tzortzatos and Mariama Ndoye, helps you create usable dumps
of manageable sizes in the vast ocean of 64-bit virtual storage. In Supersize your
enterprise, Dave Raften explains the booty of technologies you can harness to help
successfully manage a growing enterprise environment. Gus Kassimis tosses you some
precious gems to help improve your workload balancing in Come see the astonishing!
Colossal! Tremendous! Load balancing advisor! Fish for tips on implementing the
SNMPv3 protocol in SNMP’s extreme makeover by Dinakaran Joseph, Sara Haggar,
and Kim Bailey.
If all that isn’t enough of a captain’s ransom for you, don’t walk the plank yet!
Make sure you check out the other articles on topics such as the Enhanced Preventive
Service Planning Tool (EPSPT), high availability for DB2, the IBM Electronic Service
Agent for zSeries, animated examples of various z/OS topics, LookAt, RRS restart
anytime/anywhere, the Rational Functional Tester and Debug Tool for z/OS, IMS
Version 9, and much more.
As always, you’ll ﬁnd the zFavorites CD, full of links to useful information,
buried at the center of the Newsletter. And keep those comments and subscription
requests coming by writing to us at newsletr@us.ibm.com.
Now raise the sails and go forth to enjoy your fantastic voyage on the
seas of z/OS!
The Editors
newsletr@us.ibm.com
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Hidden treasures:
Making the most of your 64-bit SVC dumps
BY ELPIDA TZORTZATOS AND MARIAMA NDOYE

High virtual shared data in an
SVC dump

With z/OS® systems now capable of
using 64-bit virtual storage, it can be a
challenge to keep dumps to a manageable
size without losing any of those data
treasures you need to successfully debug
a problem. To help reduce the need
for bothersome recreates, you should
familiarize yourself with the recommended
techniques for capturing that all-important
documentation in your 64-bit system
dumps.
Collecting high virtual in an
SVC dump

When an SVC console dump is initiated
using the DUMP command, it elicits
message IEE094D from the operating
system requesting a response with
dump options. For example, to request
that the private area of an address
space be dumped, the operator enters
R ID,SDATA=(RGN). This concept
is extended in a 64-bit system so that
SDATA=(RGN) also includes the high
private address space memory objects for
address spaces that have storage above
two gigabytes.
There is, however, one very
important caveat: To dump the high
private area above two gigabytes
in this way, we rely on the original
requesting application to have speciﬁed
SVCDumpRGN=YES on the IARV64
GETSTOR request. Otherwise, to dump

high virtual memory objects that were
obtained with SVCDumpRGN=NO, you
must explicitly code the desired address
ranges using the STOR=(beg addr,end
addr) dump option. The beginning and
ending addresses on the STOR parameter
can be 64-bits (8 bytes) long.
Although SVCDumpRGN=YES is
the default, it is often necessary for
applications to specify SVCDumpRGN=NO
for large memory objects. That’s because
including large memory objects in the
SVC dump of the address space could
signiﬁcantly increase the time it takes
to collect a dump and make the dump
an unmanageable size. For this reason,
it is important for you to know when
it is appropriate to speciﬁcally request
high virtual storage ranges on the STOR
parameter, and when to simply rely on
SDATA=(RGN) to collect the desired high
virtual address space data.
When system or application
recovery code takes an SVC dump, you
can generally rely on the fact that the
SDUMPX request was coded to dump
the appropriate areas of the large virtual
address spaces. However, when coding
SDUMPX you must also be dump-savvy
enough to know when to use the LIST64
and SUMLIST64 parameters, instead of
relying on SDATA=(RGN) to retrieve the
memory objects for an address space.
For example, in z/OS V1R6, Global
Resource Serialization obtains its memory
objects with SVCDumpRGN=YES, so
coding the RGN option is sufﬁcient for
Global Resource Serialization address
space dumps. However, while DB2®
obtains some of its memory objects with
SVCDumpRGN=NO, it still has a large
number of memory objects for which
SVCDumpRGN=YES. So keep in mind
that dumping the DB2 address space with
SDATA=(RGN) will likely produce a very
large dump!

Collecting data from high virtual shared
areas in an SVC dump has the same
considerations noted above for the nonshared areas: shared memory objects are
also dumped with SDATA=(RGN) provided
that SVCDumpRGN=YES is speciﬁed on
the IARV64 SHAREMEMOBJ request.
However, because the concept of shared
storage above the bar differs from common
storage below the bar, the process of
viewing shared memory object data under
IPCS deserves special mention. When
below the bar, all address spaces share
the common area, yet above the bar, only
those address spaces that explicitly request
access to a shareable area through IARV64
REQUEST=SHAREMEMOBJ have access
to the shared memory object.
Consider two address spaces, address
space A with asid(x’21’) and address space
B with asid(x’22’), which are both sharing
a high virtual memory object, as shown
in Figure 1. You request to dump only
address space B with asid(x’22’). If you
erroneously attempt to view the shared
memory with the following command
IPCS LIST 200_00A00000. LEN(x’1000’)
ASID(x’21’), IPCS will indicate that the

Figure 1
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data is not in the dump (see Figure 2).
But you know it really is in the dump
because this data is also part of address
space B with asid(x’22’), which we
requested to dump. Specifying the correct
address space on the IPCS LIST command:
IPCS LIST 200_00a00000. LEN(x’1000’)
ASID(x’22’) will allow you to view the

Find out more

Check out z/OS MVS Programming:
Extended Addressability Guide, SA22-7614
and z/OS MVS Programming: Authorized
Assembler Services Guide, SA22-7608
for all the details on coding SDUMPX to
dump high virtual memory objects.

shared memory object data in this scenario
(see Figure 3). You can determine all of
the address spaces that have requested
to share this memory object by using
the IPCS RSMDATA HVSHRDATA
command (see Figure 4). The IPCS LIST

200_00a00000. COMPDATA(IARHVSHR)

command allows you to view the shared
memory object data dumped by one or
more of the sharing address spaces without
having to remember which address spaces
were involved in the sharing and were
included in the dump (see Figure 5).

Figure 2 - IPCS output

Figure 3 - IPCS output

Figure 4 - IPCS output

Figure 5 - IPCS output
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Supersize your enterprise
z/OS system management
BY DAVE RAFTEN

An Information Technology (I/T) center
isn’t just a small-fry server that runs
applications. An I/T data center includes
other hardware—disk storage devices,
front-end processors, and network routers.
Then there is the software, operating
systems, middleware for database and
transaction servers, utilities, and many
applications at various levels performing
a host of activities like accounting,
performance, capacity planning, testing,
change management and more. Add to
both the hardware and software the human
resources that are needed to accomplish
all this and you have a complex, dynamic
supersized environment.
As a dynamic data center grows and
new applications are developed, the impact
on the resources required to manage
the growth becomes obvious.
Whereas the personnel needed
to manage a UNIX® operating
system typically grows with the
data center, the goal of z/OS
is to allow management of a
growing environment with the
same number of people. This
management is done with
the help of the following
technologies:
1.
2.
3.
4.

Data Facility Storage
Management
Subsystem (DFSMS)
z/OS Workload Manager
Intelligent Resource Director
Integrated accounting tools
with SMF

DFSMS - System-managed storage,
not people-managed storage

The DFSMS element of z/OS provides
system-managed storage capabilities.
DFSMS supports a range of automated
data and space management
functions to help improve storage
usage, and manage disk and tape
storage growth with a centralized
point of control, all which can help
eliminate, simplify and automate
tasks.

Cost of storage and storage
management

While the requirements for data and
storage continues to grow, the raw cost
of storage, in dollars per megabyte, is
decreasing. This ﬁgure, however, reﬂects
only the absolute cost of hardware and
not its effective use. Before the advent
of system-managed storage in 1988, a
GUIDE survey of 90 z/OS customers
and 639,000 data sets indicated that the
storage devices were approximately only 45
percent utilized. The cost of this unused
capacity was estimated to effectively double
the cost of the raw storage. In addition
to the direct storage hardware costs were
the indirect costs of the people needed

to manage the storage. Approximately
one person per 10 GB was required for
space and performance management, ﬁle
backup, and capacity planning. By 1990 it
had been estimated that without DFSMS
system-managed storage, the total cost

following kinds of storage management.
For details about the GUIDE
survey, see IBM Journal of Research
and Development Volume 28, Number 1
(1989), “System-Managed Storage,” by J.
P. Gelb at the following Web site: research.
ibm.com/journal/sj/281/ibmsj2801G.pdf.
For details about DFSMS/MVS®,
see DFSMS/MVS General Information,
GC26-4900 at the following Web site:

http://publibz.boulder.ibm.com/epubs/
pdf/dgt1g206.pdf.
Or visit: ibm.com/servers/storage/
software/sms/whatis_sms/sysmngd.html.

For information about storage
systems and how they evolved, see IBM
Systems Journal Volume 42, Number 2
(2003), “Storage Systems,” at the following
Web site: research.ibm.com/journal/
sj42-2.html.
Space management
DFSMS can help reduce
out-of-space failures,
fragmentation, poor
capacity utilization, singlevolume constraints, and
device-type constraints.
Control of the storage
resource can be more
centralized and can allow
the system to manage the
storage resources. DFSMS
is designed to allow
critical data, which must
be on the fastest devices,
to be there when the application
needs it. When other data can be moved
to slower, less-expensive devices, DFSMS
is designed to make room on the faster
devices for new critical data. can help
you obtain advanced performance and
availability from your investment in IBM®
software and hardware.

Through z/OS Workload Manager (WLM), z/OS can help manage
multiple diverse workloads in an enterprise.

would be 10 times the cost of the storage
itself. DFSMS system-managed storage can
help to reduce this expense by simplifying
the activities needed to manage storage.
DFSMS is designed to do this through the
February 2005
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same logical partition (LPAR). In 1990,
IBM introduced the ES/3090E, which
provided users the ability to conﬁgure
LPARs. Until then, customers who wanted
to run multiple operating system images
on a single multiprocessing (MP) machine
needed to split the box in the middle into
Performance management
two “physical partitions,” each getting half
DFSMS can help meet the mix of data set
of the CPs, storage, and channels.
requirements when data sets with highBefore the advent of the ES/3090E,
access needs and data sets with low-access
you could run multiple MVS™ guests
needs are running together. You can create
storage, data, and management classes, and
under VM on a single machine. That
write ACS routines
VM environment
Intelligent Resource Director is designed to provide server-level
to place data where
formed a key part
you want it to go
of the z/OS testing
resources to meet application requirements across multipe LPARs
based on a number
environments and
result in a UNIX operating system, an
of factors. DFSMS also helps manage data
is still important to z/OS virtualization
installation of environment with hundreds
set characteristics including striping and
today, but LPARs expanded z/OS
or even thousands of servers. In this kind
compression, and functions that can be
virtualization even further.
of environment, reaching an average CPU
used to process data sets like Concurrent
On z990s LPARs allow up to 30
utilization of 25% might mean you’re
Copy, and Flash Copy.
images on the same footprint with system
doing well! In addition, each server has an
resources of CPs, storage, and channels
operating system, transaction managers,
Availability management
being allocated in different conﬁgurations.
database managers, and other system and
In a multisystem environment DFSMS
You can also specify either of two LPAR
application software that programmers
can help provide continuous operations
deﬁnition options:
and administrators must maintain and
and simplify data maintenance processes
• “Dedicated,” that is, a CP used solely
periodically upgrade. Managing this
(backup, recovery, archiving, and disaster
by the LPAR for which it is deﬁned.
plethora of servers while planning for
backup or recovery, or both). You can use
Work from no other LPAR runs on
disaster recovery can be very difﬁcult and
DFSMS to deﬁne SMS deﬁnitions and
that CP.
might signiﬁcantly add to the total cost of
ACS routines to create an SMS policy that
• “Shared,” that is, a CP is deﬁned
the environment.
allows you to automate data management.
as a logical CP. A shared CP has
Through the z/OS Workload
work from all LPARs to which it is
Manager (WLM), z/OS can help
System-wide management
accessible scheduled on it by PR/SM™
manage
multiple
diverse
workloads
in
In a multisystem environment DFSMS
(LPAR) Hypervisor.
an enterprise. With WLM managing
helps centralize the administrative
CPU, storage, and I/O resources, high
For an LPAR deﬁned as shared, you can
control of external storage for a sysplex
priority transactions such as new business
assign priorities or weights to different
and provides a single focus for the
LPARs, and time slices are adjusted by
management of storage through the storage orders can enter the system through
WebSphere® MQ, a web server, or other
the PR/SM (LPAR) Hypervisor as needed.
administration policy.
means, and z/OS can help with resource
Even when the server is 100% busy, an
When the system is able to automate
balancing while at the same time can
LPAR can obtain more time slices when
many storage management tasks, you
help serve other transactions, generate
its weight exceeds the weight assigned to
can help reduce the complexity of
reports, and run large database queries.
other LPARs, from which the time slices
managing storage, which can help increase
Management can be based upon real life
are taken to give to the higher-priority
productivity for system support. More
service objectives, using language similar
partition.
effective use of storage can allow free
to that in Service Level Agreements, such
In addition to being able to share
space for the new data that is required for
as transactions per hour with response
CPs, LPAR allows multiple operating
business growth. Centralizing control over
time requirements. More importantly,
system images to share channels to the
storage can further help reduce the need
WLM capabilities can perform workload
disk subsystems, called Multiple Image
for uncontainable personnel increases and
management through the day to day, hour
Facility (MIF), as well as to support
also help simplify the tasks associated with
to hour, and minute to minute peaks and
dynamic storage reconﬁguration, which
storage management. Both can help
valleys that accompany the real world
can allow storage to be dynamically
reduce the total cost of computing in the
workload variations.
reassigned from one partition to another
z/OS environment.
For details about WLM, visit the
without the need to re-IPL the recipient
following Web site: ibm.com/servers/
z/OS Workload Manager (WLM)partition.
eserver/zseries/zos/wlm/.
Handling diverse workloads for a
volumes and data sets in systems from
vendors and can keep track of the locations
where tapes are kept, no matter if they are
in a manual or robotic tape
system.

on a server by itself. The rationale
varies: to simplify performance tuning,
software requirements, or availability
requirements, or to isolate applications
because UNIX operating system might not
have the same availability characteristics
as z/OS. If a new application is being
developed for a UNIX operating system,
an installation often purchases a new
server for development, a second one for
testing, and a third for production, and a
fourth to back up production. This can

complex environment

In the world of the UNIX operating
system, the philosophy for many
installations is to place one application
Page 8
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Intelligent Resource Director Meeting resource requirements
for your applications

WLM is designed to provide system-

level resources to meet application
requirements within a single z/OS image
(although WLM can provide crossimage management capabilities for batch
workloads and with Sysplex Distributor
can help with cross image TP workload
balancing). Intelligent Resource Director
(IRD) is designed to provide server-level
resources to meet application requirements
across multiple LPARs in the LPAR
Cluster. An LPAR cluster is a set of LPARs
in the same Parallel Sysplex® within the
same zSeries® server.
With IRD you can simplify system
management. IRD is designed to allow
you to automate resource allocation within
an LPAR cluster according to a policy
that you can deﬁne. Consider these IRD
functions:
LPAR CPU Management
LPAR CPU Management is designed
to allow WLM to distribute processor
resources across an LPAR cluster by
dynamically adjusting the LPAR weights in
response to changes in the workload. For
example, if the usage of a server is 100%
busy, but an “Importance 2” Production
workload is not meeting its performance
goal while “Importance 3” work on
another LPAR (such as a Development
system) is, then the LPAR weights can
be automatically adjusted so the higher
importance production workload can meet
its goals. This can help simplify day to day
performance tuning and capacity planning
activities.
As part of LPAR CPU Management,
WLM is also designed to help optimize the
number of online logical CPUs dedicated
to each partition to best meet performance
goals.
Dynamic Channel Path Management
Dynamic Channel Path Management is
designed to let WLM to dynamically move
channel paths deﬁned as “managed”
through the ESCON® Director or FICON®
Bridge channels from one I/O control unit
to another, in response to changes in the
workload requirements. By moving more
bandwidth to the important work that
needs it, you can get efﬁcient use out of
the DASD I/O resources This can help
decrease the number of channel paths that
you need, and improve availability because
in the event of a hardware failure, another
channel can be dynamically moved over to
handle the work requests.

Channel Subsystem Priority Queuing
If important work is missing its goals
because of I/O contention on channels
shared with other work, IRD can help give
the work a higher channel subsystem I/O
priority than the less important work.

Scheduling / analyzing jobs
Operations management can perform
data-trend analyses for scheduling jobs
based upon concurrent job activity, job
throughput and turnaround time, time
waiting for allocation, and more.

Integrated tooling using SMF Keeping track of your
resource usage

Proﬁling system resource use
SMF records along with RMF™ provide
some information that might be useful to
perform performance measurement and
tuning for resources, including:
•
CPU, storage, paging facilities
•
I/O devices, Coupling
Facilities, tape
•
Virtual storage usage,
XCF buffers, system ENQs
(serialization).

Data center operations, like any other
organization, has expenses to pay for
resources (storage, CPU, memory).
Through the system management
facilities (SMF) component, z/OS provides
accounting records that might allow the
data center to recover these expenses
based on the usage of resources.
For details about SMF, see z/OS
MVS System Management Facilities
(SMF), SA22-7630, at the following Web
site: publibz.boulder.ibm.com/epubs/
pdf/iea2g250.pdf.
SMF is able to collect information
about the following:
•
User ID
•
Accumulated CPU time
•
Counting started task I/O operations
•
Tape mounts
•
Job start/end times
•
Device allocation times.
Along with other software SMF helps you
collect this accounting data for transactions
as well as batch runs, for “traditional” and
for UNIX System Services users.
You can also use SMF for the following:
Reporting availability
SMF produces records at IPL. By
examining these records, your installation
can establish availability statistics.
Analyzing the conﬁguration
SMF generates records that describe
the following changes in the system
conﬁguration:
•
At IPL for online devices
•
When a device is added or removed
from the conﬁguration
•
When a processor, channel path,
storage device moves online or
ofﬂine.

Data set activity
Statistics are maintained for both
traditional and UNIX ﬁle systems.
System security
An installation can use RACF® SMF
records to do the following tasks:
•
Identify the resources that are
repeated targets of detected
unauthorized attempts to
access them.
•
Identify the users who make
detected unauthorized requests.
•
Track the activity of a
particular user.
•
Perform operator command auditing.
z/OS System ManagementSummary

When various industry benchmarks are
run, enormous time and effort are spent
tuning the system for each ﬁle, for each
transaction, and for each user, to be able
to obtain the best cost per transaction with
the highest transaction rate. z/OS realizes
that in the real world, it requires too much
investment to maintain the system in such
a manner. z/OS has functions designed
to manage the storage, the workloads,
and administration of a data center. So
supersize your enterprise with z/OS.

In addition, operations management
can use speciﬁc information to report
conﬁguration statistics on device and
channel usage.
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Have you been served?
Enhanced Preventive Service Planning Tool (EPSPT)
BY KEVIN PETERS, MARILYN ZEPPETELLI AND PETER PAGEREY

EPSPT supports both z/OS and OS/390®
environments.
How do I start?
When you have a PSP bucket to research,
visit the EPSPT Web site:

techsupport.services.ibm.com/390/psp_
main.html.

Use EPSPT to ﬁnd the bucket and
obtain its service recommendations. Then,
use the tool to determine which of the
recommendations are applicable to your
environment. (You can run EPSPT against
multiple target zones.) EPSPT helps you
create a list of the bucket service items
that you have not yet applied or installed—
without the need to send a bitmap to IBM.
Limitations

Have you ever tried to ﬁnd a preventive
service planning (PSP) bucket when you
could not remember its (somewhat cryptic)
UPGRADE and SUBSET name? And,
when you do ﬁnd a bucket, do you spend a
lot of time trying to reconcile its “Service
Recommendations” section with your
system software, just to ﬁgure out what
maintenance is left to install?
Well, help is on the way! The IBM
Enhanced Preventive Service Planning
Tool (EPSPT) makes working with PSP
buckets easier, and helps you get through
the service planning process more quickly.

Supported environments
The tool supports the following
environments:
• Base components of z/OS or OS/390
• CICS® Transaction Server
• DB2
• IMS™
• WebSphere and WebSphere MQ
• Selected zSeries hardware.

What’s behind the curtain (that is,
how does it work)?
Once a day, an IBM extract process
reads hundreds of base buckets and their
extensions in RETAIN®. The process
creates an extract ﬁle (triplets of FMID/
APAR/PTFs) for each of the buckets, and
posts the ﬁles to an external IBM FTP
server used by EPSPT:
ftp.software.ibm.com/s390/pspapartool.
Using the tool
Using EPSPT takes a few simple steps:
1. Get the host compare program
2. Select the bucket extract ﬁles to
compare with the applied service on
your system
3. Run the compare program.
Let’s look at these steps in more detail.

Host
Compare
Tool*

Web Based GUI
-Select buckets

Summary
Report
similar to
REPORT
ERRSYSMODS

FTP

Target Zone

IBM PSP
Extract Files
PSP Bucket
contents

* Download the Host Compare tool once

Figure 1- Enhanced PSP tool components and task ﬂow
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Customer IBM

With EPSPT, you can:
• Search for PSP buckets by category
and install name (or, as done before,
by UPGRADE and SUBSET name).
• Download the service
recommendations from the bucket and
compare them to the service installed
on your system.
• Get subsequent refreshes of those
service recommendations directly from
an IBM FTP server.
• Receive bucket extension
recommendations automatically with
the base bucket recommendations.

Currently, EPSPT includes information
from only the “Service Recommendations”
section of a PSP bucket. You still need to
review the other sections in a bucket, such
as the “General Information” section.

Beneﬁts
EPSPT can help signiﬁcantly reduce the
amount of time you spend identifying
service to order. You need only research,
order, and install what is not already
applied on your system.
For hardware-related buckets, you
might ﬁnd EPSPT to be particularly
helpful as it is generally more difﬁcult to
obtain recommended software service for
hardware through SMP/E (which usually
doesn’t relate speciﬁc FMIDs to hardware
devices).

Get the host compare tool
Download the tool’s host compare program
and its associated JCL to your workstation.
Then, upload it to the z/OS or OS/390
host system. You need only do this step
once.
Select the bucket extract ﬁles
Go to the tool’s Web site. There you’ll
ﬁnd a graphical user interface (GUI) that
allows you to search for PSP bucket extract
ﬁles by name or category. So, if you don’t
happen to remember the UPGRADE and
SUBSET names, fear not! Simply use the
site’s drop-down selection process to ﬁnd
the bucket based on category. Here, the
selection process prompts you for:
1. Bucket type (processors, storage, z/OS,
middleware, other)
2. Category (a subselection with type)
3. Release
4. Install name (based on your selections
in the ﬁrst 3 prompts).
When you’ve got the correct bucket, add
its extract ﬁle to your “push cart.” When
you’ve ﬁnished selecting buckets, download
the contents of the push cart (one or more
extract ﬁles) to your workstation. As you
download, a Web link from an IBM FTP

server is displayed. Make note of this link;
to get subsequent updates to the bucket,
you can refresh the extract ﬁle by pulling
it directly from the FTP server there’s no
need to repeat the selection process for a
particular bucket once you have the Web
link.
Run the host compare program
With the extract ﬁle uploaded to your
z/OS or OS/390 system, you can run the
host compare program. Notice that the
JCL ﬁle for the host compare program
speciﬁes the SMP/E CSI data set, extract
ﬁle, zone name and report/log destination
(ﬁle or default output). Run the program;
it generates a report similar to REPORT
ERRSYSMODS. The report shows only
the ﬁxes from the extract ﬁle which have
not been installed or applied for the
installed FMIDs in that target zone.
Let us know what you think!

Try the tool and let us know what you
think. You can ask questions, report
problems, or suggest future enhancements
for EPSPT through the feedback link on
the left navigation bar of the Web site.

ServerPac...
Now available on
the Internet!

As previewed last issue in
“The curious case of the
missing tapes,” ShopzSeries
now supports Internet
delivery for your
ServerPac orders.
Get your favorite z/OS
software products — or even
a complete z/OS operating
system — electronically!
For the full range of Internet
delivery options, visit the
ShopzSeries Web site at:
ibm.com/software/shopzseries.
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“Can you hear us now?”
High availability for DB2 on z/OS
BY JERZY BUCZAK

To achieve high availability for DB2 on
z/OS and avoid a single point of failure,
you need to manage redundant hardware
and software and minimize the time it
takes to recover. For example, consider
these strategies:
Provide redundancy for software
components like the following:
•
A data sharing group (DSG) that
is spread across multiple physical
machines
•
Dual structures for GBP, SCA,
and locks, that are spread across
multiple physical coupling
facilities
•
Methods to help increase DASDlevel redundancy such as RAID
or PPRC.
Minimize recovery time after a DB2
Failure, such as:
•
When a single DB2 instance fails
in order to release retained locks
and allow processing to continue
•
When a rogue application
program damages all copies of
the data.
These two strategies are important;
however, if you require remote access to
the z/OS DB2 system through Distributed
Relational Database Architecture™
(DRDA®) access, a third important factor
emerges: protecting client access to the
data sharing group (DSG) against a single
point of failure.

3.
4.

5.
6.

What the client expects to see

When it comes to communication between
the data sharing group and the network,
the DRDA client is conﬁgured with two
main parameters:
•
The IP address of one DB2
instance
•
The TCP port on which that DB2
instance is listening. This port is
known as the DRDA Port and is
usually port 446.
Figure 1 illustrates how this
communication works and how the client
can recover when a problem occurs:
1.
The client sets up a TCP connection
to the DRDA port on a chosen DB2
instance [(1) Port 446 “I want to doDRDA.”]
2.
The DB2 instance returns the
Page 12
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7.

following information
about the DSG setup:
• Resync port: a
TCP port to
which the client
must reconnect
in case of a failure,
clean up any halfbaked transactions
and ensure that any
locks are released.
[(2) “My resynch
port is 5001.”].
• A list of IP addresses
for all the DSG
members in order of
desirability [(2) “... we are
9.14.nn.46, 47 and 45.”].
The client completes its DB2
transaction and closes the TCP
connection.
The next time the client accesses
DB2, it picks the ﬁrst available
IP address from the supplied list
and sets up a TCP connection to
it. Again, it receives a new Resync
Port number and a new ordered
list of DSG members. It completes
the transaction and closes the
connection.
This connection process is repeated
until an error occurs in the middle
of a transaction.
In the event of an error, the client
sets up a TCP connection to the
Resync Port of the DB2 instance
with which it was communicating
at the time of the failure. This
connection is used for the cleanup
process. Quick recovery of the DB2
instance is necessary to expedite
the cleanup. [(6 after a failure) Port
5003 “I want to do cleanup.”]
Once cleanup is complete,
processing continues at step 4.

This process provides improved
availability for the following reasons:
•
After the initial connection, the
client has multiple DSG members
from which to choose to obtain
service. If the preferred DB2
instance (the ﬁrst on the list) is
down, the next one is selected.
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•

After a failure, the client has the
information required to reconnect
to the failed DB2 instance, and
complete or back out the unﬁnished
processing.

But in order to merit the title “High
Availability,” two other conditions must
occur:
1.
The initial connection from the
client must be capable of being
directed to any available instance
of DB2 - not just the one whose IP
address is conﬁgured in the client.
2.
The failed DB2 must be capable of
being restarted on any LPAR, not
just the one where it used to live.
This means that its IP address must
move with it, or the client will not
ﬁnd it.
The VIPA support starting with DB2
Version 7 and PTF UQ62907 is able

to fulﬁll these conditions to provide(s)
superior availability and recovery. (For
more information about VIPA and DB2,
see “Dynamic VIPAS, Vol. 1 Availability
and scalability with Sysplex Distributor”
from z/OS Hot Topics Newsletter, Issue 11,
August 2004, GA22-7501-07.)
To understand the importance of
this availability, it might help to know how
DB2 used to operate before VIPA support.

9.14.nn.47:446
9.14.nn.45

(2) "My resync is 5001; we are 9.14.nn.46,47 and 45"
9.14.nn.46

In the old days (pre-DB2 Version 7), when
a DB2 instance started up, it opened two
listening sockets:
•
One on the DRDA port, any IP
address (INADDR_ANY).
•
One on the Resync port, again
INADDR_ANY.
At the same time, DB2 issued a
call to get its own IP
address. These addresses were
exchanged between the DB2 members,
so that DB2 can give the client a complete
list when the DRDA connection was
established. To optimize efﬁciency, WLM
determines the order of the list of IP
addresses, by directing DRDA connections
to the DB2 instances that are best able to
accept the load.
When the client connected to the
DRDA port, what it received was a WLMordered list of primary interface addresses
for the DSG members.
According to best practice, the
primary interface of any z/OS TCP/IP
stack should be a static VIPA. It is
possible, although messy, to make the
primary interface a dynamic VIPA, but
that does not solve the twin requirements
for high availability mentioned earlier:
•
The initial connection needs to be to
a distributed VIPA.

(4) Port 446 "I want to do DRDA"

DB2Y

(4) "My resync is 5002; we are 9.14.nn.47,46 and 45"

How it used to work (medium
availability)

DB2 was (and still is) conﬁgured with
two main parameters that relate to
DRDA communication. Both are on the
DSNTIP5 ISPF customization panel:
•
The DRDA port, which defaults
to 446. Each DSG member must
have the same DRDA port, because
the client is never given any DRDA
port information beyond what is
conﬁgured.
•
The Resync port, which does not
have a default and must be unique
for each DSG member.

(1) Port 446 "I want to do DRDA"

DB2X

9.14.nn.47

(4) Port 446 "I want to do DRDA"

DB2Z
(4) "My resync is 5003; we are 9.14.nn.45,46 and 47"
(6, after a failure) Port 5003 "I want to do a cleanup"

Data Sharing
Group

Client

Figure 1 - DRDA Interaction between client and data sharing group

•

The resync connection needs to be
to a single-instance dynamic VIPA
that moves with the DB2 instance.

To allow DRDA to exploit dynamic VIPAs
properly, DB2 needed an extra listening
socket. That is exactly how DB2 solved
the problem through PTF UQ62907 in
Version 7.
And the best bit is, as of Version
7 and later, you don’t have to make any
modiﬁcations to DB2 or to the clients. It’s
all done in the TCP/IP conﬁguration.

gethostid()

How it works now (high
availability)

To ensure high availability DB2 needs
three instead of two listening sockets
1.
An initial DRDA socket to which
clients connect the ﬁrst time they
access the DSG.
2.
A DRDA socket to which clients
connect based on the WLM-inspired
list supplied by a DSG member.
3.
A resync socket to which clients
connect after a failure.
With DB2 Version 7 and APAR PQ46659
and later, DB2 starts off by opening two
listening sockets as before:
•
One on any IP address and the
DRDA port.
•
One on any IP address and the
Resync port.
It then checks whether either or both
sockets have been forced to speciﬁc
February 2005

IP addresses (this is done through the
TCP/IP proﬁle). If neither is bound to a
speciﬁc address, it behaves as before in
the “medium availability” case. If one is
bound to a speciﬁc address and the other
is not, it stops because this is considered
an error.
If the sockets have been bound to
separate speciﬁc addresses, the magic
begins. DB2 opens a third socket, this
time to the DRDA port but uses the IP
address from the resync socket. Now DB2
makes use of the three sockets:
•
One on the DRDA port and address
number one
•
One on the DRDA port and address
number two
•
One on the resync port and address
number two.
The rest is simple - through the TCP/IP
proﬁle for the client, you make “address
one” a distributed VIPA and “address two”
a single-instance dynamic VIPA. Now the
initial client connection is distributed, and
a failed DB2 instance can move around.
High Availability achieved

The client interaction steps are:
1.
The client connects to the only
thing it knows: the distributed
VIPA address and the DRDA port.
Sysplex Distributor ensures that the
connection goes to a functioning
DSG member.
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2.

3.

The DB2 instance returns its own
resync port, plus a list of all DSG
members’ IP addresses (the singleinstance VIPAs). The list is ordered
according to WLM-determined
weights.
The client completes the transaction
and closes the connection.

4.

The next time the client needs
access to DB2, it connects to the
DRDA port on the DSG member
that is top of the WLM-ordered list.
Again, it receives this member’s
resync port and a new WLM-ordered
list of DSG members’ addresses and
transacts its business.

5.

6.

When a DSG member fails in
the middle of a transaction, it is
restarted on another LPAR and its
single-instance VIPA moves with it.
It opens the usual three sockets.
The client connects to the Resync
port on the moved member and
performs its cleanup.

The TCP/IP proﬁle statements needed to work this magic are shown in the example, which assumes three DSG members
(DB2X, DB2Y, DB2Z). Each TCP/IP stack that serves a DSG member should be conﬁgured in this manner.
; MAIN DISTRIBUTOR STACK - LPAR X
IPCONFIG DYNAMICXCF 9.14.nn.3 255.255.255.0 1
DATAGRAMFWD SYSPLEXROUTING
; Note 1
PORT 446 TCP DB2XDIST BIND 9.14.nn.45 SHAREPORT
; Note 2
446 TCP DB2YDIST BIND 9.14.nn.45 SHAREPORT
446 TCP DB2ZDIST BIND 9.14.nn.45 SHAREPORT
5444 TCP DB2XDIST BIND 9.14.nn.99
; Note 3
5445 TCP DB2YDIST BIND 9.14.nn.100
5446 TCP DB2ZDIST BIND 9.14.nn.101
VIPADYNAMIC
VIPADEFINE 255.255.255.0 9.14.nn.45
; Note 4
VIPADISTRIBUTE 9.14.nn.45 PORT 446 DESTIP 9.14.nn.3 9.14.22.4 9.14.22.5
VIPARANGE 255.255.255.0 9.14.nn.0
; Note 5
ENDVIPADYNAMIC
; BACKUP DISTRIBUTOR: same except for XCF IP address. Also, no VIPADEFINE or
; VIPADISTRIBUTE. Instead,
VIPABACKUP 50 9.14.27.45
; Note 6
;
;
;
;

LPAR Z same except no DATAGRAMFWD, no VIPADEFINE, no
VIPADISTRIBUTE, different XCF address. But still the same
VIPARANGE.; VIPADISTRIBUTE, different XCF address. But still the same
VIPARANGE.

Notes:
1. The IPCONFIG DYNAMICXCF, DATAGRAMFWD and SYSPLEXROUTING statements are needed for Sysplex Distributor.
DATAGRAMFWD is required only on the distributing stack and its backup.
2. The ﬁrst three PORT... BIND statements cause an INADDR_ANY listening socket to be bound to the address 9.14.27.45, the
distributed VIPA. There are three of them to allow any DB2 instance to be restarted on this LPAR. And because there may be
more than one DB2 instance listening on port 446, SHAREPORT is required.
3. The second set of three PORT... BIND statements performs the same job for the Resync ports of the three DB2 instances.
Because these ports are unique, no SHAREPORT keyword is needed. The three IP addresses here must be unique because they
are moveable single-instance VIPAs and each “belongs” to one DB2 DSG member.
4. The VIPADEFINE and VIPADISTRIBUTE statements together deﬁne the distributed VIPA that is used as the initial connection
address as conﬁgured in the Client. This pair of statements is needed only on the main distributor stack.
5. The VIPARANGE statement deﬁnes the range of VIPAs from which the single-instance addresses will be taken, that will be used
in the WLM-ordered list sent to the Client. These addresses are created when DB2 opens its Resync socket, according to the
PORT...BIND statements for the Resync ports.
6. The backup distributor stack does not normally need VIPADEFINE or VIPADISTRIBUTE. Instead, it is given a VIPABACKUP
statement to deﬁne its role as backup for 9.14.nn.45.
Figure 2 - TCP/IP statements for high availability
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Vita-meata-vegamin for your zSeries system
Introducing IBM Electronic Service Agent
BY JUDY WASHO HARRIS

Remember the promo for Vita-meatavegamin, that miraculous combination of
vitamins, meat, vegetables, and minerals?
Well, for zSeries, there’s a new product that
might be just the thing to add some pep
to your I/O device performance. It’s called
IBM Electronic Service Agent™ for zSeries.
Electronic Service Agent is
designed to provide proactive monitoring
and problem resolution for your zSeries
I/O environment. Consider Electronic
Service Agent to be one part of your
overall strategy to help you achieve higher
availability, better performance, and
shorter downtime for your system.
Let’s take a closer look at Electronic
Service Agent for zSeries to see how it
might help you.
What’s in Electronic Service Agent?

Electronic Service Agent is no-additionalcharge software (Program Product
5655-F17) that runs on your IBM zSeries
system. It monitors events happening on
connected I/O devices, and periodically
transmits system inventory and
performance information to IBM.
Electronic Service Agent has two
functions:
•
Automatic hardware problem
reporting for selected I/O. This
function is designed to report severe
I/O device errors and can request
service from IBM when appropriate.
Electronic Service Agent also
collects I/O device statistical data
and transmits it to IBM for use in
servicing your system.
•
Software inventory collection and
performance reporting. This function
can transmit software, service,
and performance data, based on a
deﬁned schedule or when updates
are needed. Data transmitted to
IBM is made available to you and
IBM support personnel for viewing
through IBM web-based services.
With these functions, Electronic
Service Agent can monitor, track and
capture software inventory, hardware
error logs, and performance
information, which can help you
keep your system healthy and active.

What it does

Electronic Service Agent for zSeries is
SMP/E installable. You can conﬁgure it
to monitor selected disk and tape devices,
ESCON Directors, hardware error logs
and events, and transmits the data to IBM
servers.
Electronic Service Agent is designed
to open problem records automatically
in the Remote Technical Assistance
Information Network (RETAIN) database
to report them to the IBM Support
infrastructure, and send detected I/O
failures to the IBM Support Center. This
automatic problem reporting of hardware
problems or predicted hardware problems
is intended to help you prevent hard
crashes and extended downtime on your
system. That’s proactive!
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Electronic Service Agent can also
examine your tape media and tape drives
for problems and make suggestions for
media maintenance.
In addition to error detection and
reporting, Electronic Service Agent is
designed to aid remote support centers
and on-site service personnel in rapid
problem identiﬁcation and resolution by
providing a comprehensive error history
of the supported peripherals attached to
the zSeries server. It collects and sends
to IBM the inventory and maintenance
levels of the IBM and independent
software vendor (ISV) SMP/E installed
software running on your zSeries server,
based on data in your speciﬁed SMP/E
CSIs (consolidated software inventories).
You and your authorized users can view
this data at: ibm.com/support/electronic.
As an optional fee service,
available in selected geographies,
excluding the U.S., IBM Operational
Support Services ^™ zSeries
performance management (PM
zSeries) can collect and send your
system’s performance information
to IBM and activate and send SMF
performance data to enable the webbased service. This service provides
a graphical view of your system
measurement data, which can help
you to quickly understand how
your system is performing, locate
contention for resources in your system,
identify which workloads are growing,
and provide key input to your capacity
planning process. Data is summarized by
day, week, and month and is available for
viewing based on a selection criteria and
time range. For more information on this
offering, visit:
srm.raleigh.ibm.com/pmweb/en/index.jsp.
How does Electronic Service
Agent work?

Figure 1 depicts the activity and ﬂow
of data that Electronic Service Agent
manages. It shows the types of data
collected, I/O error data, performance
data, software and PTF data, how and
where the data is transmitted, where the
data is stored, and how you can view
that data.
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Let’s take a closer look at the activities and
data ﬂow that occur.
1.
The Service Agent Data Collection
component consists of dialog
and data collection, data sending
modules, or both. This component
is SMP/E installable and is
distributed at no charge. It allows
you to conﬁgure and tailor the
Service Agent data collection with
attributes that can be tailored to
your installation. The types of data
that can be enabled for collection
include:
• Selected I/O hardware failures
• I/O statistical data
• Installed IBM z/OS software
information
• Installed service for z/OS
software
• z/OS workload and utilization
measurements for PM zSeries.
2.
After the data is collected from
the operating system resources
(such as data from LOGREC and
installation selected SMP/E CSIs)
and processed, the data is sent to the
installation’s Hardware Management
Console (HMC).
3.
The HMC Electronic Service Agent
Analysis component receives the
collected I/O device error and
statistical data, system software,
PTF, and workload and utilization
data from the operating system
component.
4.
The HMC based Service Agent
Analysis component analyzes and
ﬁlters I/O device error and statistical
data. Statistical summaries are
accumulated, duplicate reports are
counted, and services needs are
analyzed. If a device reports an
error that requires IBM service,
a request is sent to RETAIN and
all accumulated statistical data is
sent to the IBM Electronic Service
database. An IBM System Services
Representative (SSR) can be
dispatched, if required.
For system software, PTF,
and workload utilization data
received from the operating system
component, analysis, ﬁltering
and transmission formatting are
performed by the zSeries Service
Agent system component residing
on the host. The HMC component
veriﬁes the ﬁle format and sends the
data to IBM.
Page 16
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Figure 1 - Electronic Service Agent for zSeries network overview
5.

The data sent to the IBM Electronic
Services database resides in the
eService repository infrastructure
and is available for use by eService
based offerings, as well as other IBM
exclusive electronic services offerings.

Spoon your way to health with
these beneﬁts

Now that you know how it works, let’s
see how you can help transform how you
receive hardware support from IBM. The
following list shows you how to obtain the
maximum value from this innovation:
Electronic Service Agent can help you
solve problems faster
When you call IBM to report a hardware
problem, you are usually asked a basic
set of questions to determine your system
environment, including key contacts,
entitlement, and so on. By accessing your
Electronic Service Agent system inventory
information, IBM might be able to skip
these front-end questions and get right to
work on your speciﬁc problem. Also, the
information in your problem record can
help IBM direct your hardware problem to
the appropriate source the ﬁrst time.
Electronic Service Agent can help
provide problem resolution
Faster problem resolution can be possible
because the Electronic Service Agent can
provide key information about an incident
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to IBM Support Center Representatives,
who have the information to ﬁx a problem
or recommend proactive maintenance
actions to local system support
representatives or IBM SSRs.
Electronic Service Agent can help
you gain greater control over your IT
utilization
With the optional service, PM zSeries, the
performance information is collected by
the Electronic Service Agent and sent to
IBM, which can help you identify potential
resource constraints, plan more easily for
future growth, and make decisions that
affect your budget.
Your Electronic Service Agent data is
protected
Your data is transmitted to IBM using the
AT&T Global Network and is stored in
a database that is protected behind IBM
ﬁrewalls.
Join all the happy peppy people!

Electronic Service Agent for zSeries
V1R2 works with z/OS and z/OS.e
V1R3 or later. IBM hardware that is
under warranty or covered under an IBM
maintenance agreement is required for
zSeries Electronic Service Agent hardware
problem reporting. This is not required
for only collecting and transmitting
software and performance system inventory
information.

And there’s more! Electronic Service
Agent for zSeries is expanding its software
support. There are new software support
functions intended to help you solve
software problems faster, be more proactive
in managing your system, and be more
productive. To help keep your system
healthy and active, use Electronic Service
Agent for zSeries and stay tuned for more
information on how to take advantage of
these new software support innovations.
That is Vita-meata-vegamin!

But wait, isn’t Electronic Service Agent
available on other platforms too? It sure is.
Electronic Service Agent supports the IBM
eServer product line and is also available
for:
•
IBM eServer i5, iSeries™
•
IBM AS/400® servers
•
IBM eServer p5, pSeries®
•
IBM RS/6000® servers
•
IBM xSeries®
•
IBM Netﬁnity® servers.
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You might have even used Electronic
Service Agent on one or more of these
platforms already.
Why don’t you join all the happy
peppy people and use Electronic Service
Agent for zSeries. It’s the Vita-meatavegamin for your system!
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An animation is worth a thousand words
BY MARY ELLEN COLEMAN AND CHERYL LOUGHLIN

It’s no secret that some z/OS topics (even
hot ones) are difﬁcult to describe in just
words and diagrams. What if you could
have a difﬁcult concept explained through
an animation rather than text? Now you
can! In the IBM z/OS V1R6 library, you’ll
ﬁnd links to animated examples for several
topics, including UNIX System Services
shared hierarchical ﬁle system (HFS) and
z/OS Language Environment® 64-bit
virtual addressing mode.
If you use the UNIX System Services
shared HFS, see the softcopy of z/OS
V1R6.0 UNIX System Services Planning,
GA22-7800, for links to animations on the
following topics:
•
9.2 What does shared HFS mean?
•
9.7 Procedures for establishing shared
HFS in a sysplex
•
9.7.1 Creating the sysplex root HFS
data set
•
9.7.6 Customizing BPXPRMxx for
shared HFS.
Why not try it now? You’ll ﬁnd this book
online at the z/OS Internet Library Web
site: ibm.com/servers/eserver/zseries/
zos/bkserv/.
If you use Language Environment,
you can learn more about the new 64-bit
virtual addressing mode by linking to the
animation for the topic 1.1. Introduction to
Language Environment for AMODE 64

Figure 2 - Screen from the animation “Language Environment 64-bit virtual

addressing mode”

Applications in z/OS V1R6.0 Language
Environment Programming Guide for 64bit Virtual Addressing Mode, SA22-7569.
See for yourself! Find this book
online at the z/OS Internet Library Web
site: ibm.com/servers/eserver/zseries/
zos/bkserv/.
After you view an animation, please
take a few minutes to tell us what you

think by clicking the “your questions and
comments” link. After you answer a few
short questions on the form, feel free to give
us comments or suggest other topics for
which you would like to see an animation.
You can ﬁnd more z/OS animations
on the Web on the following topics:
•
Intelligent Resource Director (IRD)
overview:
ibm.com/servers/eserver/
zseries/ird/.

•

Figure 1 - Screen from the animation “Customizing BPXPRMxx for shared HFS”
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z/OS Best Practices:

ibm.com/servers/eserver/zseries/zos/
bkserv/animations/ussanims.html.

Set your sights on LookAt!
BY MARY ELLEN COLEMAN

LookAt provides an easy way to look up
IBM messages. All you need to know is the
message ID, the operating system version,
and the release. There’s no need to guess
which component is talking to you. What
could be simpler?
Well, wouldn’t it be nice if Microsoft
Windows™ users didn’t have to open a
DOS window and type REXX LOOKAT.
EXE message_id -PROFILE proﬁle.pro?
Thanks to LookAt’s new graphical user
interface, now you don’t have to! Looking
up messages is as simple as 1, 2, 3:
1.
Enter the message ID
2.
Select the proﬁle
3.
Click Go.
You install the interface when you install
LookAt through the InstallShield package.
For more information, see z/OS Hot
Topics Newsletter Issue 9, August 2003,
GA22-7501-05.
Through the interface, you can:

•
•
•
•
•

List the books that are enabled for
LookAt
Create and edit LookAt proﬁles
Enable PointAndShoot from an
emulator window
Update the LookAt directory
Get help.

Installing LookAt

The LookAt Windows installation program
has changed a bit. After the program

copies the LookAt
ﬁles to the directory
you speciﬁed, it asks
if you want to install
the LookAt icon on
your desktop. Later, as you
customize your LookAt proﬁle, the
program asks for the titles of your emulator
windows. See Figure 1.
LookAt needs this information to
setup PointAndShoot to the emulator
windows. If you know the titles of your
emulator windows, enter them now. If
you don’t, leave this panel blank. You
can always enter the titles at a later time,
through the new interface.

Launching LookAt

To start the LookAt interface, do one of
the following:
•
Double-click the LookAt icon, if
you installed it on your desktop.
•
Click Start > Programs > IBM
LookAt > LookAt.
Immediately below the interface title is the
command bar. You can mouse over each
command name to see a brief description
of the command.
Listing enabled books
When you click ListBooks, LookAt opens

a second window. Select your proﬁle and
click Go. LookAt displays a list of the
books enabled for the operating system
version and release. For example, if your
proﬁle points to the directory and index
for z/OS V1R6, ListBooks lists the z/OS
V1R6 books enabled for LookAt. You also
have the option to view and print this list.
Creating and editing LookAt
proﬁles
Start by clicking Proﬁles. LookAt opens

a pull-down menu, where you can select
to create a new proﬁle or view and edit an
existing proﬁle.
To create a new proﬁle, click Create.
LookAt opens a second window, where you

Figure 1 - The emulator title customization panel
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Getting help
Click Help to get help with LookAt

and view the LookAt processing log for
troubleshooting. If you have Internet
access, you can also read LookAt alerts,
download the latest versions of LookAt,
and send feedback to the LookAt team.
Using the Web

LookAt’s new interface is also available on
the Web as an alternative to the HTML
interface. You can ﬁnd it at: ibm.com/
servers/s390/os390/bkserv/lookat/lookatg.html.

You’ll need the Macromedia® Shockwave®
plugin, which you can get through a link
from this Web page.

Figure 2 - The LookAt interface

can specify the locations of your LookAt
directory, index, map, and help ﬁles.
LookAt supplies you with default locations,
and lets you search for your ﬁles. Next,
enter the location of the IBM Softcopy
Reader (ILRJAVA) program. Again,
LookAt supplies a default and provides
browsing. Finally, enter the titles of your
emulator windows and save your new
proﬁle.
To view and edit an existing proﬁle,
click View. LookAt asks you to select
the proﬁle and then opens it in Microsoft
Notepad.
Using “point and shoot”
PointAndShoot means retrieving message

explanations by positioning the cursor on
the message ID and pressing a PF key.
LookAt simulates this function through
the Windows clipboard.
Once LookAt is started, a secondary
program that monitors your Windows
clipboard is also launched. When you
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copy text from an emulator window to the
clipboard, LookAt automatically processes it.
If you are copying text from your
emulator window that does not contain a
message ID, you might want to turn off the
point and shoot function. You can turn it
on or off by clicking PointAndShoot and
either TurnOff or TurnOn. LookAt only
recognizes text from an emulator window
that is listed in your LookAt proﬁle. If
you didn’t enter the emulator window
titles during LookAt installation, you
can enter them interactively by clicking
PointAndShoot and FindEmulator. Click
on an emulator window to add its title to
your current proﬁle.
Updating the LookAt directory

In the LookAt directory, LookAt assumes
your CD drive is D:\. If it isn’t, the
installation program notiﬁes you, and gives
you instructions for updating the LookAt
directory to compensate. Click Directory
to update the directory automatically.
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We’d like to hear from you!

If you haven’t installed LookAt yet on
your workstation, we’re hoping this new
interface will encourage you to do so.
Give us a try! As always, we welcome
your comments and suggestions at:
ibm.com/servers/s390/os390/bkserv/
lookat/lookatfeed.html.

Want to (re)start something with us? Anytime, anywhere!
z/OS V1R6 removes RRS restrictions
BY JULIET CANDEE

In z/OS V1R6, we removed the restriction
that required a failed resource manager
to restart on the same system. The new
feature is called RRS restart anytime/
anywhere. Now, resource managers can
restart on any z/OS V1R6 system in the
same Resource Recovery Services (RRS)
logging group, regardless of whether RRS
remains active across the failure. You can
take advantage of the new function by
applying toleration APARs OA04884 and
OA05504.
To see why RRS restart anytime/
anywhere is so important to the overall
reliability, availability, and serviceability
(RAS) of your V1R6 system, let’s look
at the restart restrictions that existed in
earlier releases of z/OS.
Restart restrictions (pre-z/OS V1R2)

Prior to z/OS V1R2, RRS imposed
two restart restrictions on its resource
managers. These were called:
Resource manager restart grouping
afﬁnity
This restriction required resource
managers to restart on the same system
as the resource manager group (those
with interests in a common set of units of
recovery), if the managers were involved in
the same outstanding transactions prior to
the failure in the system or RRS.
Restart system afﬁnity
This restriction prohibited a resource
manager from restarting on a different
system if the resource manager had
outstanding transactions and RRS
remained active through the failure.
These restrictions impacted a
system’s peer-level recovery capability in
the system because of an earlier inability
of RRS to coordinate transactions across
multiple systems internally. As a result,
RRS required all of the resource managers
involved in a common set of transactions
to be restarted on a single system. These
restrictions hampered recovery in certain
types of failures, and prevented you from
restoring a resource manager to the
preferred system after recovering from a
system outage.
Consider the examples of two types
of potential failures: System failure and

resource manager failure. In the case of
a system failure, an installation typically
attempted to recover as follows:
1.
Restart the resource managers on an
alternate (or peer) system
2.
Perform transaction recovery
3.
Move the resource managers back
to the system where they were last
active for new work.
If a resource manager fails, it would be
good if a partner (or standby) resource
manager on another system could
automatically take over its workload.
Such a takeover, however, would require
resolving the failed transactions and
starting new work. With the resource
manager restart restrictions that existed
prior to z/OS V1R2, however, the takeover
was not possible. If the resource manager
did not clean up its failed transactions
or somehow got involved in new work on
a peer system, RRS could not move the
resource manager back to the system on
which it was last active.

These restrictions made it more difﬁcult
for you to plan a restart conﬁguration or
balance restart processing across systems
in a sysplex.
Restart grouping relief (post-z/OS
V1R2)

z/OS V1R2 added support for multisystem
cascaded transactions (sometimes called
cascaded transactions or sysplex cascades).
In a cascaded transaction, the separate
pieces of a distributed transaction are
represented as a single transaction, with
RRS coordinating each piece of the
transaction on any system in the same
RRS logging group. A cascaded transaction
can exist across multiple systems in a
sysplex, as long as all of the systems
involved in the transaction use the same
RRS logging group.
RRS applied the multisystem
cascaded transaction function to its restart
infrastructure. Doing so allowed RRS
February 2005

resource managers to restart on any system
that shared RRS logs (and supported
multisystem cascaded transactions),
provided that RRS did not remain active
on that system or the resource manager
did not have any outstanding RRScoordinated transactions at the time of the
failure. Multisystem cascaded transaction
function provided resource managers
with restart grouping relief, while RRS
managed the outstanding transactions
across multiple systems internally. However,
if RRS remained active across resource
manager failure, the resource manager
system afﬁnity restriction still remained,
because of residual RRS transaction
control structures.
Restart system afﬁnity relief (z/OS
V1R6)

In z/OS V1R6, RRS uses the multisystem
cascaded transaction function to allow
its resource managers to have even more
ﬂexibility with regard to when and where
they can restart. This function is called
RRS restart anytime/anywhere. By fully
applying multisystem cascaded transaction
infrastructure during restart processing,
RRS can enable a resource manager to
restart on any eligible system (one that
shares RRS logs and supports restart
anytime anywhere) whenever the resource
manager terminates:
•
Independent of where RRS or the
system fails
•
Independent of whether the
terminating resource manager has
outstanding transactions.
Cool! How do I get (re)started on
using this?

z/OS V1R6 includes RRS restart anytime/
anywhere; you don’t need to install or
modify anything to use it. However, for use
with earlier systems, you want to install
toleration APARs OA04884 and OA05504
(install them together) on any z/OS V1R3,
z/OS V1R4, or z/OS V1R5 systems before
any system in the RRS logging group
moves to z/OS V1R6.
Without these APARs, down-level
systems will not properly interpret the
new RRS processing in z/OS V1R6 and
can result in improper RRS processing of
transactions.
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Winning the debug race
Using IBM Rational Functional Tester and Debug Tool
BY PATRICIA G. RAMIREZ

•

Do you want to add a little excitement and
speed to your debugging and testing cycle?
Read on to learn how using IBM Rational®
Functional Tester and Debug Tool for z/OS
can help you run your test cases.
Let’s get ready to race

IBM Rational Functional Tester, formerly
known as Rational XDE™ Tester, is an
automated testing tool for functional
and regression testing of Java™, Web, and
terminal-based applications. IBM Rational
Functional Tester runs on Windows
workstations and requires a Java Runtime
Environment (JRE). Contact your IBM
representative to purchase IBM Rational
Functional Tester or Debug Tool for z/OS.
After you install IBM Rational
Functional Tester, you install the Extension
for Terminal-based Applications, which
enables you to debug terminal-based
applications. The Extension for Terminal
based applications starts its own terminal
emulator that the IBM Rational Functional
Tester can monitor and interact with while
it records scripts.
If you are new to workstation-based
automated testing tools, it’s a good idea
to go through the XDE Tester quick
tour. It takes one to two hours to go
through the quick tour, depending on
your experience with workstation testing
tools and knowledge of automated testing.
When you ﬁnish the tour, you’ll have a
basic understanding of how IBM Rational
Functional Tester handles automated
testing and its terminology.
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PROGGUI: This program interacts
with the user and is part of the
larger application program that your
company uses to manage employee
information.

Next, use Debug Tool to test the program
in the following manner:
1.
Start PROGGUI with the TEST
run-time option.
2.
Verify that the PROGGUI responds
correctly by having several different
test cases with valid and invalid data.
3.
Set breakpoints in PROGLOG and
PROGGUI to look at variables to
make sure valid data is being sent,
received, or manipulated correctly.

Debug Tool for z/OS
provides you with impressive
ﬂexibility and powerful features to debug
and test application programs written in
assembler, C, C++, COBOL, PL/I, and
that run in different environments, such as
TSO, CICS, DB2, and IMS. To ensure you
have the all of Debug Tool’s features, use
the latest version of Debug Tool for z/OS
and Debug Tool Utilities and Advanced
Functions for z/OS. To learn more about
these products, visit ibm.com/software/
awdtools/debugtool.
If you already have Debug Tool for
z/OS installed and you have test cases or
test buckets created, you are ahead of the
game. If you don’t have test cases or test
buckets installed, take some time to create
a few simple test cases and read through
the rest of this article to see how IBM
Rational Functional Tester can run those
test cases.
Learn the course

First, consider how you want to organize
your test cases. Let’s say that you test the
following application programs:
•
PROGDB2: This program is used
by several other programs to obtain
information from or save information
to a DB2 database.
•
PROGLOG: This program performs
logic related to updating information
obtained from a DB2 database.
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You may even be able to record your entire
test case in one script. Then you can
run the script that will repeat all of your
keystrokes and mouse clicks.
Another thing to consider is using
each script as an independent set of steps.
The following list of scripts describe this
strategy:
•
Create scripts that start your
programs. You can create a script for
each method that you use to start
your programs.
•
Create scripts for each set of inputs.
For each screen, create a script for
each set of input data. For example,
PROGGUI has a screen where you
type in new employee information
(the ﬁrst name, last name, address).
You can create a script for each set of
input data you use and give the
script a descriptive name like
NewEmployeeScreen_InvalidDOB or
NewEmployeeScreen_AllValidData.
•
Create scripts that start Debug Tool,
then enters a set of Debug Tool
commands that load speciﬁc
programs, set particular breakpoints,
and run programs.
•
Create scripts that enter a sequence
of Debug Tool commands. For
example, before a speciﬁc routine
is called, you want to look at the
value of the parameters being passed
to that routine. You could create a
script called VerifyParametersOfX
YZroutine. The script would enter
the Debug Tool commands that set

the AT ENTRY breakpoint, display
the value of the parameters by using
the LIST command, then have IBM
Rational Functional Tester verify
the values of the parameters by
using veriﬁcation breakpoints.
This strategy allows you to create scripts
that are reusable again and again. How
many times can you reuse a script that
sets a breakpoint? The argument to the
script can be any data that Debug Tool
accepts as a breakpoint. They can be
used in different sequences. For example,
you can have one sequence that starts
your program with one method (script A),
veriﬁes parameters for a routine (script C),
then enters input data into a screen (script
E). You could take the same scripts and
run in them in a different sequence (script
A, then script E, then script C).
Start your engines!

To start creating scripts, you need to do
the following tasks:
1.
Start IBM Rational Functional Tester.
2.
Create a data store.
3.
Begin recording scripts.
If you went through the quick tour,
you’ll be able to repeat many of the same
steps to create script for terminal-based
applications. You can also read through
the help provided in the Extension for
Terminal-based Application, which you
can access by clicking on the Help menu.
Use the steps described earlier to break
up scripts into small chunks that can be
reused and run in different sequences.
And they’re off!

Here is a list of scripts you could record:
•
StartTheTerminal: a script that
starts Extension for Terminal-based
Applications and connects you to
the host.
•
LogOnToHost: a script that logs you
on to the host and gets you to the
TSO prompt.
•
StartProgramWithOptionSetA:
a script that starts PROGGUI with
the TEST run-time option.
•
SelectAddNewEmployee: a script
that chooses the Add New Employee
option from the PROGGUI interface.
•
EnterValidNewEmployeeData: a
script that enters valid data for a new
employee.
•
VerifyParametersForXYZRoutine:
a script that enters the LIST

command and contains an IBM
Rational Functional Tester
veriﬁcation checkpoint that looks
at the result of the LIST command
and veriﬁes that it is valid. This
script assumes that Debug Tool has
gained control of PROGLOG.
5.
After you create these basic scripts, you
can build more complex scripts. For
example, here is the ﬂow of script that tests
the “adding a new employee” task:
1.
Call StartTheTerminal script.
2.
Call LogOnToHost script.
3.
Call StartProgramWithOptionsSetA
script.
4.
Call SelectAddNewEmployee
script.
5.
Call EnterKey script. A script that
enters the Enter key.
6.
Call EnterValidNewEmployeeData
script.
7.
Call EnterKey script.
8.
Call ValidateSuccessfulCompletion
script. After the successful
completion of a task, the
application program displays a
message. This script would verify
that the message displayed is the
correct message.
9.
Call EnterKey script. After
reading the message, the user
is supposed to press Enter to
clear the message and return to
the main menu.
10. Call PF3 script. A script that
enters the PF3 key, which is used
to exit the application program.

6.
7.

gains control of the PROGLOG as
soon as XYZ routine is reached. Call
RunCommand script. This script enters
the Debug Tool RUN command so
that PROGLOG is run and as soon
as XYZ routine is reached, Debug
Tool stops.
Call the sleep function. This
function is provided by IBM Rational
Functional Tester and it pauses the
script player. This is useful if the
screen doesn’t refresh for several
seconds.
Call VerifyParametersForXYZRoutine
script.
Call QUIT script. This script enters
the Debut Tool QUIT command,
which exits Debug Tool.

As you can see with this simple case,
the number of scripts you use to run
tests can become quite numerous. The
IBM Rational TestManager can help you
manage these scripts, as well as schedule
their execution. IBM Rational TestManager
uses projects that you can create in IBM
Rational Functional Tester to access all
your scripts.
Victory lane

As you continue to look at how Debug Tool
is used to debug and test your programs,
you’ll ﬁnd additional ways to automate
and organize your testing. IBM Rational
Functional Tester with Debug Tool can
help you continue to win the debug race.
For more information, visit
ibm.com/software/awdtools/tester/
functional.

Here is an example of the ﬂow of a script
that starts Debug Tool so that you can
verify parameters in a particular routine:
1.
Call StartTheTerminal script.
2.
Call LogOnToHost script.
3.
Call StartDebugTool script.
This script contains an EXEC
command that starts Debug Tool and
loads PROGLOG.
4.
Call SetAtEntryBreakpoint
ForXYZRoutine script. This script
sets a breakpoint at the beginning
of XYZ routine so that Debug Tool
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“I’ll take the Scholars program for $500, please...”
BY SUSAN LEVANGIA

Which IBM program
has been around
since 2003 and seeks
to improve access
to zSeries and z/OS
for colleges and
universities around
the country?

It’s the IBM Scholars zSeries program.
What IBM program plans to update and
increase course offerings, encourage faculty
to offer z/OS topics as a regular part of
the curriculum, and increase visibility and
awareness of the z/OS operating system?
Right you are again! The IBM Scholars
zSeries program.
Since our last z/OS Hot Topics
Newsletter article, the IBM Scholars program
has been making considerable progress:
•
Updates to the z/OS hub at Marist
College, Poughkeepsie, New York
•
New and updated course materials
in a new format
•
Improvements to our Web site,
including an initiative to list those
institutions that participate in
the program, and that’s just the
beginning!
The zSeries hub

The IBM Scholars zSeries program
maintains a live z/OS system at Marist
College just up the road from IBM z/OS
development in the Hudson Valley. The
program currently offers members free
access to a z/OS system at the z/OS V1R4
level with CICS, DB2, and WebSphere
Application Server products conﬁgured on
it. Last but not least! The system comes
with its very own system programmer
who is available to offer assistance when
needed.
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The z/OS hub is planning a major
software update. Work on this update has
already started and should be complete by
March of 2005 at the latest.
For you folks west of the Mississsippi,
the IBM Scholars Linux™ program
maintains a Linux system on an IBM
S/390® mainframe at Colorado State
University in Fort Collins.
New and improved course
materials

In order to attract colleges and universities
to our program, we understand that we
must help them teach zSeries and z/OS
topics effectively. The hubs are one
important resource, but course materials
that are easy for faculty to integrate for
their own purposes are also necessary.
In 2000, IBM commissioned ten
computer-based training courses as a
resource for faculty and students who
wanted to learn about zSeries and z/OS.
The courses included lab exercises that
could be performed on the z/OS hub
at Marist, but they required faculty and
students to have the course CDs. Over
time, the material on the CDs became outof-date. The source ﬁles were no longer
available, so updates weren’t possible. In
addition, the format of the material made
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it difﬁcult, if not impossible, for faculty
to use parts of it or incorporate it into
existing courses.
Since the end of 2003, the Scholars
zSeries program has been planning to
update and reformat the course material in
order to:
•
Bring it up-to-date
•
Provide it in a format that could be
modiﬁed and adapted
•
Expand it to include additional
topics.
At the same time, the IBM Scholars
program (ibm.com/university) created an
online course repository that makes course
materials readily available to members
of the Scholars program. In order to get
courses that are available in downloadable
formats, faculty must join the Scholars
program, have their chosen ID and
password conﬁrmed, and go to a special
Web site to download the courses. Not
all courses are available in downloadable
formats, but it’s a goal of all the program
participants to have all course materials
downloadable as soon as possible.
In June of 2004, two new zSeries
courses, Introduction to z/VM® and Linux
on zSeries became available. As soon as
the Scholars course repository went live in

September, those courses were added to it.
On November 1 of the same year,
two reformatted courses, Enterprise
Server Transaction Manager (CICS) and
Enterprise Server Database Management
with DB2, were also added to the course
repository, along with new z/OS UNIX
System Services course material. The two
ES courses were transcribed from the old
CBT courses into Microsoft PowerPoint
and Microsoft Word, so they can be more
effectively reused. Look for these updates
in 2005.
Later in November, a new “College
Textbook for zSeries,” which introduces the
zSeries platform and the z/OS operating
system was added to the course repository
in a “beta” version. After a workshop in
January 2005, it will be updated and the
ﬁnal version placed in the repository. In
addition to the textbook, there will be

related PowerPoint slides and lab exercises.
By March of 2005, updated and
reformatted course materials for JCL,
VSAM, and Assembler will be on the
repository, closely followed by a new
e-business with WebSphere Application
Server for z/OS course. Courses on
networking and security will be available
later on in 2005.
Publicizing our progress

Customers frequently ask who’s in the
Scholars zSeries program. They want to
know where they can ﬁnd new hires with
background in zSeries and z/OS. Because
of this demand, we’ve been asking our
members if we can list them on our Web
site, ibm.com/university/zseries. As of
this writing, 23 of our members are listed,
in all geographies. By mid-2005, we hope
to double that number.

zFavorites!

Keeping our momentum going

Now that we have new courses, we also
want to recruit new universities. Don
Resnik, the Scholars zSeries program
director, is preparing a recruitment
package that any IBMer with a relationship
to a college or university can use to help
persuade that school to join our program
and teach zSeries and z/OS. The IBM
Scholars Academic Initiative program is
signing up ambassadors who will list their
afﬁliations with colleges and universities
in IBM’s BluePages directory. All the
Scholars programs can then take advantage
of this list to ﬁnd helpful knowledgeable
IBMers to smooth their paths to schools
where our customers want z/OS to be
taught. And that’s good to know!

It’s the zFavorites for zSeries credit card CD!
You’re gonna love this!
It has all sorts of helpful Web links, like for:
•

Hardcopy

•

Operating systems

•

Software

•

Language and tools

•

ISV development and
applications

•

Product documentation

•

Marketing information

•

Education

•

Support

•

Links to FREE downloads

•

Redbooks™ sampler

•

WebSphere

•

XML

To use the CD: Insert it in any
standard CD-ROM and it should start
automatically. If it does not, click on the
Start button, choose Run... and then
type x:\index.htm (where x is your CDROM drive letter) and press Enter.
Additional copies of zFavorites CD-ROM
(GK3T-4331-06) are separately orderable.
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Tune in to KBLA:
IMS log analysis made easier
BY ALAN SMITH AND DARIO D’ANGELO

IMS owes its enviable reputation for data
integrity to its detailed logging of all events
initiated by terminals and transactions in
the system. While this logging helps IMS
ensure that data remains uncorrupted,
wouldn’t it be nice if you could tune into
all this data for other purposes, such as
problem determination and tracing of IMS
related events?
The problem, however, is that no
human being would ever want to sift
through all this data—for at least two very
good reasons:
• Much of the data is presented in
hexadecimal format.
• The number of records is
overwhelming, with each
record documenting an event
for one of the many resources
active in the system at any
given time.

the understanding of a particular event is
ﬁltered out of the display.
This concept differs signiﬁcantly
from that used by other log analysis tools
provided with IMS, such as DFSERA70
‘DATA=’ queries, which allow you to search
for a particular character string anywhere
in the speciﬁed log records. In contrast,

Historically, if it had ever become
necessary for people to interpret
the information recorded by IMS
in the online log data sets (OLDS)
or secondary log data sets (SLDS),
the task would have proven to be
overwhelming.
To overcome this barrier and
unleash the intrinsic value of all the
information recorded in your IMS log
records, in IMS V9 we introduced the
Knowledge-based Log Analysis (KBLA)
utility. KBLA helps you access a suite of
IMS utilities for formatting and analyzing
IMS log records.
What can KBLA do for you?

KBLA supplies a new set of enhanced
log record formatting routines that
provide a “plain English” description
of the hexadecimal log record data for the
most common log records. This reduces
the need for you to research the meaning
of a particular ﬂag or ﬁeld. The log record
ﬂow for a given resource can be also laid
out in a summarized format.
KBLA focuses on those ﬁelds that
have been judged important by IMS
subject matter experts. Information that
experts considered to be less important for
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KBLA routines select only the records
that contain a speciﬁed character string
and that match the criteria identiﬁed by
subject-matter experts, thus making it
more likely that the search results will be
relevant.
This option enables a user to select
a speciﬁc matching criteria (such as UOW,
PGM, TRANSACTION, DBD, AREA,
NODE, LTERM, USER or RBA) and to
produce output that is tailored to the log
records that match the selection criteria.
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An additional option, “dynamic search
keys,” allows you to reﬁne and broaden the
search argument within records that have
already been selected.
Ensuring completeness of log data
sets

KBLA includes a facility intended to
ensure correctness and completeness
in the selection of log data sets prior to
record analysis. To be used effectively for
problem determination and tracing, the
set of log records must be complete for the
time period being investigated. Further,
although the archived log data sets are
created at disparate physical locations,
it might be necessary to send the log
data sets to alternate locations, such as
an IBM support center, for processing.
A facility that customers typically
use to create a list of appropriate logs is
the database recovery control (DBRC)
feature of IMS, which among other
things, tracks the use of log data sets
by IMS. However, the effectiveness of
DBRC in creating lists of log data sets
depends on the experience of the user,
and mistakes can be made. Even using
the output of DBRC as a start, it can be
time consuming for you to verify that the
list is complete.
To make log analysis easier and more
effective, KBLA is designed to verify the
completeness of the list of logs created by
the user, whether it is created manually
or through the use of DBRC. This step is
necessary to ensure that the log data sets
in the list:
•
Pertain to the IMS images in
question
•
Are separated and grouped by IMS
image
•
Correspond to the desired time
period
•
Contain no gaps within the indicated
time period
•
Sort the logs by IMS subsystem into
the proper sequence
•
Determine where log data sets are
missing in the sequence
•
Identify the missing records by time
range, which can be used to
determine the missing log data
set names.

Log summary function

Help with existing log utilities

But wait, there’s more

KBLA includes a log summary function,
which produces a summary of the log
data set content, characteristics of the
IMS system that produced the log (when
statistical log records x’45xx’ are present)
and some statistical information related to
transaction, programs and databases.
The log summary function includes
the following details:
•
Names of the input logs used for the
utility run
•
IMS identiﬁer (IMSID)
•
Log sequence number (LSN) of the
ﬁrst and last log
•
Time stamp (in UTC and local time)
of the ﬁrst and last log record, and
offset between UTC and local time
•
Elapsed time on selected logs
•
Total number of log records in the
log data set
•
Presence of records for internal
traces, system restarts, dump logs,
and system checkpoints
•
A count for each record type and
subtype of the log records.

You can use the KBLA panel-driven
interface to work with other IMS log
utilities. The new ISPF panel driven
interface can help simplify JCL job
creation and help you avoid JCL errors. It
is designed to create all of the necessary
control statements in a syntactically correct
form. This feature is intended to allow you
to focus on the problem, rather than how
to code the JCL to extract log records.
KBLA can help you create JCL for
executing the following log utilities:
•
IMS Log Transaction Analysis
(DFSILTA0)
•
IMS Fast Path Log Analysis
(DBFULTA0)
•
IMS Statistical Analysis (DFSISTS0)
•
IMS Log Merge Utility (DFSLTMG0)
•
IMS Log Recovery Utility
(DFSULTR0)
•
Program Isolation Trace Report
(DFSPIRP0).

Based on input from subject matter
experts, IMS V9 added several new
analysis utilities, which can help you
diagnose problems related to various
IMS components such as: RSR, MSC,
DBCTL, IRLM, and OTMA/RRS. Other
new utilities perform functions such as
deadlock analysis and the scrubbing of
sensitive data from log record images.
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Reduction of problem turn around
time

Not only should KBLA improve log
analysis, but by reducing the number
and size of log data sets that would
otherwise be transmitted to the service
organization, and by helping to ensure the
appropriateness of those log data sets, we
hope to reduce the turn around time for
IMS service support.
The power of KBLA - ﬁnd out more

For more information about KBLA for IMS
V9, see IMS V9 Release Planning Guide,
6C17-7831 and IMS V9 Utilities Reference:
System, 5C18-7834 which are available
online at:
ibm.com/software/data/ims/library.html.
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Not just a symbol for “trademark”
New functions in IMS TM
BY JACK YUAN

In October 2004, IBM released IMS
Version 9 with many new features. This
article summarizes the Version 9 features
related to IMS Transaction Manager
(which we will call TM for short), some
of which are also being made available to
IMS Version 8 installations through PTFs.
Support for TCP/IP

IMS TM provides network access to
applications running under IMS. From
terminals, workstations, or web application
programs, it’s possible to access IMS TM
on the same z/OS system, on other z/OS
systems, or even on non-z/OS platforms.
Traditionally, IMS TM has interacted
with networks through IBM Systems
Network Architecture (SNA), as currently
implemented in z/OS Communication
Server. To meet your growing interest
in using TCP/IP, however, IMS TM has
enhanced its communication protocols to
interact with various middleware, such as
WebSphere MQ and IMS Connect.
Figure 1 shows some of the ways in
which applications can access IMS TM.
New RACF security classes

In z/OS V1R6, Security Server introduced
four new RACF default security classes
intended speciﬁcally for protecting
two types of IMS resources: program
speciﬁcation blocks (PSBs) and logical
terminals (LTERMs). These classes are

described, as follows:
• IIMS: Performs the
authorization checking
for individual IMS PSBs.
• JIMS: Provides a
grouping security class for
IMS PSBs.
• LIMS: Performs
authorization checking for
individual IMS LTERMs.
• MIMS: Performs authorization
checking for groups of IMS
LTERMs.
These new security classes, along with
the other IMS-speciﬁc security classes
introduced in earlier versions of z/OS
Security Server, can help IMS Version
9 users move away from the limitations
of the IMS Security Maintenance utility
toward a security implementation designed
to be more robust and ﬂexible, based on
RACF and user-deﬁned exit routines.
Extended Recovery Facility (XRF)

IMS Version 9 takes advantage of the
multinode persistent sessions (MNPS)
support in z/OS Communication
Server. MNPS allows IMS to provide an
alternative means of managing terminal
sessions in the IMS Extended Recovery
Facility (XRF) backup conﬁguration.
Prior to IMS Version 9, XRF required the
use of a 3745 Communication Controller

Web
Application
WebSphere
WebSphere

Any
TCP/IP
App

IC4J
IMS Connect

TCP/IP
TCP/IP
Application

DB2

Sysplex Distributor

C/I

ODBA

IMS Connect

TCP/IP

RYO
Client

IMS/TM IMS/DB

running a network
control program
(NCP). With
MNPS, an IMS
XRF conﬁguration
is designed to
require no additional
hardware or software.
Also, VTAM® can
be conﬁgured to
seamlessly manage
the switching of
terminal sessions when
a backup IMS system
has to take over for a
failed IMS system.
Moreover, IMS
Version 9 incorporates
the persistent sessions
forced takeover support
introduced in z/OS
V1R6. With this function, the backup
IMS system can initiate takeover without
waiting for the failed IMS system to reach
the proper recovery state.
Integrated IMS Connect function

TN3270

Terminal

Communication
Controller

VTAM

MQSeries

LU1
LU2
LU 6.1
LU 6.2

Figure 1 - Ways in which applications can access IMS TM
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Integrated IMS Connect function in IMS
Version 9 provides improved IMS TCP/IP
support, allowing easy access to IMS from
the Internet. This function supports highperformance communications between one
or more TCP/IP or local clients, and one
or more IMS systems.

Open Transaction Manager Access
(OTMA)

Application Program-to-Program
Communications (APPC)

IMS Version 9 introduces many new
OTMA enhancements, most of which are
also available through the IMS V8 service
process. These enhancements, which are
designed to improve availability or ease
recovery, include the following:
•
OTMA TPIPE trace can be
conﬁgured to track every input and
output message or protocol message
to and from the OTMA clients.
•
OTMA clients can set the ACEE
aging value for a userid in the
OTMA message preﬁx without
requiring the client to reconnect
to OTMA.
•
OTMA can reduce the size of TPIPE
storage and eliminate the need for
using oversize HIOP buffers for
input message editing.
•
IMS Connect/IMS Connector for
Java applications can inform OTMA
to purge Commit Mode 0 (CM0)
Input Output Program Control Block
(IOPCB) output when IMS Connect
is disconnected from the z/OS
cross-coupling facility (XCF) group.
•
OTMA can accept new Resume
TPIPE option “AUTO-ONE” or
“SINGLE-AUTO.” After receiving
the Resume TPIPE command from
IMS Connect, if there are messages
on the asynchronous hold queue,
OTMA sends one message. If there
are currently no messages, OTMA
sends one message when it arrives.
•
IMS response time can be reduced
for WebSphere MQ CM0
non-persistent output messages.

For the APPC component, IMS Version 9
adds the following new functions, which
are intended to help improve availability:
•
EXIT enhancement to allow
for termination of APPC/OTMA
IMS Conversational transactions.
•
Command support is extended to
allow /EXIT to be entered from an
APPC/OTMA device/subsystem to
end an IMS conversation.
•
Synchronous APPC/OTMA Shared
Queues enablement function is
extended to support a new “FORCE”
option for the AOS parameter in the
DFSDCxxx PROCLIB member. This
allows APPC/OTMA transactions to
be run at the back-end IMS, even if
RRS is down (this function is also
available for IMS V8 through PTFs).
•
Ability to allow a second timeout for
APPC. A new time-out parameter
allows you to specify the number
of minutes the APPC conversation
is allowed to be inactive since the
time of the last APPC call. This
feature can help you monitor APPC
conversations.
•
Ability to allow DFSLUEE0 for
APPC to change the synch level of
an outbound conversation.
•
Ability to allow the DFSCMUX0
exit to reroute DFS-preﬁxed TM
messages for APPC/OTMA when
a send fails (this function is also
available for IMS V8 through PTFs).

February 2005

Multiple System Coupling (MSC)

MSC offers shared queues for OTMA
and APPC transactions, so that the
synchronous transaction can be processed
at the shared queues’ back-end IMS
systems without using RRS (this function
is also available for IMS V8 through PTFs).
Extended Terminal Option (ETO)

A new option allows a type 3 logical
unit device to log on as an ETO type 1
secondary logical unit (SLU1) or 3270P
device, thus making IMS available for
these devices.
COBOL XML support

COBOL XML support (with WebSphere
Studio Enterprise Edition Version 5) allows
IMS COBOL applications to parse and
transform XML documents. You can now
send and receive XML documents between
IMS COBOL applications in IMS regions.
Fast Path Enhancements

The Fast Path optional expedited message
handler queue (EMHQ) structure eases
manageability, enabling you to avoid
allocating an EMHQ structure and its
associated data sets when the shared EMH
is not being used.
For more information about all of the
IMS Version 9 features, including details
of the integration topics, open connectivity,
manageability, and scalability, visit us at:
ibm.com/ims.
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Ring in the new!
Introducing OSA-ICC
BY ALEKSANDRA BLAGIC, MARIA TZORTZATOS, AND STEPHEN VALLEY

Thinking about a replacement IPL console
for your enterprise? Ring in the new with
the IBM Open Systems Adapter-Express
Integrated Console Controller (OSA-ICC).
OSA-ICC offers signiﬁcant consolidation of
console support and can help simplify your
operations.
OSA-ICC provides System
Operator/Master console support for z/OS
and other operating systems for clients that
run TCP/IP and the TN3270E emulator.
You can attach the OSA-ICC to the host as
a local non-SNA DFT 3174 Control Unit.
1000Base-T Ethernet feature

The Open Systems Adapter-Express
(OSA-Express) 1000Base-T Ethernet
feature has two ports; either or both can
be conﬁgured as an OSA-ICC. The
OSA-ICC function is included as part of
the OSA-Express 1000Base-T feature. You
can enable the function by deﬁning the
channel path type as OSC for
OSA-Express 1000Base-T
Ethernet.

Customizing
more than one
OSA-ICC on a system

You are able to customize more than one
OSA-ICC feature on a single system. To do
that, you need to conﬁgure the OSA–ICC
as a 3174 control unit for 3270-class
devices. Conﬁguration is performed for
each OSA-ICC on a system through the
OSA-ICC conﬁguration panels available
on your Hardware Management Console
(HMC) and your Support Element (SE)
console.
OSA-ICC connections and
emulators

Each OSA-ICC is capable of handling 120
sessions and uses TCP/IP connections
over Ethernet LAN to attach to personal
computers (PCs), all which are running
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an RFC 2355
compliant TN3270E
emulator.
For
compatibility, IBM
has tested the
Host Access Client
Package, which includes the eNetwork
Personal Communications V5.6 emulator
(PCOMM) in service level CSD3 that runs
under Microsoft Windows XP; however,
other RFC 2355 compatible emulators
are designed to work just as well. Contact
the emulator product vendor directly for
terms, conditions, prices and other product
details.
Get the OSA-ICC Advantage

There are important advantages when you
use OSA-ICC instead of 2074 Console
Support. One is obviously cost savings
because the OSA-ICC is priced lower than
the rack-mounted 2074.
And you get
considerably
more sessions
with OSA-ICC, up
to 120 as compared
to just 48 sessions with
the 2074 Console Support
Controller.
Because the OSA-ICC
conﬁguration is integrated into the SE
card-speciﬁc advanced facilities that OSAExpress also uses, anyone with previous
experience on OSA-Express can leverage
skills to work with OSA-ICC. When
you conﬁgure OSA-ICC on the System
Element (SE) or hardware management
console (HMC), conﬁguration veriﬁcation
steps generate errors and warnings that
let you know if the conﬁguration is not
in synchronization with the system I/O
parameters that are deﬁned in IOCDS.
These veriﬁcation steps help eliminate all
those mysterious problems and mismatches
related to the conﬁguration parameters
and simplify the process.
In addition, OSA-ICC allows for
dynamic reconﬁguration: new sessions
can be added in the conﬁguration without
disturbing the existing ones. This means
you can modify session parameters without
disturbing the operation of the other
sessions. Finally, because it is physically
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integrated into the mainframe, switching
to OSA-ICC saves ﬂoor space and power
consumption.
Simplify the network through
OSA-ICC

Networking is now designed to be simpler
with OSA-ICC. (See Figure 1.) In the 2074
console world, the support is an external
unit that connects to your mainframe
through an ESCON channel. In contrast,
OSA-ICC is physically integrated with
your mainframe and does not need an
ESCON channel. The ESCON channel
needed for 2074 occupies one slot in the
I/O Cargo cage, and so does the OSA-ICC
card. Internally, they both convert 3270
datastream into the TN3270E protocol, but
to connect to the local LAN and clients,
a 2074 control unit uses up to 4 different
NIC cards (2 Ethernet and 2 Token Rings),
while OSA-ICC has just one Ethernet
port. Once again, instead of only 48 client
sessions with the 2074, you can have up to
120 clients with OSA-ICC that can either
directly connect to the local LAN or reside
somewhere else in the network.
Improve reliability and enhance
serviceability

OSA-ICC also can help offer improved
reliability and serviceability. Because
you no longer need an ESCON attached
director or an external box but are able to
use just your mainframe class machine,
you can rely on all the system logging tools
that are available on the mainframe. It’s
an automatic part of the I/O subsystem.
In addition, you now have just one main
390 PE, which means you have one stop
shopping service!
Plan for redundancy

Because OSA-ICC offers signiﬁcant
consolidation of console support, be sure

Plan for redundancy

Because OSA-ICC offers signiﬁcant
consolidation of console support, be sure
to use redundant conﬁgurations to
prevent a single point of failure. Deﬁne
the operator consoles through at least two
different OSA-ICC LANs on two different
OSA cards so that you can ensure console
availability in your environment.
Plan for security

Depending on how you connect your
TN3270E client systems, consider your
security requirements. An alternative to
physical local LANs is the use of one or
more Virtual Private Networks (VPNs).
The use of an external device or software
is necessary to provide additional security
for multiple clients that attach to a host
through OSA-ICC.
Tell me more

A new book, eServer zSeries z890 and
z900 Open Systems Adapter-Express
Integrated Console Controller, SA22-7990,
can help you understand more about
OSA-ICC. Happy reading!

Figure 1 - Existing 2074 console networking

A word about availability

The OSA-ICC function of the 1000BASE-T
Ethernet Feature became available 28 May
2004 as an update to Licensed Internal
Code on z990 processors (Driver Level
55K). It is included in all z890 processors.
To use it, you need the feature (Feature
1366) and the PTFs for APARs OA05738
and OA03689. See the PSP bucket for the
latest recommendations.

Figure 2 - New OSA-ICC networking simpliﬁcation
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Come see the Astonishing! Colossal! Tremendous!
Load balancing advisor!
BY GUS KASSIMIS

Are you currently using an external IP
load balancing solution in your sysplex?
If so, step right up and see how the z/OS
Load Balancing Advisor, a new function
of the z/OS Communications Server, can
help improve workload balancing in your
environment.
It is widely known that zSeries
Parallel Sysplex technology has long
provided for the deployment of highly
scalable and highly available solutions.
One of the key elements that is needed
to fully exploit a sysplex environment is
the ability to perform workload balancing
across multiple application and system
images. An effective workload balancing
solution allows the cluster of applications
running in the sysplex to be viewed as a
single computing resource from an end
user perspective, delivering work requests
to the systems that are best equipped to
handle the requests based on the current
capacity and application/system availability.
It can also help insulate end users from
failures to individual applications or
systems.
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Fortunately, there are many load balancing
solutions that are available for z/OS sysplex
workloads, provided by IBM and other
vendors. Some of these load balancing
solutions specialize in workload balancing
for speciﬁc subsystems, such as the IBM
CICSPlex® System Manager or IMS shared
queues. Other solutions are more general
and can perform load balancing on behalf
of various workloads. These more general
solutions are typically able to accomplish
this by performing load balancing at a
lower layer, such as the network layer. For
example, VTAM generic resources can be
used to load balance SNA sessions across a
cluster of SNA applications executing in a
sysplex. Similarly, several general purpose
solutions are available for load balancing
work requests that ﬂow over IP networks.
It is these IP network based load balancing
solutions that this article will focus on.
Load balancing solutions

Most IP load balancing solutions are able
to represent a cluster of applications as a
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single instance to end users by associating
a single IP address with the cluster. End
users send their TCP requests to the
cluster IP address and the load balancer
reroutes these connection requests to
one of the servers in the application
cluster. Subsequent packets sent on those
TCP connections get routed by the load
balancer to the same application server
instance.
IP load balancing solutions for a
z/OS sysplex typically fall into two
categories:
Internal load balancing solutions, such
as the z/OS Sysplex Distributor.
Sysplex Distributor is a load balancer that
is provided by the z/OS Communications
Server. It can provide load balancing of
TCP connection requests for any z/OS
applications executing within the sysplex.
A cluster of applications is represented
as a single IP address, referred to as a
Dynamic Virtual IP Address (DVIPA).
And since the Sysplex Distributor executes

within the z/OS sysplex, it has access to
real-time information that enables it to
optimize its load balancing decisions. For
example, it is aware of the current state
of TCP applications and systems within
the sysplex, and can therefore detect,
in real time fashion, any outages to
applications and/or systems. Furthermore,
it has access to z/OS Workload Manager
(WLM) recommendations that reﬂect
the relative system load and available
capacity of every system in the sysplex.
And if the user has deﬁned a network
Quality of Service (QoS) policy, using
the z/OS Communications Server Policy
Agent, Sysplex Distributor will also obtain
recommendations on how well each target
system is performing from a network
perspective. Using all this information, the
Sysplex Distributor can direct new TCP
connections to the systems that can best
service the requests.
External load balancing solutions
provided by several vendors
These solutions execute outside of
the z/OS sysplex, and are sometimes
combined with network devices such
as routers/switches or are standalone
devices that perform load balancing and
other related functions. By being general
purpose solutions, they can perform load
balancing for any IP based workload and
have no dependencies or awareness of the
type of platform or cluster that the server
applications are hosted on.
Given the various solutions that are
available, users often ask, “What is the best
load balancing solution for my z/OS sysplex
workload? Should I use Sysplex Distributor
or an external load balancing solution?”
The selection of a load balancing
solution can involve several variables,
which can signiﬁcantly depend on the
workload and environment that the
solution is deployed in. As a result, it is
difﬁcult to provide a single answer that ﬁts
all situations and environments. However,
let’s examine a couple of scenarios where
an external load balancing solution may be
a good choice:
Requirement for content based load
balancing
Certain Web application workloads can
require the load balancer to inspect the
HTTP data payload in order to determine
which application or set of applications
can service a request. For example, a load

balancer may need to forward requests
for speciﬁc URLs to a speciﬁc set of
servers. Another example is when some
HTTP requests have a session afﬁnity.
In this scenario, multiple sequential or
parallel TCP connection requests from a
given client may need to be forwarded to
a speciﬁc server instance (for example, a
shopping cart type of application).
Content based load balancers can
provide these functions by inspecting the
actual data content in the request (that is,
examining URLs or correlating cookies in
HTTP requests). This is not as simple as
it may appear, as it typically implies that
the load balancer must ﬁrst complete the
TCP connection request and then create
a separate, proxy connection to the target
server application.
Several external load balancing
solutions are capable of content based load
balancing for Web application workloads.
Some of these solutions also provide
additional features that can enhance Web
application processing, such as ofﬂoading
of SSL (Secure Socket Layer) processing,
and providing for caching of Web content.
The SSL processing is especially important
in cases where session afﬁnity needs to be
determined for HTTPS requests, where
the data payload is encrypted.
And while Sysplex Distributor does
provide support for timer-based afﬁnities
that are based on a client’s IP address (as
of z/OS V1R5), it does not provide direct
support for content based load balancing.
Preference for a single load balancing
solution across all environments
Some users may prefer to have a single
load balancing solution deployed in their
data centers, regardless of the platform that
the target servers are hosted on. This may
be especially desirable in environments
where the administration of the load
balancing solution occurs outside of the
cluster of servers (that is, in the network,
not on the server clusters).
Ok, so let’s say you have decided to
deploy an external load balancing solution
for some of your z/OS sysplex workloads.
Does that mean that you have to forgo all
the beneﬁts that an internal load balancing
solution, such as Sysplex Distributor,
would have provided, given its proximity
to the sysplex? Until quite recently, in
many scenarios the answer to this question
would have been yes. However, with the
new z/OS Load Balancing Advisor this is
not necessarily true any longer.
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The z/OS Load Balancing Advisor

The z/OS Load Balancing Advisor provides
an interface that allows external IP load
balancing solutions to obtain detailed
information and recommendations that
can be used to optimize load balancing
decisions for a z/OS sysplex environment.
The recommendations provided by the
Advisor are dynamic; they may change
as the conditions of the applications and
the systems in the sysplex change. These
recommendations include the following
components:
•
State of the target applications
and systems
This includes an indicator on
whether the target application and/or
target system is currently active.
This allows the load balancer to
exclude systems that are not active or
do not have the desired application
running.
•
z/OS WLM recommendations
WLM recommendations provide a
relative measure of a target system's
ability to handle new workload (as
compared to other target systems in
the sysplex).
•
Server application health, from a
TCP/IP perspective
TCP/IP statistics for target
applications are monitored to
determine if speciﬁc server
applications are encountering
problems keeping up with the
current workload. For example,
is a target TCP server application
keeping up with TCP connection
requests? Or are requests being
rejected because the TCP backlog
queue is full? When problems
are detected, recommendations
are adjusted appropriately so that
the load balancer can direct less
connections to any applications that
experiencing these problems.
The Server/Application State Protocol
(SASP) deﬁnes the interface that is used
between the external load balancers and
the z/OS Load Balancing Advisor. SASP
was introduced recently as part of the IBM
Enterprise Workload Manager (EWLM)
solution, see z/OS Hot Topics Newsletter
August 2004, Issue 11, GA22-7501-07,
“The next generation: Enterprise Workload
Manager takes off.”
As a result, load balancing
solutions that exploit SASP can work
with both EWLM and the z/OS Load
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Figure 1- z/OS Load Balancing Advisor solution overview
Balancing Advisor solution. SASP is an
efﬁcient protocol that is quite ﬂexible, it
provides support for both TCP and UDP
applications, and also supports both IPv4
and IPv6 network conﬁgurations.
Figure 1 depicts the high level
structure of the z/OS Load Balancing
Advisor. A single Advisor must be active
within one of the systems in the sysplex.
Using SASP, one or more external load
balancers contact the Advisor to register
their interest in speciﬁc TCP and UDP
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applications executing within the z/OS
sysplex. The Advisor communicates this
information to Load Balancing Agents
that are executing on every system in
the sysplex that is considered a target for
load balancing. The Agents dynamically
determine what applications are active on
the local system, derive the load balancing
recommendations, and then communicate
those back to the Advisor who provides
them to the load balancers.
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With the new z/OS Load Balancing
Advisor and SASP, external load
balancing solutions can now optimize
workload balancing for your z/OS Sysplex
environment. If you are currently using
or planning to use an external IP load
balancing solution, and are interested in
these optimizations, you should contact
your vendor to determine whether their
solution supports SASP. SASP is an open
protocol that is available for use by any
vendor. At the time this article was written,
it is an individual Internet Draft submitted
to and published by the IETF (Internet
Engineering Task Force). It is also worth
noting that CISCO Systems, Inc. has
already announced support for SASP in
their CISCO® Content Switching Module
(CSM).
The z/OS Load Balancing Advisor
function is available on z/OS releases
V1R4 and higher with the following
APARs:
•
PQ90032 for z/OS V1R4
•
PQ96293 for z/OS V1R5 and V1R6.
For more details related to this new
function, see the APARs mentioned above
and the following Web site: ibm.com/
support/docviewwss?uid=swg27005585.

Car V1R5, where are you?
Analyzing TCP/IP application performance using Policy Agent
BY DINAKARAN JOSEPH, LAP HUYNH, BARRY MOSAKOWSKI, AND MATTHEW GLOVER

Network performance directly impacts
application performance and the user
experience, which ultimately impacts the
enterprises’ bottom line. Communication
Server (CS) for z/OS provides a new
feature in Policy Agent for administrators
that collects and monitors Service
Level Agreement (SLA) performance
information. The SLA performance
information contains a wealth of data that
enables you to:
• Gain insight into the
performance of an enterprise
network
• Differentiate trafﬁc with
appropriate Quality of Service
(QoS) levels. Both of these
capabilities provide critical
management tools in support
of new networking trends.

•

showing network characteristics,
such as the length of the route and
the congestion status. The server
reaction delay represents how fast
an application accepts a connection
request, receives the ﬁrst message,
and turns around to respond. The
server reaction delay is useful for
showing the responsiveness of
applications that have short-lived
connections such as web servers. For
a list of all the data measurement
available, see the IP Programmers
Reference, SC31-8787 and the
networkSlapm2MIB (NSLAPM2 MIB).
Next, let’s take a look at the different
mechanisms used to collect data and the
corresponding Policy Agent conﬁguration.
Collecting performance data using
the Policy Agent

As enterprises consolidate trafﬁc,
a critical need emerges for
proper trafﬁc prioritization and
network planning to support
the requirements from different
trafﬁc types. Today, enterprises
are outsourcing more and more of
their IP connectivity with required
SLAs to network service providers.
There is a need to validate the
SLA guaranteed by these service
providers in addition to trafﬁc
management and capacity planning
for their service subscription.
Let’s take a look at the type
of SLA performance data that is
collected.

The Policy Agent offers different
mechanisms to access the SLA
performance data. The data you retrieve
can help you analyze the performance
of TCP/IP applications and evaluate the
network capacity for planning purposes.

SLA Performance data

The SLA Performance data contains
a large number of measurements
collected for the corresponding QoS
policy. This measurement data reﬂects
the performance of the network and the
local system, including the TCP/IP stack
and the applications that use it. Data
measurements are listed according to
three categories and are collected for each
deﬁned policy rule and action:
• The TCP connection related category
includes the number of active

connections, the number of accepted
connections, and the number
of denied connections. The denied
connection count results from the
connection limit deﬁned in the QoS
policy. These measurements are useful
in showing the application’s demand.
In real time monitoring they can show
how fast applications accept and serve
the inbound connection requests.
The throughput and loss related
category includes the total number of

•

octets and packets transmitted and
retransmitted due to loss. To derive the
loss rate, we divide the loss by
throughput. The loss rate equals
one minus the delivery rate that is
a typical SLA parameter guaranteed
by network service providers. The loss
rate is a measure of network
congestion and capacity to deliver the
trafﬁc load.
The TCP delay related category
includes mean and deviation delays
from the accept queue, round trip,
and server reaction. The round trip
delay measurement is useful in

February 2005

Using the Policy API (PAPI)
The Policy Agent includes an application
programming interface known as Policy
API (PAPI). PAPI is designed to allow user
applications to connect to the Policy Agent
and access SLA performance data stored
in the Policy Agent. This method can allow
near real time access to the performance
data. It can also enable administrators to
develop their own solution that monitors
the performance and adapts to changing
conditions. For instance, the solution might
update an existing QoS policy or create a
new policy upon detection of performance
degradation before it becomes a major
problem.
For information on how to use PAPI,
see the Policy API chapter in the IP
Programmer’s Reference, SC31-8787. A
sample C application, pCollector.c, showing
how to use PAPI to collect performance
data, is shipped in the samples directory:
(/usr/lpp/tcpip/samples/pagent/pCollector.c).
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Using the NSLAPM2 MIB
The Network Service Level Agreement
Performance Monitor (NSLAPM2)
SNMP subagent, shipped with the Policy
Agent, supports the Network-SLAPM2
management information base (MIB). The
MIB provides the same SLA performance
information as PAPI and it allows the
SNMP manager applications to set various
types of performance thresholds that
generate different SNMP notiﬁcation
events when the respective conditions
are met. For instance, SNMP manager
can set a TCP upper round trip delay
threshold, upper loss ratio threshold;
when the thresholds are exceeded, SNMP
notiﬁcations are generated. Upon detection
of these events, administrators can take
appropriate action to resolve the associated
problem.
Unlike the PAPI interface, the
NSLAPM2 MIB is used to collect data
only about QoS policy rules. It does not
provide a way to collect performance
information about policy actions. If a
policy action is used by one policy rule,
the performance information for both the
action and the rule should be similar. If
a policy action is used by more than one
rule, then the performance information
from all the rules that use the action is
aggregated to obtain the performance
information for the action.
Similar to PAPI, using the
NSLAPM2 MIB can provide near real
time performance data. For additional
information, refer to the NSLAPM2 MIB,
shipped in the samples directory:
(usr/lpp/tcpip/samples/slapm2.mi2).
Using the performance log ﬁles

Over a period of time the performance
information collected by the Policy Agent
can be used to evaluate the network
capacity and anticipate network growth.
This means planning upgrades to the
network can occur before a capacity
problem causes network down time or
performance degradation.
The Policy Agent includes an option
speciﬁed in the PolicyPerformanceCollection conﬁguration statement
that enables logging of the collected
performance data. Once this function
is enabled, it collects performance data
for the rules, actions, or both. The
administrator is also given the ability
to specify the interval at which the
performance data is collected and the
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Policy Rules for Distribution Center 1:
PolicyRule DistributionCenter1-FTPRule
{
SourcePortRange
20 21
DestinationAddressRange 9.nn.154.1 9.nn.154.100
PolicyActionReference
FTP-Action
}
PolicyRule DistributionCenter1-TN3270Rule
{
SourcePortRange
23
DestinationAddressRange 9.nn.154.1 9.nn.154.100
PolicyActionReference
TN3270-Action
}
Policy Rules for Distribution Center 2:
PolicyRule DistributionCenter2-FTPRule
{
SourcePortRange
20 21
DestinationAddressRange 9.nn.217.1 9.nn.217.100
PolicyActionReference
FTP-Action
}
PolicyRule DistributionCenter2TN3270Rule
{
SourcePortRange
23
DestinationAddressRange 9.nn.217.1 9.nn.217.100
PolicyActionReference TN3270-Action
}

;FTP Server
;Speciﬁes the clients in DC1

;TN3270 Server
;Speciﬁes the clients inDC1

;FTP Server
;Speciﬁes the clients in DC2

;TN3270 Server
;Speciﬁes the clients in DC2

Policy Actions for the Data Center:
PolicyAction FTP-Action
{
PolicyScope
DataTrafﬁc
OutgoingTOS
10000000
}
PolicyAction TN3270-Action
{
PolicyScope
DataTrafﬁc
OutgoingTOS
01100000
}
Figure 1 - Conﬁguration required to collect performance data
ﬁle where the data needs is stored. This
function stores the collected performance
data in binary format. The format of the
records in the binary ﬁle is speciﬁed in the
IP Conﬁguration Reference, SC31-8776
under the PerformanceLogFile statement.
A sample C application, pLogReader.c,
shows how to read the performance log
ﬁle. It’s shipped in the samples directory
(/usr/lpp/tcpip/samples/pagent/pLogReader.c).
Now, let’s look at a sample enterprise
network conﬁguration that illustrates how
conﬁguration is accomplished and how
important data is collected and graphed.
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Sample network and SLA data
collection

The sample network conﬁguration
(Figure 2) illustrates the SLA performance
monitoring features that are available in
CS for z/OS. This sample network consists
of a data center running FTP and TN3270
applications, among others, on z/OS. These
applications are accessed by two remote
distribution centers; the WAN/MAN VPN
network connectivity is provided by a
network service provider.

Distribution Center 2

Distribution Center 1

FTP Clients

FTP Clients

9.nn.217.x

9.nn.154.x

TN3270 Clients

TN3270 Clients

Network

Data Center
Figure 2 - Sample network
In this conﬁguration, we want to
• Obtain trafﬁc patterns for FTP and
TN3270 to track performance and
SLA of the important trafﬁc from the
data center to the two remote
distribution centers.
• Gain insight in terms of performance
and trafﬁc load for capacity planning
and resource allocation. These
insights will help in adapting trafﬁc
demand to available network resource.
This means using QoS policy to adjust
trafﬁc priorities for different times
of day, or to limit throughput of less
important trafﬁc enabling critical
trafﬁc to have more bandwidth, or
to update subscription with the
network service provider.
For illustration purposes, we only simulate
trafﬁc pattern and demand for TN3270
and FTP. See Figure 2.
Policy Agent conﬁguration

The Policy Agent is conﬁgured with
different rules to map FTP and TN3270
trafﬁc to the two Distribution Centers.
This mapping helps get the performance

information for the two applications. The
rules are mapped to different actions for
the two applications and thus helps in
setting different characteristics.
The policy rules determine the
granularity of trafﬁc to aggregate for
performance collection. In the example,
the DistributionCenter1-FTPRule collects
performance data for all FTP trafﬁc to
a subnet (192.nn.154.1 192.nn.154.100).
This policy rule is made more granular,
when required, to collect data about
a particular IP address by making the
DestinationAddressRange point to just one
IP address. See Figure 1.
Analyzing real time performance

Real Time performance is analyzed using
the Policy API or the NSLAPM2
Subagent. To analyze the real time
performance, conﬁgure Policy Agent to
collect performance data. Next, use
PAPI or the NSLAPM2 subagent to
retrieve this performance data. Use the
PolicyPerformanceCollection statement to
enable the policy performance collection
function within the Policy Agent. The
performance data collected for rules and
February 2005

actions, or both. Add the following to the
Policy Agent conﬁguration ﬁle to enable
performance collection for policy rules:
PolicyPerformanceCollection
{
DataCollection
MinimumSamplingInterval
}

Enable
Rule
30

Collecting performance data
using PAPI
Once the Policy Agent is conﬁgured to
collect performance data, an application
accesses this performance data using the
Policy API. The application ﬁrst connects
and registers with the Policy Agent using
the papi_connect() call. Then the papi_
get_perf_data() call is used to retrieve the
performance data. Once the performance
data is retrieved from the Policy Agent,
the helper functions provided are used to
access the required information within the
retrieved performance data.
Collecting performance data using
NSLAPM2 MIB
To collect performance data using the
NSLAPM2 MIB, the Policy Agent is
conﬁgured to collect the performance
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Figure 3 - A side-by-side comparison of the library modules
data like PAPI. The NSLAPM2 subagent
is conﬁgured as speciﬁed in the IP
Conﬁguration Guide, SC31-8775. Once the
subagent is conﬁgured, the performance
data is retrieved by any SNMP manager.
The information returned by the
NSLAPM2 subagent is speciﬁed by the
NSLAPM2 MIB.
For this article we collected the SLA
performance data using the NSLAPM2
subagent. The throughput and the
retransmission count were collected for
all the rules. The graphs in this article
were plotted using the collected data. Note
that the loss rate is derived by taking the
ratio of the retransmission over the total
count. The graphs show different demand
ﬂuctuations and the higher loss rate for
Distribution Center 1. It is acceptable
if this rate is under the delivery rate
SLA promised from the network service
provider for the corresponding QoS service
level. This is represented through the
setting of outgoing differentiated services
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codepoint (DSCP) type of service (ToS)
value in QoS policy. Otherwise, this data
indicates that this SLA’s objectives are not
being met.
This near real time information is
also used by administrators to dynamically
adapt demand to the changing conditions.
Evaluating network capacity

The Policy Agent also provides an easy way
to save the collected performance data to
a binary ﬁle. The PerformanceLogFile
statement and the LogSamplingInterval
statement are used with the
PolicyPerformanceCollection statement
to enable performance information logging.
To enable performance data logging, use
the following statements within the
PolicyPerformanceCollection

statement.
PerformanceLogFile/home/policy/
performance.logLogSamplingInterval
1800; every 30 minutes.

z/OS HOT TOPICS Newsletter, Issue 12

A sample C application pLogReader.c, that
shows how to read the performance log
ﬁle, is shipped in the sample’s directory
(/usr/lpp/tcpip/samples/pagent/).
The graphs in Figure 3 show the
trafﬁc load in short periods of time. When
collected and graphed the trafﬁc demand
in longer units of time, weeks and months,
a trend is found in trafﬁc demand of
different applications and network design
and capacity is planned accordingly.
In summary, you have seen how
administrators can exploit the new SLA
Performance monitoring feature in CS for
z/OS. The SLA performance information
can contain a wealth of data that can be
used to gain insights into the performance
of an enterprise network, while at the
same time differentiating trafﬁc with
appropriate QoS service levels. Both of
these capabilities can help provide the
critical management tools that are needed
to support new networking trends.

SNMP’s extreme makeover
BY DINAKARAN JOSEPH, SARA HAGGAR, AND KIM BAILEY

•

Are you still using SNMPv1 as the
protocol to manage your network? Does
it provide the level of security needed
to protect information about your
systems? Consider an SNMP makeover
with SNMPv3. The SNMPv3 protocol
has been a standard now for over a year
and is supported by leading system and
network providers, including IBM’s
z/OS Communication Server. SNMPv3
was designed to provide secure network
management. If you haven’t taken the step
toward implementing SNMPv3, read on
to ﬁnd out about the function SNMPv3
provides and how you can migrate an
existing SNMP conﬁguration.
Overview of SNMP

Simple Network Management Protocol
(SNMP) is the standards-based network
management protocol used to manage
TCP/IP networks. The SNMP protocol has
been evolving for over twenty years now,
with each generation attempting to address
the deﬁciencies of the previous while
striving to keep things simple:
•
SNMPv1, standardized in 1988,
is the ﬁrst and most commonly
used version. It became very
popular and is probably the most
widely deployed of the SNMP
generations today; however, it uses
community-based security, which
is not very secure.
•
SNMPv2 has made several
attempts to address these security
issues, with the party-based
security model SNMPv2p, the
user-based security model
SNMPv2u, and the communitybased SNMPv2c. Although these
attempts were not successful
in addressing the major security
issues, SNMPv2 did provide
several improvements over

SNMPv1, especially in the
area of data retrieval. It continued
with community-based security
with SNMPv2c, but SNMP
architects knew they still needed
a good security model.
SNMPv3 was architected in the
late 1990’s, and in December of
2002 become a standard.
SNMPv3 uses the basic SNMP
management system and
operations of SNMPv1 and
SNMPv2, but adds an entirely
new security architecture.

Overview of the SNMP security
models

SNMPv1 and SNMPv2c
The security model used by SNMPv1
and SNMPv2c is the community-based
security model. In this model, an SNMP
community is made up of an SNMP
agent along with SNMP manager entities.
Managers typically request management
data from the agents. Each SNMP
community is represented using an octet
string called the community name. When
the manager communicates with the
agents, it uses the community name as a
password to get access to the management
resources. Because the community name
is sent in every packet in clear view, these
communications are not secure.
The access control mechanism
provided by SNMPv1 is very simple. A
community is allowed access to read or
write objects in a management information
base (MIB) tree. In most implementations,
a community has access to all of the
objects in the MIB, and you can’t restrict
the access to a particular part of the
MIB tree.
SNMPv3
SNMPv3 addresses the basic lack
of security inherent in the previous
SNMP versions. It uses the user-based
security model (USM) which provides for
authentication and privacy. Additionally,
access control is provided with viewbased access control model (VACM).
Both USM and VACM provide for secure
communications when you use SNMPv3.
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User - based Security
Model (USM): This
model was designed to
provide message security.
USM supports both
authentication
(Data Integrity, Data
Authentication) and privacy (protection
against disclosure of message payload).
For authentication, the protocols supported
are HMAC-MD5 and HMAC-SHA.
For privacy, CBC-DES is the supported
symmetric encryption protocol.
View - based Access Control Model
(VACM): VACM is used to provide access
control. With VACM, users are deﬁned to
groups that are allowed to access different
views or parts of the management data
(MIB objects) depending on deﬁned data
access privileges.
More than just security with SNMPv3:
In addition to a robust new security model,
SNMPv3 added other key updates to the
protocol such as improved notiﬁcation
support. A new type, INFORM, is like a
TRAP that requires an acknowledgement.
If the acknowledgment is not received,
the INFORM is resent. With SNMPv3, a
TRAP can also be ﬁltered at the sender.
A new, powerful function allows for the
dynamic conﬁguration of the SNMP agent
using MIBs deﬁned in RFC’s 3584 and
3411 through 3415.
Using SNMPv3 on z/OS

If you conﬁgure and run a z/OS SNMP
agent to provide management data,
and you’re still using community-based
security, consider updating your agent
with additional controls to protect your
data and restrict which managers can
access it. In a z/OS environment, the
SNMP agent, called OSNMPD if it is
running as an MVS started procedure or
osnmpd if it is running from the OMVS
shell, supports SNMPv1, SNMPv2c and
SNMPv3. SNMPv3 has been supported
since OS/390 V2R7. OSNMPD supports
the SNMP framework such that multiple
SNMP message and security models
can coexist. On z/OS, OSNMPD can be
conﬁgured to use USM and VACM in the
following manner:
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•
•

Through the SNMPD.CONF
conﬁguration ﬁle
Dynamically through the SET
commands using the MIBs
deﬁned in RFC’s 3584 and
3411 through 3415.

3.

Consider updating your SNMP
agent

In some cases your OSNMPD agent might
need to interact with SNMP managers
that require SNMPv3, while at the same
time supporting other managers that still
require community-based security. To use
SNMPv3, you must use the conﬁguration
ﬁle SNMPD.CONF and deﬁne the USM
and VACM statements to securely interact
with SNMPv3 managers. If you have a
mixture of SNMP managers, you will also
need to migrate your community-based
deﬁnitions in PW.SRC to SNMPD.CONF.
Even if your managers continue to be
community-based, there are important
advantages to migrating your PW.SRC to
SNMPD.CONF:
•
Allows users to make use of the
access control mechanism
provided with SNMPv3 with
community-based security
•
Provides the ability to
dynamically conﬁgure the z/OS
SNMP agent using MIBs
•
Provides a way of easing into
SNMPv3 user based security
•
Does not require any changes to
the manager conﬁguration.
The following description highlights the
steps needed to migrate your existing
PW.SRC and SNMPTRAP.DEST ﬁles to
SNMPD.CONF and also what changes to
make to SNMPD.CONF to use SNMPv3
security. For details on conﬁguration,
see, z/OS Communications Server IP
Conﬁguration Guide, SC31-8775 and z/OS
Communications Server IP Conﬁguration
Reference, SC31-8776.
Migrating community-based
security to SNMPD.CONF

1.

2.

For each community name deﬁned
in the PW.SRC ﬁle, create an
SNMP_COMMUNITY statement in
the SNMPD.CONF ﬁle. This identiﬁes
the community names deﬁned to the
agent.
Create TARGET_ADDRESS
statements to identify the address
range permitted to use a particular
community name.For each SNMP_
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4.

COMMUNITY statement and for
each range of addresses for which it is
used, create a TARGET_ADDRESS
statement.
Deﬁne the following statements to
determine which SNMP communities
get access to which pieces of data
and the type of access that they are
allowed:
• VACM_GROUP: specify one
statement for each security
model (in this case SNMPv1
or SNMPv2c) and use the
community name(s) from
PW.SRC.
• VACM_VIEW: specify one
statement for each set of MIB
object identiﬁers that you want to
protect.
• VACM_ACCESS: specify one
statement that ties together the
VACM_GROUP and VACM_
VIEW and deﬁnes each group/
view permission. You can deﬁne
the group’s permission to read,
write, and receive notiﬁcations for
the deﬁned views.
To continue sending notiﬁcations,
convert the entries in the
SNMPTRAP.DEST to the SNMPD.
CONF ﬁle.
• Add one NOTIFY statement for
type TRAP.
• Add one TARGET_ADDRESS for
each manager that will receive a
TRAP.
• Optionally, conﬁgure a TARGET_
PARAMETERS statement to
identify the message model
used in sending notiﬁcations
to particular destinations. The
default is SNMPv1, or specify
SNMPv2c. Encryption and
authentication are not used.

Conﬁgure OSNMPD for SNMPv3

1.

Determine which SNMP users
(typically managers) will communicate
SNMP requests to the agent. Deﬁne
the USM_USER statement to deﬁne
the name, the protocol and key to
authenticate messages for the user,
and the protocol and key to encrypt
messages for the user. The
pwtokey command can be
used to generate the keys.
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2.

3.

Determine which SNMP users get
access to which pieces of data, and
the type of access they are allowed.
Deﬁne the following VACM_*
statements:
• VACM_GROUP: to identify
members of a group with the
same access privileges. The
security model for SNMPv3
is USM.
• VACM_VIEW: to identify the
MIB object identiﬁers to which
access will be permitted or
denied.
• VACM_ACESS: to tie together
the VACM_GROUP and VACM_
VIEW statements by deﬁning the
group’s permission to read, write,
and receive notiﬁcations for the
deﬁned views.
To send notiﬁcations, deﬁne the
following conﬁguration statements:
• Add one NOTIFY statement for
each type of notiﬁcation, such as
TRAPs or INFORMs.
• Add one TARGET_ADDRESS for
each manager that will receive a
notiﬁcation.
• Optionally, conﬁgure a
TARGET_PARAMETERS
statement to deﬁne the security
parameters, such as encryption
and authentication, used when
sending notiﬁcations.

SNMPv3 deserves a fresh look

Controlling access to information about
your systems, subsystems, and applications
is a concern for any system administrator.
If you are still using community-based
SNMP, security is compromised, and users
in the network can obtain information
about these key resources with very little
effort. Isn’t it time to consider a makeover
of SNMP on your system? SNMPv3 can
improve the security of your network and
restrict access to management data to only
those with a need to know. SNMPv3 is the
way to go.

Back to the future
New environment for SNA applications
BY JERRY STEVENS, LORI NAPOLI, AND ERIKA LEWIS

Over the past thirty years, companies
like yours have invested considerable
resources and time in developing and
enhancing SNA-based applications.
Your company needs to preserve this
investment and continue to beneﬁt from
the rich set of functions provided by
SNA-based communications. At the same
time, however, you probably also want to
optimize your network infrastructure and,
in particular, migrate from older hardware
networking equipment. As businesses
are choosing paths for new or migrated
workloads, many companies are looking
to Linux, the fastest growing operating
system environment today.
Let’s discuss a new type of
communication controller—one that helps
you beneﬁt from the latest technology
and simplify your network topology,
while helping to preserve your company’s
investment in SNA-based applications.
Everything old is new again

For many years, a key software product
for subarea SNA has been the Network
Control Program (NCP) that runs on each
IBM 374x Communication Controller.
The NCP provides networking functions,
such as SNA Network Interconnect
(SNI) that many business-to-business
solutions depend on. In 2002, however,
IBM withdrew the 374x hardware from
marketing. So, you might ask: How can
IBM preserve the same critical networking
software solutions without this required
hardware platform?
In place of 374x hardware, IBM has
developed a new controller, called the IBM
Communication Controller for Linux on
zSeries, or CCL, for short. This controller
allows the NCP software to run on Linux
on zSeries, and preserves the NCP
functions you depend on, such
as SNI, Extended Recovery
Facility (XRF), Boundary
Network Node (BNN),
Intermediate
Network Node
(INN), and SSCP
takeover.
By emulating
a 374x on Linux,
CCL provides a
direct migration

path for the NCP software currently
running on 374x hardware. Moving these
business critical functions into Linux on
zSeries allows you to take advantage of the
beneﬁts of a virtualized controller in the
zSeries environment, simplify your network
to be IP-only and extend the life of your
critical SNA applications.
What’s in a CCL?

CCL consists of three components, as
follows:
1. CCL engine. This program, which
runs in the user space, enables the
NCP to run in the new environment
without modiﬁcations. Each instance
of the CCL engine loads one NCP.
Multiple CCL engines can run in
the same Linux image. Each NCP is
separately licensed, just as it would be
on an actual 374x, but on a different
tier structure.
2. CCL network device handler (NDH).
This program, which runs in the
Linux kernel, provides the interface
from the Linux device driver (network
adapter) to the CCL engine. The
NDH routes each frame to the correct
instance of the CCL engine and
transparently bridges the frames to
Ethernet (when applicable).
3. CCL MOSS console. This program
is a browser interface that provides
functions similar to the MOSS console
of the 374x hardware.
But is it on demand?

You can create and start CCL based on
the demands of your network. If you need
another controller, you just start another
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instance. As a result, CCL truly possesses
on demand attributes.
A winning combination of old
and new CCL takes advantage of many
key attributes of zSeries. It preserves
the characteristics of the mature and
stable NCP product along with its critical
functions (such as SNI), and combines
it with the openness of Linux and the
reliability, security, scalability, and business
resiliency for which zSeries is known. The
result is an integration of existing missioncritical communications with leading edge
Linux for zSeries servers. Incorporating
NCP functions into zSeries allows the
SNA network to continue to merge into
the server. This allows z/OS applications
and SNA (VTAM) functions to be tightly
integrated with NCP, taking another
step towards simplifying your network
conﬁguration.
Alternative solutions

Besides CCL, there are other ways to
migrate from the 374x Communication
Controller, most of which are described
in the RedBook IBM Communication
Controller Migration Guide, SG24-6298.
In this book, published in 2002, it was
assumed that 374x installations would
also migrate off of NCP software, and
diverge from subarea SNA. For most of
the NCP advanced capabilities listed in
the book, you cannot migrate the same
function to another platform, but rather,
must use one of the alternative solutions
listed in the book.
Many of those alternatives, however,
can involve complex migration steps. For
example, the most complete option for
migrating from the 374x for SNI, is to
move to APPN Extended Border Node
(EBN). The major complications
of choosing this alternative are
that it relies on APPN and
it requires a coordinated
change on both sides of
the SNI connection. If
your network does not
use APPN, or if you
connect to a business
partner that does
not use APPN, this
alternative is not an
option for you.
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Ease of migration

Whereas the changes required to migrate
to one of the alternatives documented in
the Redbook mentioned previously are
often nontrivial, the CCL solution requires
very few changes. You can deploy CCL in
a Linux image running in either a native
zSeries LPAR, or in a z/VM LPAR (for
the cost savings of IFL CPs). Also, CCL
supports multiple NCP instances running
in the same Linux image.
CCL does not require APPN; you
can use it in a network that is using pure
subarea SNA. However, this does not mean
that the network infrastructure has to be
SNA. You can consolidate your network
and use Data Link Switching (DLSw)
to encapsulate the SNA communication
across an IP WAN.
Another major advantage of the
CCL NCP alternative compared to other
solutions is that there is no coordinated
change that needs to be done on both sides
of the SNI connection. Therefore, you can
migrate from 374x hardware products to
the new CCL solution and the change is
transparent to your business partners.
Getting there from here

Migrating from 374x to CCL does require
a few changes. Here is a summary of the
actions you might need to take:
• Get the VTAM PTF that enables
NCP activation and ownership over
an Open Systems Adapter-Express
(OSA-Express) LAN. This PTF

•

•
•

(number not yet available at the time
of publication) will be available on all
supported releases of z/OS, OS/390,
z/VM, and VSE.
Ensure that your OSA-Express has
the microcode level that supports
conﬁguring the service access points
(SAPs) that are needed to enable SNA
trafﬁc over LCS.
Ensure that the NCP is conﬁgured for
a LAN attachment to VTAM (that is,
not a channel link attachment).
For business partners (SNI connection)
or clients (BNN), you must coordinate
the use of the MAC address and the
OSA-Express that is connected to
the CCL engine. To avoid changes
at the business partner or client, you
can conﬁgure OSA Express to reuse
the MAC address used by the 374x
Communication Controller that is
currently running the NCP.

From an operational perspective, you
generate the NCP for CCL the same way
you do for an NCP on a 374x controller.
Then, transfer the load module to the
Linux image that will run CCL.
To load the NCP, start the CCL
engine and specify the NCP load module
name as an argument. From a VTAM
perspective, CCL provides interfaces to
load, operate, manage and dump CCL
NCPs in a manner similar to operating an
NCP in a 374x. The 374x MOSS console is
provided in the form of an HTTP browser,

and provides controller functions that are
needed in the new environment.
In Figure 1, CCL is replacing a 374x
controller. The physical connectivity is
now provided by OSA-Express through an
Ethernet connection. The business partner
is still accessible through SNI, and can
continue to use a 374x controller without
changes. Although it is not depicted in
Figure 1, the CCL can also have BNN
resources attached to Network A.
Host and network connectivity
All initial CCL connectivity will be
through LAN attachment. For a LAN
attachment, NCP supports token-ring
(NCP Token-Ring Interface, or NTRI).
Although the NCP requires NTRI, the
CCL exploits both LAN types, Ethernet
and token-ring.
For zSeries, LAN attachment is
provided by OSA-Express. SNA trafﬁc for
the Linux environment is provided by
OSA-Express conﬁgured in LCS mode
(OSE). Using OSA-SF, SNA SAPs are
conﬁgured, rather than IP addresses. You
can share this same OSA port for IP trafﬁc
(that is, you can conﬁgure both SAPs and
IP addresses).
If the LAN type is Ethernet, the
CCL NDH maps the Ethernet frames to
token-ring before presenting them to the
CCL Engine. On the operating system,
VTAM requires an OSA port conﬁgured
in LSA mode, and the CCL (on Linux)
requires an OSA port conﬁgured in
LCS mode.

IBM zSeries
z/OS (VTAM)
VSE
VM/VTAM

IBM zSeries

IBM 3745/46

Linux
CCL
(NCP)

IBM 3745/46

T/R

T/R

NCP

(LSA)

NCP

IP WAN

- (LCS)

DLSw

Ethernet

OSA Express

Network A

DLSw

-- SNI --

Figure 1- CCL on zSeries replaces the IBM 374x Communication Controller
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Network B (business partner)

Connectivity to the WAN is also through
LAN attachment (again OSA in LCS
mode). The 374x hardware supports a wide
variety of line connectivity options, which
are not available on zSeries hardware. For
example, X.25 QLLC, Frame Relay, SDLC,

and more are supported on the 374x.
This doesn’t mean you cannot migrate
from the older hardware. In a CCL
environment, you can terminate these SNA
lines at a Data Link Switching (DLSw)
router and map them to LAN connections
for the CCL NCP.

Find out more

For more information about
Communication Controller for Linux on
zSeries and how to migrate your NCPs to
CCL, see the following Web sites:
• itindepth.com/Devine2.htm
• ibm.com/software/network/
commcontr.

And now a word from our sponsors:
IMS PI/KBLA differences
BY MARGARET WILSON

Given that the Knowledge Based Log
Analysis (KBLA) tool and the separately
orderable Problem Investigator (PI) tool
both offer IMS log analysis capabilities,
you might well wonder: How do these tools
relate to each other? Do I need them both?
The answer depends on the following
considerations:
• Whether you plan to do problem
determination for an IMS system on
your own, or use IBM Support
• Whether you will order a separate
product or use base IMS functions
• Your current level of IMS.
We’ve summarized these differences
in Figure 1.
IMS Tool

How it is used

What it offers

How you get it

KBLA

Helps you work
with IBM Support
in servicing your
IMS system.

A collection of batch oriented log utilities (new with
IMS V9) that provide specialized reporting of log
records. The reporting is based on a predeﬁned
knowledge set that is useful in diagnosing a variety
of IMS problems.

KBLA comes as part of the
base function in IMS V9, so
there’s no extra charge for it.
It is not available for earlier
versions of IMS.

PI

Helps you
investigate IMS
problems on your
own. Designed for
both novice and
experienced IMS
users who want
to take their log
analysis to the
next level.

•
•
•
•

Quick, intuitive, easy-to-learn user interface.
Enhanced reporting functions.
Works out of the box (no modiﬁcation needed).
Complete formatting of all IMS log records—
down to the ﬁeld level.
Interactive ISPF log browser with extensive
filtering and inter-record tracking capabilities
This capability is also provided in the
batch reporting and extract facility.

Order it separately; specify
program number 5655-K50.
It is available for use on all
supported versions of IMS
(V7, V8, and V9).

•

Figure 1 - IMS log analysis tools at a glance
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SMP/E basics: A quick refresher on my favorite change
management system
BY DAVID CORNELL

Okay, admit it: There are things you always
wanted to know about, um, SMP/E, but
were afraid to ask. Whether you are an
experienced system installer or the newest
member of your company’s mainframe
IT organization, you might beneﬁt from a
quick refresher course on this important
change management facility of z/OS. Read
on for the basics of SMP/E.
What SMP/E is

SMP/E helps you, the system programmer,
manage the installation of software
products on your z/OS system and track
the modiﬁcations you make to those
products. Usually, it is your responsibility
to ensure that all software products and
their modiﬁcations are properly installed
and at the proper level.
Understanding your system

z/OS is made up of smaller blocks of code
that perform a speciﬁc function within the
system.Each system function is composed
of one or more load modules, which is
the basic unit of executable code. Load
modules are created by combining one or
more CSECTs (or DSECTs). The source
of a CSECT might be an object module,
a load module, or source code. To create
a load module or program object, you use
the Binder to process the input.
Beyond object modules and source
code, most products distribute many
additional parts, such as macros, help
panels, dialog elements, and other library
members. These basic building blocks of
your system are called elements.
Over time, you’ll need to add new
functions to your system, upgrade some
of the elements of your system, or modify
some elements for a variety of reasons.
In all cases, you are making system
modiﬁcations. In SMP/E, these system
modiﬁcations are called SYSMODs.
A SYSMOD contains the information
SMP/E needs to install and track system
modiﬁcations. It has two parts:
•
Modiﬁcation control statements
(MCS),which tell SMP/E
- What elements are being added,
updated or replaced
- How the SYSMOD relates
to product software and
other SYSMODs
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•

- Other speciﬁc installation
information.
Modiﬁcation text, which is the
object modules, macros, and other
elements supplied by the SYSMOD.

SYSMODs come in four varieties:
•
Function SYSMODs; these introduce
the elements for a product.
•
PTF (program temporary ﬁx)
SYSMODs; these are intended
to prevent or ﬁx problems with
elements, or introduce new elements.
•
APAR (authorized program
analysis reports) SYSMODs; these
are designed to ﬁx problems with
elements.
•
USERMOD (user modiﬁcations)
SYSMODs; these customize elements
to suit your needs.
Function SYSMOD

A function SYSMOD introduces a new
product, a new version or release of a
product, or updated functions for an
existing product into the system. All other
types of SYSMODs are dependent upon
the function SYSMOD, because they are
all modiﬁcations of the elements originally
introduced by the function SYSMOD.
There are two types of function SYSMODs:
•
A base function SYSMOD adds or
replaces an entire system function.
Examples of base functions are
SMP/E and JES2.
•
A dependent function SYSMOD
provides an addition to an existing
system function. It is called
dependent because its installation
depends on a base function
already being installed. Examples
of dependent functions are the
language features for SMP/E.
Base and dependent function SYSMODs
introduce new elements into the system.
Base functions from IBM always
have FMIDs that start with H or E, while
dependent functions from IBM have
FMIDs that start with J or F.
PTF SYSMOD

When a software problem is reported
and IBM accepts the authorized program
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analysis report (APAR), IBM releases a
program temporary ﬁx (PTF) to ﬁx the
problem. The PTF SYSMOD is the PTF.
Like other SYSMODs, it is designed
to add, replace, or update one or more
elements of a system function. Although
you might not have experienced the
problem the PTF is intended to ﬁx, it
is sometimes advisable for you to install
a PTF SYSMOD anyway to prevent the
problem from occurring on your system.
The PTF SYSMOD is used to
install the PTF, thereby preventing the
occurrence of that problem on your system.
PTF SYSMODs are always
dependent upon the installation of a
function SYSMOD. In some cases, a PTF
SYSMOD might also be dependent upon
the installation of other PTF SYSMODs.
Dependencies on other PTFs can be called
prerequisites (PRE), corequisites (REQ,
or conditional requisites (IF). As a group,
these dependencies are called requisites.
APAR SYSMOD

You might need to correct a serious
problem that occurs on your system before
a PTF is ready for distribution. In this
situation, IBM supplies you with an APAR,
which is a ﬁx designed to quickly correct
a speciﬁc area of an element or replace
an element in error. You install an APAR
SYSMOD to implement a ﬁx, thereby
updating the incorrect element.
Like a PTF, an APAR must replace
or update all of the elements needed to
ﬁx a bug. The APAR SYSMOD always has
the installation of a function SYSMOD as
a prerequisite, and can also be dependent
upon the installation of other PTF or
APAR SYSMODs.
USERMOD SYSMOD

IBM provides you with certain modules
that allow you to tailor IBM code to meet
your speciﬁc needs. After making the
desired changes, you add these modules
to your system by installing a USERMOD
SYSMOD. This SYSMOD can be used
to replace or update an element, or to
introduce a totally new user-written
element into the system. In either case, you
build the USERMOD SYSMOD either to
change IBM code or to add your own code.

Some IBM modules are intended to be
added by a USERMOD (typically, exits that
are called if they exist), while others are
intended to be replaced by a USERMOD
(for example, dummy exits that are always
called and assumed to exist).
Prerequisites for USERMOD
SYSMODs are the installation of a function
SYSMOD and possibly the installation
of other PTF, APAR, or USERMOD
SYSMODs.
SYSMOD dependencies

All other kinds of SYSMODs modify a
function SYSMOD. They might also have
other dependencies, as follows:
•
PTF SYSMODs might depend on
other PTF SYSMODs.
•
APAR SYSMODs might depend on
PTF SYSMODs and other APAR
SYSMODs.
•
USERMOD SYSMODs might
depend on PTF SYSMODs, APAR
SYSMODs, and other USERMOD
SYSMODs.
Keeping track of the pieces

To track and control elements successfully,
all elements and their modiﬁcations and
updates must be clearly identiﬁed to
SMP/E, based on modiﬁcation identiﬁers.
Three modiﬁcation identiﬁers are
associated with each element:
•
Function modiﬁcation identiﬁers
(FMIDs) identify the function
SYSMOD that introduced the
element into the system.
•
Replacement modiﬁcation identiﬁers
(RMIDs) identify the last SYSMOD
(usually a PTF SYSMOD) to replace
the element.
•
Update modiﬁcation identiﬁers
(UMIDs) identify the SYSMODs that
have updated an element since it was
last replaced.
SMP/E uses these modiﬁcation identiﬁers
to track all SYSMODs installed on your
system.
Distribution and target libraries

To properly perform its processing,
SMP/E must maintain a great deal of
information about the structure, content,
and modiﬁcation status of the software
it manages. To do so, SMP/E uses
distribution libraries and target libraries.
Distribution libraries contain elements,
such as modules and macros, which are
used as input for running your system.

One very important use of distribution
libraries is for backup. Should a serious
error occur with an element on the
production system, the element can be
replaced by the prior level found in the
distribution libraries. Target libraries are
intended to contain all the executable code
needed to run the system.
To keep track of all of this
information, SMP/E provides a tracking
mechanism known as the consolidated
software inventory or CSI.
The CSI contains an entry for
each element in its libraries. The entries
contain the element name, type, history,
how the element was introduced into the
system, and a pointer to the element in
the distribution and target libraries. The
CSI does not contain the element itself,
but rather a description of the element it
represents.
SMP/E zones

The CSI is logically partitioned, and each
partition is called a zone. There are three
different kinds of zones in a CSI. Entries
representing elements in the distribution
libraries are contained in the distribution
zone. Entries representing elements in the
target libraries are contained in the target
zone. The CSI also contains a global zone
that contains:
•
Entries needed to identify and
describe each target and distribution
zone to SMP/E.
•
Information about SMP/E
processing options.
•
Status information for all SYSMODs
SMP/E has begun to process.
•
Exception data for SYSMODs
requiring special handling or that
are in error.
In SMP/E, exception data usually refers
to HOLDDATA. HOLDDATA is often
supplied for a product to indicate a
speciﬁed SYSMOD should be held from
installation.
Reasons for holding a SYSMOD can be:
•
A PTF is in error and should not be
installed until the error is corrected
(ERROR HOLD).
•
Certain system actions may be
required before SYSMOD installation
(SYSTEM HOLD).
•
The user should perform some
actions before installing the
SYSMOD (USER HOLD).
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The information in the global zone,
distribution zones, and target zones,
represents the data SMP/E needs to install
and track your system software.
Basic SMP/E commands

The basic commands needed to use
SMP/E are:
•
SET. Use this command to identify
the zone and libraries (if DDDEFs
are present and correct) on which
subsequent SMP/E commands are to
act.
•
RECEIVE. Use this command
to copy a SYSMOD from the
distribution medium on which it
was sent into the data sets used by
SMP/E.
•
APPLY. Use this command to install
the SYSMOD elements into the
target libraries.
•
RESTORE. Use this command to
remove a SYSMOD and restore the
previous level of the parts replaced
or updated by the SYSMOD and
delete any parts it added.
•
ACCEPT. Use this command to
update the distribution libraries so
they are available for backup of any
future SYSMODs.
Displaying SMP/E data

SMP/E allows you to display information
in its CSI, as well as information about
modules, macros, and other elements with
the following:
•
Query dialogs that display speciﬁc
information you request
•
LIST commands that generate
information about your system
•
REPORT commands that check,
compare, and generate information
about the contents of zones on
your system
•
The CSI application programming
interface (API) that application
programs can use to query the
contents of your system’s CSI data
sets.
More information

For recent updates to SMP/E, links to the
online SMP/E library, and a link to the
downloadable copy of SMP/E (free to z/OS
licensees), visit the SMP/E Web site:
ibm.com/servers/eserver/zseries/zos/smpe/.
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Dictionary of unusual terms:
From AMODE to z/OS
BY JOHN MONTI, BARBARA NEUMANN, AND DEBRA NOLL

If you use the z/OS C/C++ compiler, z/OS
Language Environment, or z/OS UNIX
System Services, the following terms will
be of interest to you.
What is the difference between
conforming and enabled?

Language Environment-conforming
An application that can only run with the
Language Environment run-time library.
A Language Environment-conforming
application can use the Language
Environment callable services.
Language Environment-enabled
An application that can run with both
the current Language Environment
run-time library and a previous runtime. A Language Environment-enabled
application cannot use Language
Environment callable services. The
exception is VS COBOL II programs,
which can use the Language Environment
date and time callable services.

What do the basic UNIX
terms mean?

What are the different types
of calls?

shell
A shell provides commands and utilities
that give the user an efﬁcient way to
request a range of services. z/OS UNIX
has two shells, the z/OS
shell and the tcsh shell.
They are collectively
called the z/OS UNIX
shells.

Language Environment
callable service
In Language Environment, a set of
service routines, such as date and time
services, which are invoked by a Language
Environment-conforming application using
the Language Environment-deﬁned call
interface.

kernel
The part of an operating
system that performs
basic functions. For
example, the kernel
allocates hardware resources.
What is the difference between a
stack and a heap?

stack
An area of storage (stack segment) used
for suballocation of stack frames (register
save areas and other local storage) whose
lifetime is directly related to the execution
of the current routine. Such suballocations
are allocated and freed on a LIFO (last in,
ﬁrst out) basis. A stack is a collection of
one or more stack segments consisting of
an initial stack segment and zero or more
increments.
heap
An area of storage (heap segment) used
for allocation of storage whose lifetime
is not related to the execution of the
current routine. Such suballocations are
allocated and freed as needed. The heap
consists of the initial heap
segment and zero or more
increments.

Language Environment-conforming
compiler
A compiler that generates Language
Environment linkage conventions and
requires Language Environment run-time
libraries.

z/OS UNIX callable service
A z/OS UNIX callable service is a
programming interface that uses the CALL
macro to access z/OS system services.
C function
A routine written in the C language
that can be called by other routines.
C functions are either part of a library
of functions or part of an individual
application.
How do you specify addressing in
Language Environment?

Applications can run in 24-bit addressing
mode (AMODE 24), 31-bit addressing
mode (AMODE 31), or 64-bit addressing
mode (AMODE 64). AMODE 24
applications can access only the ﬁrst 16
megabytes of virtual storage. AMODE 31
applications can access only the ﬁrst 2
gigabytes of virtual storage. AMODE 64
applications can access virtual storage up
to 16 exabytes.
Where can I ﬁnd more terms
deﬁned?

For more Language Environment terms,
see z/OS Language Environment Concepts
Guide, SA22-7567. For more information
on UNIX System Services terms, see
z/OS UNIX System Services Planning,
GA22-7800. For IBM terms, see
ibm.com/ibm/terminology.

*07GA22750108*

GA22-7501-08
Page 48

February 2005

z/OS HOT TOPICS Newsletter, Issue 12

