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A letter from the editors
Everyone loves to eat. The fact that food is necessary for our survival is a moot point
to those who delight in the delicacies of cuisine. Believe it or not, the z/OS Hot Topics
Newsletter itself is very similar to ﬁne cuisine! (Yes, it’s true—bear with us.) Consider
the popular television show “Iron Chef.” Much like those food virtuosos, we take a
main ingredient and create from it numerous scrumptious morsels to delight the
senses. Need proof? Allow us to unveil our menu!
The article lineup for Issue 11 is headed up by none other than Jim Porell, who
gives you an all-access pass into the fascinating world of infrastructure simpliﬁcation
in his article Infrastructure simpliﬁcation: Is your infrastructure the greatest mystery
of all time? Now, following that article’s lead, allow us to tempt you with our other
courses. If the only meaning the term “zAAP” holds for you is the sound that
mosquitos make when they hit your garden bug zapper, treat yourself to Don Ault’s
article Mission: zAAP your costs - Running WebSphere Application Server and Java
on the zAAP about the indispensable zSeries Application Assist Processor (zAAP).
Then go on to check out Heal thyself! - Mettle Test demonstrates the autonomics of
WebSphere Application Server by Suzanne McHugh and Paul DiMarzio, an article that
delves into the Mettle Test conducted on WebSphere Application Server. Sprinkle in
articles about dynamic VIPAs, EWLM, GDPS, and everything else we’ve cooked up for
you, and you get to feast your eyes and minds on quite a banquet! (But save room for
dessert—we have a huge birthday cake to celebrate z/OS turning 40!)
Now, dear readers, do you remember back to the good old days of z/OS Hot Topics
Newsletter Issue 4 in which we bestowed upon you that much-coveted addition to
the regular Newsletter—the Supplement? Well, we’ve done it again! This time, behold
the collection of Linux for zSeries articles that we’ve baked into the center of the
Newsletter for you. We’ve managed to get some of IBM’s best and brightest to bring
you in-depth articles on such topics as the Integrated Platform for e-business on
zSeries, how to consolidate your servers using Linux on IBM ^, Linux security,
Communications Server for Linux, and the new Getting Started with Linux on zSeries
cookbook. Additionally, be sure to check out Now we’re cookin’! - Linux appliances for
zSeries by Romney White in the main Newsletter. (If you feel the overwhelming urge
to reward us somehow for providing this abundance of tasty goodies, we take personal
checks.)
New this issue: don’t miss your very own chance to make your mark on an
upcoming z/OS Hot Topics Newsletter! See page 23 for the low-down on our hunt
for memorable SHARE button sayings. Also, keep those comments and subscription
requests coming by writing to us at newsletr@us.ibm.com.
Lastly, we’d like to point out that, as convenient as it would be, the z/OS Hot
Topics Newsletter isn’t yet capable of writing itself. (We’ll just have to wait and see if
on demand computing works self-creation into its vast repertoire anytime soon.) We
are a staff of IBMers who volunteer our time and effort to this noble cause. With Issue
11, we devoted even more time and effort than usual in the absence of our regular
Executive Editor, who was on leave for a good portion of the issue’s cycle. A special
thank you goes to Terry Merrill who watched the pot while Sue was away.
Here ends the toast—enjoy the feast!

The editors
newsletr@us.ibm.com
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Where did all these servers come from?
Who put them here? Why? How?
You’ve got transaction servers, database
servers, e-mail servers, Web servers. Where
will you put the next servers? There are
servers for all tasks, big and small. Each
one was independently acquired on its own
merits. Each one has its own management
tooling and support staff. Business
complexity gets compounded with each
new server added to the mix. Is there a
solution? Yes, infrastructure simpliﬁcation.
Recently, server consolidation was
one of the primary means for reducing
complexity. The simplest form of
consolidation was combining like-to-like
servers. For example, a collection of UNIX®
servers running within a larger UNIX
system, smaller mainframes running as
partitions within a larger IBM® ^™
zSeries® server and most recently, a
collection of Intel™ servers running within
a single IBM BladeCenter™. In many cases,
a single decision-making unit in a business
decides to consolidate servers. This type of
consolidation helps to reduce costs, in both
server management and capital. However,
infrastructure simpliﬁcation is intended
to look for savings and value beyond this
and it is intended to span multiple decision
making units within a business.
Infrastructure simpliﬁcation is,
fundamentally, about sharing between

servers. It’s about sharing data, sharing
applications and sharing operational
controls. How can that be? Maybe you
can imagine sharing between Intel and
RISC servers, but the mainframe too?
Well, the neat thing about infrastructure
simpliﬁcation is that it is based on open
standards. The IBM ^ zSeries
server and its collection of operating
systems all provide standard formats,
protocols and programming interfaces that
enable tying in and sharing between the
mainframe and other computing servers.
Why bother sharing? Sharing is
intended to reduce redundancy. It can
come from copying data between servers
or reducing operations complexity. Sharing
can improve privacy management by
enabling better control and enforcing
privacy regulations against data sources.
It can simplify disaster recovery scenarios
because fewer servers are deployed and
there is less data to back up when it is
shared instead of copied. Most of all,
infrastructure simpliﬁcation helps your
business look across all your computing
capabilities to determine the best
directions and strategy for your workﬂow.
Several years ago, IBM had over 100
chief information ofﬁcers (CIOs) across its
many lines of business. Today, there is a
single CIO and a management system in
place to enforce standards for both internal
August 2004

and external Web serving operations. Why
use such standards? First, to simplify the
operations and reduce computing expense,
but second to provide an editorial and
content standard to developers that, in
turn, provides a consistent view to our
customers. These Web servers span the
computing capabilities of IBM ^.
What’s the role of the mainframe in
infrastructure simpliﬁcation? Well, where
does the bulk of your business critical
data reside? Many times, it is on the
mainframe. So sharing the data would
be a good start. Web serving, application
development, networking, application
interoperability, and shared operations are
also key opportunities for the mainframe
to share with other servers. Here are a
few examples of sharing between an IBM
^ zSeries server and other systems.
Web servers
In many cases, the Web servers are static
information presenting servers. They
give you information about a business,
provide documentation, and so on. They
provide a read-only environment and are
not intended for transaction processing.
Web servers might launch a transaction,
but that transaction might start on a
z/OS® transaction server. Instead, those
static Web servers could be deployed on
Linux® for zSeries or within an IBM
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^ BladeCenter. By utilizing z/VM®

to host Linux for zSeries, a business can
run multiple copies of Web servers and
clone the operations for availability and
performance. (For more on using z/VM
with Linux, see “Now we’re cookin’!”
on page 10.)
Those Web servers need access to
data. Sure, ﬁle transfer protocol (FTP)
can be utilized to move or copy data to
individual server instances. However,
infrastructure simpliﬁcation is about
sharing data. Leveraging NFS, Samba or
the IBM TotalStorage® SAN ﬁle system are
means to share data efﬁciently between
different types of servers. Using a ﬁle
serving capability can reduce a task within
a z/OS batch job that originally copied
data. By avoiding the copy step, a business
can save time and money.
Java™ and J2EE programming models
enable applications to be shared across a
wide variety of operating systems. Within
these applications, you can use Web
services to call a connector to access data
sitting in z/OS. DB2 Connect™, IMS™
Connect and the CICS® Transaction
Gateway are mechanisms that enable both
local-to-z/OS access and remote server
access to transaction-oriented data.
Running Java on z/OS can be like
driving on an interstate highway, when
the Java program, traditional CICS and
IMS applications, and database servers
participate in a single unit of work.
However, this interstate highway has a dirt
road for an on-ramp in many businesses.
How does that happen? Well, picture the
application developers who are excited to
put their new Java application on z/OS.
They’ve spent time on their Intel server
creating the code and testing it, using
Web services to connect to the mainframe.
They’ve heard about how the “interstate
highway” of z/OS can help reduce the
complexity of security, reduce points of
failure across a network, and improve the
elapsed time of their workﬂow.

So excitedly, they go to their favorite
system programmer and ask for assistance
in testing their application on the
mainframe. The good system programmer
asks the unsuspecting developers if they
require any PARMLIB changes. They
say maybe that sounds familiar to them.
So the system programmer says he’ll look
into it, make those changes, and let the
developers test in a partition off-shift
this weekend. Well, that sure bursts the
bubble of those developers and the many
others faced with the same dilemma. The
developers will opt out of the “highway”
deployment and stick with a remote Web
services attachment. Sure, traveling local
roads is slower than the interstate, but it
will be on the developer’s time schedule,
not someone else’s. Is there a way to avoid
this dilemma? z/VM can be the answer.
z/VM
Virtualization is a key element of
infrastructure simpliﬁcation. z/VM plays
a very important role in “paving the onramp” for the application developer. When
you deploy z/VM, developers can utilize
their own operating system images and
test their own code. While it might take
20 minutes to execute a program on z/VM
that might take ﬁve minutes in a native
LPAR image, the test time can occur in
the developer’s “batch window” which
might be Monday through Friday, from
8:00 to 5:00.
There is a second beneﬁt to running
with z/VM. The developer will get used to
making some modiﬁcations to
SYS1.PARMLIB, in much the same way
that they’ve made changes to conﬁg.sys
or /etc/proﬁle on their development
systems. It’s all about enabling developers
to control more of their own destiny.
As they do, they’ll improve their skill
levels and knowledge associated with
the mainframe. Operations staff can also
beneﬁt by using z/VM as a test bed to

train operators. Instead of learning
on-the-job on your production machine,
the operators can experiment on the z/VM
image. If they make mistakes, only they
are affected.
With z/VM deployed, Linux for
zSeries and z/OS can work well together.
The recently introduced Communications
Server for Linux on zSeries enables
workloads on z/OS to leverage the SNA
protocol over HiperSockets™ to Linux on
zSeries, which in turn encapsulates the
SNA protocol onto TCP/IP. This helps
reduce dependencies on SNA unique
hardware and share the Internet-based
infrastructure for the corporation. In
essence, this is a form of networking
consolidation. (Find out more in “A
universal adapter: Communications Server
for Linux” on page 9S.)
These are just a few examples of how
the IBM ^ zSeries server can
be shared across the broader computing
community. In order to be effectively
shared, there must be some form of
sharing in the decision making of the
enterprise. That’s the hard part. However,
by spending on technology, your business
can reduce the number of server images,
further reduce their complexity, and
as a result, improve your value to your
customers.
Where do you buy infrastructure
simpliﬁcation? It’s like virtual memory,
you can’t buy it. But you can choose to
look at the myriad of servers deployed, the
technologies they provide and determine
what means of sharing might be best
for your business. New standards and
new technology are evolving regularly.
This is not a Big Bang Theory where
everything must change at once. Look
for an opportunity, make the change, and
then tackle the next one. Once you start
simplifying, you’ll have more time to solve
the other great mysteries of life!

Code
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In a typical heterogeneous IT
environment, applications run in
multi-tier, multi-server environments. IT
infrastructures contain server hardware
from different manufacturers with multiple
server operating systems that run various
application programs and middleware. The
ﬂow of work through this environment
is dynamic, determined by static
conﬁguration information within routers,
network dispatchers, and dynamically
determined by programming logic
provided by intelligent routers, web server
plug-ins, and application servers.
How can administrators ensure that
work is performing as expected in this
type of environment? Which workloads
are impacted when a server fails? Which
servers cause a workload to slowdown?
Which resources are being over or
under-utilized? How can you make the
infrastructure more effective in meeting
cost and service level objectives?
Infrastructure simpliﬁcation
answers these questions speciﬁcally with
the dynamic, goal-oriented resource
management and monitoring of IBM
Enterprise Workload Manager (EWLM).

Built on z/OS workload
Policy-based
management
EWLM is based on a service policy very
EWLM is the on demand business
much like a z/OS policy. The EWLM
technology based on Workload
policy, however, is platform
Manager (WLM) that enables
independent, and applies to
goal-oriented performance
end-to-end performance of
Make the
management and monitoring
work. The policy is based on
in a multi-platform IT
infrastructure the business requirements
environment.
more effective as deﬁned in a service
Until the Workload Manager
level agreement. The policy
in meeting
component was introduced in
differentiates the classes
MVS/ESA™ SP™ V5R1, MVS™
cost and
of service by a deﬁned
required you to translate your
importance to your business.
service level
data processing goals from
objectives.
high-level objectives into the
Dynamic learning
extremely technical terms that
environment
the system could understand
It wouldn’t be possible for EWLM to know
using complex, error-prone methods.
the ﬂow of work from static deﬁnitions of
WLM’s purpose is to simplify,
servers or applications. Web environments
automate, reduce the number of externals
are dynamic, determined by conﬁguration
required to handle resource management,
information within routers, network
and offer a goal-oriented, business
dispatchers, and by programming logic
perspective to workload processing. It
provided by web server plug-ins and
provides a solution for managing workload
application servers. EWLM must learn
distribution, workload balancing, and
the topology of work dynamically, as it
resource distribution to competing
is processed, in order to know how to
workloads on z/OS. Workload management
manage resources to meet your policy
is the cooperation of various subsystems,
objectives.
such as CICS, JES, and UNIX System
Services, with the z/OS Workload Manager
For a class of work, EWLM answers:
component.
• Which middleware applications and
What is EWLM?
EWLM’s objectives are like WLM’s:
simplify, automate, and offer goal-oriented
processing and monitoring. EWLM,
however, applies these goals to an end-toend cross-platform environment to enable
end-to-end performance monitoring and
management across applications, servers, or
logical partitions.
To accomplish these objectives,
EWLM must monitor and manage both
IBM and non-IBM hardware platforms
and operating systems, and requires the
participation of middleware applications,
such as Web servers, Web application
servers, and databases. EWLM also uses
the knowledge gained from MVS workload
management.
Let’s look at what makes up a next
generation EWLM.
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•

servers are processing work for this
class?
How does each of these middleware
components contribute to the
end-to-end performance?

For a given middleware component on the
service class ﬂow, EWLM can show:
• What the speciﬁc processes are.
• How each middleware instance is
performing relative to its peers.
• What server each instance runs on
and how is that server is performing
overall.
Middleware participation
EWLM requires participation from
middleware applications to dynamically
learn the topology. The applications need
to apprise EWLM of when they start,
process, and complete transactions using
application programming interfaces (APIs).
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EWLM uses these APIs to collect statistics
on transaction processing, including state
information, to classify and correlate the
work as is processed in several different
applications.
The middleware applications are
more likely to participate if the APIs are
industry-standards based. EWLM is based
on the Application Response Measurement
(ARM) standard from the Open Group,
speciﬁcally on ARM Version 4.0.

ﬂow of work in a simple, logical way. The
topology data, together with the resource
usage information EWLM collects and
makes available through the user interface,
provide a comprehensive view of how the
IT infrastructure is performing relative to
the goals.

The ﬁrst release in the rollout
The EWLM function and platform support
will roll out over time. The ﬁrst release
is available in 2004 as part of the IBM
Virtualization Engine™. EWLM Release 1.0
Web-based user interface
introduces cross-platform monitoring and
EWLM includes an administrative user
inﬂuencing network load-balancing based
interface that can apply to the crosson performance goals for OS/400®, AIX®,
platform environment. Use the interface
Windows®, Linux, and SUN Solaris.
to deﬁne, operate, and monitor policies.
EWLM Release 1.0 provides a
In the dynamically learned topology you
Web-based control center for
can view the participating
an administrator to deﬁne
applications and servers, the
performance goals in a service
server conﬁguration and state,
Provide
policy and monitor the actual
and gauge the performance
performance performance. You will be able
against the policy goals.
analysts with to understand the ﬂow of work
across multiple heterogeneous
the actual
Goal-based monitoring
operating system platforms
and management
ﬂow of work
and application environments,
EWLM uses the dynamic
in a simple,
view the topology of work, and
topology and performance data
logical way.
discover how much time is spent
to manage resources within
at each tier in the topology.
the hardware and operating
EWLM calculates the delays
systems to achieve the
at each tier, and helps you to identify
business goals of the environment. EWLM
bottlenecks and the system resources being
does this by managing resources and by
used.
inﬂuencing which work is applied to the
The middleware applications
resources.
instrumental to EWLM with ARM 4.0
include: IBM HTTP Server Powered
EWLM uses the performance data to:
by Apache (IHS), Microsoft® Internet
• Run local server resource
Information Services (IIS) plug-in to
management algorithms
WebSphere®, IBM WebSphere Application
• Dynamically manage logically
Server, and IBM DB2 Universal Database™
partitioned hardware
(UDB).
• Dynamically manage virtual server
This release also provides initial load
environments
balancing that allows network routers
• Inﬂuence workload routing and
to use the EWLM performance data
balancing mechanisms
to improve their workload distribution.
• Collect detailed data for enhanced
EWLM provides publicly available
capacity planning tools
programming interfaces for use by
• Coordinate service level management
middleware applications, or load balancers,
activities.
that currently have workload distribution
mechanisms. Through these interfaces, the
EWLM monitoring data will provide
performance analysts with the actual
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middleware application accepts, in
real-time, server and network capacity
weight recommendations from EWLM for
making workload routing-and-balancing
decisions. The weight recommendations
EWLM provides include:
• System availability and system load.
• The ability of a server or an
application to successfully complete a
request.
• The topology of the request. Load
balancers and schedulers can only
know the server where a work request
originates. If the request is part of a
distributed application, after it leaves
the ﬁrst server, it goes on to do
subsequent work in application,
database, and possibly transaction
servers. EWLM knows the topology of
work coming into each server and
knows which servers it will go to next.
So EWLM can inﬂuence load
balancers to divert work from ﬁrst-tier
servers that have bottlenecks
downstream.
• The business importance of the work
currently running. EWLM can
recommend that load balancers and
schedulers send work to a server that
is running less important work, if
load and system health are equal. This
prevents new work from displacing
work at the server that is running
more important work.
• Whether one server or application
instance is better able to meet its
performance goals than another.
For information about the Open Group
ARM 4.0 standard, see:

www.opengroup.org/tech/management/
arm/.

For information about the IBM
Virtualization Engine, see:

www.ibm.com/servers/eserver/about/
virtualization/.

Where is my printout?
Infoprint Central can help you ﬁnd it!
BY JAN REDDING AND ALLIDA SHONING

How frustrated do you get when you send a
print job to a network printer and it doesn’t
print? Time to call the help desk. In a
small shop, maybe you are the help desk.
What if you could open your Web browser
and quickly ﬁnd out what’s going on with
the printers and print jobs running on
your z/OS system? Now you can!
Introducing Infoprint Central
With z/OS V1R5, Infoprint® Server
provides a new Web-based print
management system called Infoprint
Central, with a graphical user interface
(GUI) to assist help desk personnel in
diagnosing printing problems. It is a
central place where you can ﬁnd out about
any printer deﬁned in the Infoprint Server
printer inventory and about any print
job on the JES spool. Although Infoprint
Central was designed with the help desk
operator in mind, you can allow end users
to work with their own jobs, depending
on how you deﬁne security proﬁles using
RACF®.
Work with print jobs:
Find and work with any
print jobs that are on the
JES spool. Plus, you can see
more information about print jobs that
Infoprint Server has already processed.
For example, you can see whether an
Infoprint Server print job completed
successfully and where it printed—even
if the print job is no longer on the JES
spool. You can use different search
criteria, such as job name or owner, to
ﬁnd print jobs.
After you ﬁnd a print job, you can
delete, hold, release, move, or change
the priority of the print job. You can
view Infoprint Server messages for that
one, special print job without having to
search through message logs.

Work with printers:
Find and work with printers
that are deﬁned in the
printer inventory—including
IBM Advanced Function Printer (AFP™)
printers controlled by Print Services
Facility (called PSF printers), and
TCP/IP-attached printers to which IP
PrintWay™ extended mode sends print
jobs (called IP PrintWay printers). You
can use criteria such as printer name or
location to search for printers.
After you ﬁnd a printer, you can:
• Start, stop, redirect, restore, and
ping IP PrintWay printers. You
can also see what jobs are queued
to the printer or see all Infoprint
Server messages for an IP PrintWay
printer.
• Start, stop, space, interrupt, pause
(JES2 only), and ping a PSF
printer. You can also change forms
and other job-selection criteria for
PSF printers.
In addition to seeing a printer’s status,
you can see the Web page for some
printers. Often, the printer’s Web page
can tell you if the printer has a paper
jam or is out of paper.
Display printer deﬁnitions:
Display the properties of
any printer deﬁnition in the
printer inventory. You
can use a variety of search criteria
to ﬁnd printer deﬁnitions, including
the printer deﬁnition name and the
printer’s location. This can help you
ﬁnd the name of a printer in your area.
Check system status:
See the status of all
Infoprint Server daemons
and tasks, providing a
quick visual checkup for Infoprint
Server. You can also start and stop
IP PrintWay job selection rules to
change which print jobs IP PrintWay
processes.
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Work with NetSpool ™
logical units:
Work with any NetSpool
logical units (LUs) that are
deﬁned in the printer inventory and
also deﬁned to VTAM®. After you ﬁnd
a NetSpool LU, you can start and stop
it. When you start an LU, that LU is
started in both Infoprint Server and
VTAM. Likewise, when you stop an LU,
that LU is stopped in both Infoprint
Server and VTAM. You can also display
information about the current VTAM
session established with a NetSpool LU.
OK, how do I set up Infoprint
Central?
First, you need to implement the following:
• Infoprint Server feature for z/OS
V1R5 or higher
• XML Toolkit for z/OS, 5655-J51.
Then, you need to customize:
• z/OS HTTP Server
• Infoprint Central
• IP PrintWay extended mode (new
for z/OS V1R5). Infoprint Central
does not work with IP PrintWay basic
mode (the mode of operation in z/OS
V1R4 and earlier).
• PSF. If you’re using PSF for z/OS
(5655-B17), you must customize PSF
to use the Infoprint Server printer
inventory before you can use Infoprint
Central to work with PSF printers.
When you’re done, point your Web browser
to the URL for Infoprint Central running
on your z/OS system. No client code is
required on the workstation. The easy,
point-and-click interface is intuitive and
signiﬁcantly cuts down on the time spent
training help desk operators.
It’s new! It’s Web-based! It’s graphical!
Who says z/OS doesn’t do GUIs?
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Like a toaster or blender, an appliance
in the context of a computer system is a
device that performs a single function or
a set of closely related functions, usually
in support of a larger objective. Just as
we toast bread as a step in assembling
the perfect club sandwich, we can use
purpose-built computing appliances to help
us deliver applications to our customers.
zSeries, and in particular z/OS,
has long used a ﬁrmly consistent model
for delivering the robust, high-quality
applications for which the platform is
known. While the integration that this
approach provides is unparalleled, the
cost and time-to-market characteristics of
some solutions may not suit every situation.
Especially in an environment where
good enough qualities of service might
sufﬁce, the appliance model could offer a
reasonable alternative way to deliver new
function on zSeries.
Linux appliances
In a computer system context, a Linux
appliance is a Linux operating system
running in a guest or logical partition
(LPAR) that performs a speciﬁc function
or group of closely related functions.
Examples of Linux appliances you might
use include domain name servers, ﬁrewall
servers, security servers, and LDAP
directory servers.
SNA services, for example, are one
important set of functions that can be
provided by a Linux appliance. With IBM
Communications Server now supported on
Linux on zSeries, Linux appliances can
help installations making the transition
from SNA to IP-based networks by
helping to replace 3745 hardware (which
is approaching the end of its life) without
requiring z/OS applications to change. In
support of a large network, multiple SNA
appliances can be deployed, each handling
a different segment of the network.
Appliance environment
To deploy Linux appliances in your zSeries
environment, you must ﬁrst deﬁne a target
environment, such as the one shown in
Page 10
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Figure 1. This environment provides
an LPAR in which a Linux appliance
enablement infrastructure hosts many
different kinds of Linux appliances in
support of a companion z/OS, which
is also running in an LPAR. Highperformance communication between
z/OS and the appliances is provided by
HiperSockets connections.
SNA

NFS

DNS

Fire
wall
z/OS

Appliance
Enablement
Infrastructure
LPAR A

LPAR B

Figure 1: zSeries appliance environment

Appliance enablement infrastructure
In addition to the Linux appliances
themselves, the appliance enablement
infrastructure has three main components,
as seen in Figure 2:
1. A systems management server to
provide installation, deployment, and
systems management functions for the
appliance environment.
2. A Linux operating system to support
the appliances.
3. z/VM to simultaneously share system
resources among the appliances and
to host multiple appliances by
replicating a particular appliance
several times, by supporting different
kinds of appliances, or both.

Appliance Appliance Appliance
Systems
Mgmt
Server
Linux

Linux

Linux

z/VM

Figure 2: Linux appliance enablement
infrastructure
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A systems management client runs on
a platform such as an xSeries® desktop
system in order to present its end user
graphical user interface (GUI). This GUI
provides the portal through which the
appliance enablement infrastructure is
managed.
The systems management client
extracts the Linux appliance from its
installation medium and installs it in the
environment. The installation process also
extracts a description of the resources
that a virtual server needs in order to
operate the appliance. When the process is
complete, the result is a master image of
the appliance that can be deployed at the
direction of the systems management client
in a virtual server that is conﬁgured with
the resources the appliance needs.
Availability considerations
Different Linux appliances might have
different requirements for availability. For
some appliances, a temporary outage to
bring a new level of the appliance into
service might be acceptable. For others,
failover might be essential for both planned
and unplanned outages. This appliance
characteristic is established through the
systems management client. To be effective,
failover requires a second appliance
environment in another LPAR on the
same system, or for the high availability, in
another LPAR on a separate system.
Interested in appliances?
Most of the components needed to
construct a Linux appliance environment
are available today. However, there is
“some assembly required” before such an
environment can be realized and z/VM
and Linux skills are needed to accomplish
this. This integrated environment reduces
the overall level of skill needed, provides
integrated systems management, and
delivers levels of availability appropriate
for each function. This will enable you to
deploy Linux appliances in your zSeries
environment.

Are you getting enough ﬁbre?
FICON error detection
BY KENNETH TROWELL

First failure data capture is the zSeries
FICON® channel’s approach to capturing
error information at the time of a FICON
I/O operation failure. It is very difﬁcult to
diagnose a ﬁbre channel bit error without
error data at the time of a failure. Most
ﬁbre channel errors are indicated at the
z/OS host as an interface control check
(IFCC). When an IFCC is detected by
the FICON channel, the FICON purgepath-extended function requests, collects,
and transfers link error statistical buffer
(LESB) information from each ﬁbre
channel port in the FICON channel-to-CU
path to the z/OS host.
Communication between a zSeries
FICON channel and a FICON supported
control unit (CU) uses the Fibre
Channel standard. This is an ANSI
standard architecture consisting of the
Fibre Channel Framing and Signaling
Interface (FC-FS). FICON is a higher level
architecture (FC-SB-2) that uses the
FC-FS architecture as its basic transport
layer.
The typical topology for FICON
communications is a switched
point-to-point ﬁber optical topology. From
the FICON channel optical port (N_Port)
there is a twin ﬁber optical connection
that transmits and receives ﬁbers from
the N_Port to a FICON switch optical
port (F_Port). The ﬁbre channel
serial frame is routed through the
switch and exits the FICON switch
at another F_Port. Next, there is
another twin ﬁber optical connection
from the FICON switch F_Port to
the FICON CU N_Port. The reverse
communication (CU to channel) goes
from the FICON CU N_Port to the
switch F_Port, to the other switch
F_Port, and then to the FICON
channel N_Port.
Each of these four ﬁbre channel
ports, the two F_Ports and the
two N_Ports in the switched
point-to-point topology, checks the
serial frame for a number of error
conditions and increments its port
link error statistics buffer counter if it
detects an error.
In addition, when an error is
detected at either N_Port, the
FICON I/O operation is aborted by

the channel or CU by sending an abort
sequence. After the abort sequence, a
FICON channel purge path sequence
eliminates any outstanding information
units in the CU that are part of the failed
FICON I/O operation.
FICON purge-path-extended
The FICON channel purge path operation
now includes an extended function to
request the ﬁbre channel’s statistical
buffers and abort reason from the FICON
CU N_Port LESB, and the FICON
CU ports neighbor statistics (the switch
F_Port LESB). If the CU aborted the
I/O operation, these two port LESBs and
the CU abort reason are returned from
the CU in the purge-path-extended
request. If the FICON channel initiated the
abort, the reason is provided in the
purge-path-extended request.
In addition to getting its own channel
LESB statistics, the FICON channel
requests the neighboring switch F_Port
statistics before building its own abort
reason code. The channel will then have
all four FC port LESBs.
Next, the channel subsystem informs
z/OS that there is additional I/O logout
data. It does this through new extended

Switch Port
LESB stats

Channel
LESB stats

FICON
Channel

Switch

subchannel logout data (ESLD) with a
logout token at I/O interrupt time. In
response, z/OS obtains the extended logout
data from the channel subsystem using the
logout token.
This I/O logout data is stored as
an SLH record in SYS1.LOGREC. The
log recorded data can be printed using
the Environmental Record Editing and
Printing Program (EREP). The SLH
record of the subchannel logout data (SLD)
consists of the following:
• FICON channel N_Port LESB and
abort reason code
• FICON channel neighbor switch
F_Port LESB
• FICON channel model-dependent data
• FICON CU N_Port LESB and
abort reason code neighbor switch
F_Port LESB
• FICON CU mode-dependent data
The zSeries or FICON control unit service
representative uses the ﬁbre channel
statistical error data to determine which
area in the ﬁbre channel fabric is the
cause of an IFCC reported error.
The ANSI standard architecture is
found at www.t11.org.

Switch Port
LESB stats

FICON I/O
Operation

CU Port
LESB stats

FICON
CU
FICON I/O
Operation

Link/Protocol
Error detected
at FICON channel

Abort

BA_ACC

Purge Path Request
(Abort error code + model-dependent data)
Abort error code
Model-dependent
data

RLS (Channel to Switch)
For FICON see FC-SB-3 and FC-FS (or FC-LS)
for the FC-2 D_ID field value
Accept (LESB)

RLS (Channel to Switch)
For FICON see FC-SB-3 and FC-FS (or FC-LS)
for the FC-2 D_ID field value

Accept (LESB)

Purge Path Response
Channel stores local and remote error data
Channel attached
port LESB
Channel port
LESB

CU attach port
LESB
CU port LESB

CU port LESB

Abort error code

Abort error code

Abort error code

Model-dependent
Channel data

Model-dependent
CU data

CU attached port
LESB

Error detected at the Processor FICON channel

Model-dependent
CU data

I/O Interrupt (IRB ESLD)

The SCP - requests the Subchannel Logout Data
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If you are interested in running
WebSphere Application Server or other
Java applications on z/OS and want to
realize a signiﬁcant cost of ownership
beneﬁt, read on!
Starting with the zSeries z890 and
z990 servers, a new processor assist is
available called the zSeries Application
Assist Processor (zAAP). With the
availability of z/OS V1R6 and Java SDK
release 1.4.1, Java code can execute on a
zAAP, as an alternative to running on a
standard processor.
Savings
So where’s the cost savings? First, there’s a
hardware savings because zAAPs are sold
at a signiﬁcantly reduced cost compared
to a standard processor. Second, there’s a
corresponding software savings. From a
sub-capacity pricing perspective, zAAPs do
not contribute to the deﬁned capacity of a
z990 system.
This means that if you have a z990
with seven standard processors and don’t
use the Sub-Capacity Reporting Tool
(SCRT), you pay for the MSU rating of
those seven CPs for each sub-capacity
eligible product. However, if you add seven
zAAPs to this same conﬁguration, you
still pay only for the MSU rating of those
seven standard CPs. You can purchase a
maximum of one zAAP for each CP you
buy. If you use the SCRT, cycles expended
on the zAAPs do not count toward the
MSU utilization.
On the z890, the potential beneﬁts
increase. z890 standard processors come in
a wide range of speeds or MSU ratings, but
zAAPs always run at full speed. So, if you
have a predominantly Java workload, you
can run it on a couple of low-end standard
processors and a couple of full speed
zAAPs, which means you get signiﬁcant
capacity at reduced cost. If your workload
is also consistent with the z/OS.e™
restrictions, running z/OS.e on a z890
with a couple of zAAPs is a cost effective
server platform for Java workloads.
Performance savings
Let’s say your current workload consists
of z/OS, CICS, IMS, DB2®, and batch.
You are interested in running WebSphere
Page 12
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Application Server and Java
in this same z/OS image to
take advantage of the fast
local access to DB2 that
only an integrated single-tier
database server/application
server platform can provide
and to negate the need
to deploy and maintain
additional WebSphere
Application Servers. The
WebSphere Application
Server workload is portable
to other platforms, so your
evaluation of the cost to run
such a z/OS conﬁguration,
compared to a multi-tier
data server and application
server platform alternative,
could yield a signiﬁcant premium. This
is especially true if the capacity of the
planned WebSphere Application Server
and Java workload exceeds the available
unused capacity of the existing z/OS
platform that requires additional standard
processors. In addition to the processor
cost, this conﬁguration would drive up the
MSU for each of the sub-capacity eligible
products that run on a consolidated
database application server.
Now, let’s look at the same situation
with zAAP. First you need to project how
much additional processor capacity (MSU)
you require on standard processors and
how much zAAP capacity is needed.
The amount of additional standard
processor capacity will depend on the
workload you are running. Applications
written in Java can run predominantly on
zAAPs with minimal additional utilization
of the standard processors. When you run
WebSphere Application Server, the cycles
are generally spread across WebSphere
Application Server, Java, and DB2. Only
the Java cycles will run on the zAAP. The
WebSphere Application Server and DB2
cycles will run on standard processors.
The heavier the Java component of your
application, the higher the proportion that
will run on the zAAPs.
How does it work?
Let’s put pricing aside for now and see how
the zAAP works. When you conﬁgure the
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z/OS logical partitions, you specify how
many logical zAAPs you want conﬁgured
to each partition, just like you specify
the number of standard processors to be
conﬁgured. You must conﬁgure at least
one standard processor in each partition
to allow the partition to IPL. zAAPs, like
standard processors, are conﬁgured online
or brought online later and are conﬁgured
as dedicated or shared. Because zAAP
management is the same as that of a
standard processor, minimal training of
your operations staff is needed.
When you IPL z/OS, it determines
how many zAAPs are conﬁgured and
manages an additional dispatcher queue
for zAAP eligible work. When you run
Java code, the Java Virtual Machine (JVM)
calls an internal service to mark the Java
task eligible to run on the zAAP. The
next time the task is dispatched, the z/OS
dispatcher, operating in conjunction with
the z990 Processor Resource/Systems
Manager (PR/SM™) facility, dispatches the
zAAP-eligible tasks on one or more of the
available zAAPs.
During the execution of the Java
code, if there is a Java Native Interface
(JNI) call that executes code outside the
JVM (for instance, DB2), the JVM makes
another call to switch execution back to
the next available standard processor. On
return from the JNI call, the JVM switches
execution back to the next available zAAP.
Additionally, several system resources

Standard processor
capacity

SCRT
usage

VWLC changes

Sufﬁcient standard
processorsstandard
for any increase
Sufﬁcient
in
non-zAAP
workload.
processors for any
increase
in non-zAAP workload.

NO

No increase.

YES

Pay for measured increase in utilization
of standard processors, but nothing for
zAAP.

Additional standard
processors standard
required for
Additional
increase
in
non-zAAP
processors required
for
workload
increase in non-zAAP

NO

VLWC goes up for each additional
standard processor, but no increase for
zAAPs.

YES

Pay for measured increase in utilization
of standard processors, but nothing for
zAAP utilization.

workload.

Table 1: Variable workload licensing changes
manager and workload manager options
are provided that allow you to control
how zAAP eligible work can be switched
between standard processors and zAAPs.
To provide priority work dispatching, Java
eligible work may execute on standard
processors. Two standard processor
execution modes are available for
executing zAAP eligible work:
• Priority mode: The z/OS dispatcher,
when executing on standard
processors, dispatches the highest
priority available work without regard
to whether the work is zAAP eligible.
This is the default behavior and is
oriented toward servicing the highest
priority work ﬁrst.
• Discretionary crossover mode:
The z/OS dispatcher, when executing
on standard processors, dispatches
zAAP eligible work only when no
non-zAAP eligible work is available
for dispatch. The zAAP eligible work
may execute on standard processors as
if it is lower in priority than
non-zAAP work.
By default, for standard processors, the
dispatcher selects work from both the
non-zAAP and zAAP eligible work queues
and honors their priority. You can turn this
on or off by setting the IFACrossover
and IFAHonorPriority parameters
in the IEAOPTxx member of
SYS1.PARMLIB. In messages and
panels, a zAAP is sometimes called an
Integrated Facility for Applications (IFA).
Resource Measurement Facility
(RMF) provides information on zAAP
utilization to help you identify when to
consider adding more zAAPs. Also, SMF

Type 72 records contain information on
zAAP utilization and new ﬁelds are added
to SMF Type 30 records. The new ﬁelds
let you know how much time is spent on
zAAPs, as well as how much time zAAP
eligible work was spent executing on
standard processors for both the crossover
and honor priority execution modes.
Running Java
When running the JVM, the default
execution mode is to switch Java code
execution to zAAPs. The XIFA option
is provided to allow you to override this
behavior:
• XIFA:off - JVM bypasses all zAAP
switching
• XIFA:force - JVM always calls the
switch service, even if no zAAP is
online.

capacity planning. This option will help
you determine the optimum number
of zAAPs to satisfy your workload. You
can also execute your Java application
in zAAP mode or in standard processor
mode to compare the respective behaviors.
What you can do now
There is a modiﬁed version of SDK 1.3.1
that contains code to gather information
about how much CPU time is spent
executing the Java code that eventually
will run on a zAAP. By running a
workload that is representative of your
normal systems operation, the zAAP
Projection Tool tells you how much of
that workload will run on a zAAP. This
information can help you determine how
many zAAPs to order with your z990 or
z890.
Product levels needed to
exploit zAAP
Table 2 lists subsystems and minimum
Java dependency levels. Rows shown
in blue are conﬁgurations that support
zAAPs. The other rows show where you
can run the SDK Projection Tool.
Learn more
To learn more about the zAAP and
software terms and conditions, visit these
Web sites:
• Java on the z/OS platform Web site:
www.ibm.com/zseries/software/java/

•

zAAP announce details:

•

The white paper “z/OS Performance:
Capacity Planning Considerations for
zAAP Processors” at:

www.ibm.com/zseries/zaap/

Use XIFA:force when you are
gathering SMF Type 72 records for

www.ibm.com/support/techdocs/.

Subsystem version

Associated SDK level

WebSphere Application Server 5.0.2

SDK 1.3.1 SR22 Projection Tool

WebSphere Application Server 5.1

SDK 1.4.1 SR2a

IMS V7 or V8 no PTF

SDK 1.3.1 SR22 Projection Tool

IMS V7 with PTF UQ80879 (APAR PQ76609)

SDK 1.4.1 SR2a

IMS V7 with PTF UQ82427

SDK 1.4.1 SR2a

IMS V9

SDK 1.4.1 SR2a

CICS 2.2

SDK 1.3.1 SR22 Projection Tool

CICS 2.3

SDK 1.4.1 SR2a

DB2 V7 no PTF

SDK 1.3.1 SR22 Projection tool

DB2 V7 w/PTF UQ81669 (APAR PQ76769)

SDK 1.4.1 SR2a (or Projection Tool)

DB2 V8

SDK 1.4.1 SR2a (or Projection Tool)

MQ 5.3.1

SDK 1.3.1 SR22 Projection Tool

Table 2: Product levels needed to exploit zAAP
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Although WebSphere Application Server
can run on many different hardware
platforms, the version for z/OS is
designed to take full advantage of the
inherent strengths of zSeries, delivering
exceptional self-optimizing and selfhealing operational advantages to critical
on demand workloads. For example, the
self-optimizing capabilities of z/OS and
WebSphere Application Server respond to
periods of peak demand by managing the
workloads to give high priority workloads
more processor resource. The self-healing
capabilities of zSeries and z/OS include,
among other things, recovery from a
processor failure or a system failure.
zSeries and z/OS have been the
industry’s pioneers in adapting autonomic
capabilities to mission-critical production
workloads. Because words and pictures
can’t fully convey the value of these
autonomic computing capabilities, we
tested the mettle of WebSphere on zSeries
ourselves. The Mettle Test was a real
operational performance demonstration
designed to highlight behavior that is not
generally exposed by standard industry
performance benchmarks. The Mettle Test
was designed to illustrate both the
self-optimizing and the self-healing
capabilities of zSeries and z/OS.
The Mettle Test system, conﬁgured
at the IBM Washington System Center
in Gaithersburg, Maryland, was a heavily
loaded zSeries z900 server tested with
a series of operational performance
challenges. The server was
loaded with WebSphere
Application Server, CICS,
DB2, and batch workloads
deployed across ﬁve
production and test logical
partitions conﬁgured as a
Parallel Sysplex®.
The test scenarios were designed to
expose these forms of dynamic resource
management:
• Sysplex Distributor
• z/OS Workload Manager
(WLM)
• WebSphere Application
Server
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•

Intelligent Resource Director (IRD)
and the self-healing z/OS capabilities:
- Recovering from application,
system, and hardware failures
- Accommodating nondisruptive
upgrades.

We designed and conﬁgured the Mettle
Test platform to be consistent with what
you might actually deploy in production.
The Mettle Test conﬁguration deﬁned four
tiers of systems:
- Simulated users to drive the workloads
- Edge servers to provide initial
workload balancing
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-

HTTP (Web) servers to catch and
drive WebSphere application requests
WebSphere Application Servers
(the focus of the tests).

These systems were attached to a gigabit
Ethernet private local area network (LAN).
The conﬁguration also included a domain
name server to which all of the systems
are deﬁned.
Self-optimization tests
Self-optimization refers to the ability
of systems or components to efﬁciently
maximize resource allocation and
utilization to meet end-user needs without
human intervention. Typically,
self-optimization addresses the complexity
of managing system performance and
workload balancing. More advanced
self-optimizing components, such as
those found in zSeries servers and the
z/OS operating system, are designed
to learn from experience,
and automatically
and proactively tune
themselves in the
context of overall service
for both system users
and their customers. The
Mettle Test included two
self-optimization scenarios, as
follows.
Managing goals in a system:
The ﬁrst self-optimizing scenario
demonstrated that
z/OS Workload Manager
(WLM) can distinguish
between high-priority
order entry WebSphere
Application Server

work and low-priority data mining work
running in the same z/OS image, and
autonomically adjust system resources
to help ensure that the higher priority
work completes within its stated business
objectives.
Managing goals across systems:
The second self-optimizing scenario
demonstrated that the zSeries Intelligent
Resource Director (IRD) can extend this
autonomic workload management beyond a
single system by redirecting resources from

Self-healing tests
Self-healing systems can detect improper
operations—either proactively through
predictions, or reactively—and initiate
corrective action without disrupting system
applications. Corrective action could
mean that a product alters its own state
or inﬂuences changes in other elements
in the environment. Having a self-healing
capability helps the system to ensure that
day-to-day operations do not falter or fail
because of events at the component level.
Likewise, the system as a whole becomes

order entry workload. In response, z/OS
subsystems automatically restarted on the
remaining systems to clean up resources
and establish an environment for restarting
the failed system. While the self-healing
was underway, the system also reallocated
system resources to keep the order entry
workload on goal, despite effectively losing
one-third of its capacity.
Recovering from hardware failure:
We caused a critical hardware component,
a central processor (CP), to fail and
observed that a spare physical unit
immediately took over for the failed CP
without any loss of availability.
Nondisruptive WebSphere Application
Server upgrade:
We upgraded the service level of
WebSphere Application Server for z/OS
running in one of our systems without any
loss of availability.
Nondisruptive application upgrade:
We upgraded the service level of the
Order Entry WebSphere Application
Server application running in one of our
z/OS systems, again without any loss of
availability.

The Mettle Test conﬁguration
a lower priority z/OS image (in this case,
a z/OS system running test and batch) to
a higher priority z/OS image running the
WebSphere Application Server workload.
Because z/OS is a system that exhibits
self-optimizing behavior, and WebSphere
Application Server is tightly integrated
with the self-optimizing algorithms
of WLM, the resources of each z/OS
image of the Mettle Test were properly
and automatically assigned so that the
business-critical, higher-priority work
wouldn’t miss a beat. The test also showed
WLM clamping down on the resources
available to the lower-priority work until
the higher-priority mission was done.
When the resources were freed up, they
were automatically reassigned to the
lower-priority data mining work.

more resilient as changes in the system are
made to reduce or eliminate the business
impact of failing components.
The Mettle Test included several
self-healing scenarios, as follows.
Recovering from application failure:
In this scenario, we injected a poorly
written application—one with a memory
leak—into a stable, running system.
Because of the advanced architectural
structure of WebSphere Application Server
for z/OS, the failure was isolated, fenced
off, and the system structures repaired
without any loss of availability.

Kick the tires
The Mettle Test scenarios graphically
illustrate what happens when an important
e-business application experiences a
sudden spike in activity when the system
is already 100% busy, and when an LPAR
running the mission-critical work in a
sysplex fails. The scenarios also show what
happens when a CP fails with six different
workloads running across ﬁve LPARs
sharing 16 physical CPs.
To experience the Mettle Test, you
have to see it. Because you weren’t in
Gaithersburg with us, we captured the
results of the tests for you. Our deliverable
also provides more information than we
have space for here. To test the mettle of
WebSphere Application Server for z/OS
yourself, download the Mettle Test demo
from: www.ibm.com/software/webservers/
appserv/zos_os390/mettle.html.
Go ahead, kick the tires a little. Ask
yourself if your enterprise server can do
this!

Recovering from system failure:
We abnormally ended one of the operating
system images running the critical
August 2004
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BY NOSHIR DHONDY AND DAVID PETERSEN

In e-business, two important objectives
for survival are continuous availability
and nearly transparent disaster recovery.
Systems that are designed to deliver
continuous availability combine the
characteristics of high availability and
continuous operations to deliver high levels
of service (24x7).
High availability is an attribute of
a system that provides service at agreed
upon levels and masks unplanned outages
from end users. Continuous operations,
on the other hand, is the attribute of a
system designed to continuously operate
and mask planned outages from end users.
To attain the highest levels of continuous
availability and nearly transparent disaster
recovery, the solution should be based on
geographical clusters and data mirroring.
These technologies are the backbone of
the Geographically Dispersed Parallel
Sysplex (GDPS®) solution. GDPS supports
synchronous peer-to-peer remote copy
(PPRC) and asynchronous extended
remote copy (XRC). Depending on the
form of remote copy you use, the solution
is referred to as either GDPS/PPRC or
GDPS/XRC.
GDPS/PPRC
GDPS/PPRC is designed with the
attributes of a continuous availability
solution. PPRC is a hardware solution that
synchronously mirrors data residing on a
set of disk volumes, called the primary
volumes in Site One, to secondary disk
volumes in Site Two. The application
I/O to the primary volumes is complete
only when the primary storage subsystem
receives the write complete signal from the
secondary storage subsystem.
GDPS/PPRC is designed to:
• Minimize and potentially eliminate
the impact of any failure or a planned
outage within a site or across the
entire site (including disasters) by
providing redundancies using a
Parallel Sysplex infrastructure.
• Execute a controlled site-switch for
both planned and unplanned site
outages, without data loss, while
maintaining full data integrity
across multiple volumes and storage
subsystems.
Page 16
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•
•

Perform a normal database
management system (DBMS) restart,
not DBMS recovery, in Site Two.
Be application-independent,
supporting your complete application
environment.

GDPS/XRC
GDPS/XRC is a disaster recovery solution.
XRC is a combined hardware and software
asynchronous remote-copy solution. The
application I/O is signaled complete when
the data update to the primary storage is
completed. Subsequently, a DFSMSdfp™
component called System Data Mover
(SDM), typically running at Site Two,
asynchronously ofﬂoads data from the
primary storage subsystem’s cache and
updates the secondary disk volumes.
In GDPS/XRC, the production systems
located at Site One can be a single system,
multiple systems sharing disks, or a base
or Parallel Sysplex cluster. The Parallel
Sysplex does not span across multiple sites.
GDPS/XRC is designed to:
• Execute a controlled site-switch for an
unplanned site outage, maintaining
full data integrity across multiple
volumes and storage subsystems.
• Perform a normal database
management system (DBMS) restart,
not DBMS recovery, at Site Two.
• Be application-independent,
supporting your complete application
environment.
For more on GDPS/PPRC and
GDPS/XRC functions, refer to the
GDPS white paper, “Geographically
Dispersed Parallel Sysplex: The e-business
Availability Solution”, available at
www.ibm.com/zseries/pso/.

What’s new with GDPS/PPRC?
Let’s take a look at the following new
enhancements:
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•
•
•

GDPS/PPRC HyperSwap™ function
for both planned and unplanned
outages
GDPS/PPRC management for open
systems logical unit numbers (LUNs)
GDPS/PPRC and cross-site Parallel
Sysplex distance extended to 100 km.

GDPS/PPRC HyperSwap function
The GDPS/PPRC HyperSwap function is
designed to:
• Broaden the continuous availability
attributes of GDPS/PPRC by
extending the Parallel Sysplex
redundancy to disk subsystems.
• Provide the ability to transparently
switch all primary PPRC disk
subsystems with the secondary
PPRC disk subsystems for planned
and unplanned reconﬁgurations, thus
signiﬁcantly reducing the time needed
to switch disks between sites and the
time needed to switch sites.
HyperSwap creates an
opportunity to survive a primary disk
subsystem failure, or even a complete
site failure, without applications ever
going down.
Each device in z/OS is represented by
a unit control block (UCB). HyperSwap
changes the association of the primary
device and the primary device UCB to
that of the secondary device and the
primary device UCB. When applications
initially allocate their data, a relationship
is established between the data and the
primary device using the primary device
UCB. HyperSwap does not change this
relationship. Therefore the switch to
secondary disk subsystems is transparent
to an application.

Figure 1 - GDPS/PPRC single site workload

HyperSwap provides the ability to
perform disk conﬁguration maintenance
and planned site maintenance without
requiring any applications to be quiesced.
Large conﬁgurations can be supported
because HyperSwap is designed to provide
the capacity and the capability to swap
large number of disk devices very quickly.
The important ability to resynchronize
incremental disk data changes, in both
directions, between primary and secondary
PPRC disks is provided as part of this
function.
According to the GDPS white paper,
a planned disk reconﬁguration test using
HyperSwap, conducted by a GDPS/PPRC
customer, showed a user impact time of 75
seconds in a conﬁguration that swapped
4500 PPRC volume pairs.
To illustrate the advantages of the
HyperSwap function, consider a failure
of one of the primary disk subsystems at
Site One. Figure 1 shows a typical single
site workload conﬁguration where the
production systems (P1, P2, P3) are all
located in the same site (Site One) and
are in the same sysplex as the GDPS
controlling system (K1), located in Site
Two.
Site Two processes expendable
work, such as test or development, and
has servers with capacity backup (CBU)
capability. The primary disks located in
Site One are mirrored to the secondary
disks at Site Two and are in full-duplex
state.
Suppose that normal processing is
suddenly interrupted when one of the disk
subsystems in Site One experiences a hard
failure, as illustrated in Figure 2. Thanks

to GDPS, the applications are masked
from this error because GDPS detects
the failure and autonomically invokes
HyperSwap. The production systems
continue using data from the mirrored
secondary volumes.
According to the GDPS white paper,
an unplanned disk reconﬁguration test
using HyperSwap, conducted at the GDPS
solution center, demonstrated that the user
impact time was only 23 to 25 seconds to
swap a conﬁguration of 6000 volume pairs
of IBM TotalStorage Enterprise Storage
Server® (ESS) disks spread across 40
logical subsystems.
After the disk swap, GDPS
automatically executes a simple script to
move the primary couple data sets (CDSs)
to Site Two and updates settings so that if
production systems need to be re-IPLed,
they IPL from volumes in Site Two.

Here is an example of a GDPS script.
SYSPLEX = ‘CDS SITE2’
IPLTYPE = ‘P1 MODE=SITE2’
IPLTYPE = ‘P2 MODE=SITE2’
IPLTYPE = ‘P3 MODE=SITE2’
This sample script uses the SYSPLEX
statement to move the couple data sets
to Site Two. It uses three IPLTYPE
statements to point the three production
volumes to the Site Two IPL volumes for
subsequent IPLs.
GDPS/PPRC management for
open system LUNs
Many installations require a single disaster
recovery solution for their distributed
applications that span multiple platforms,
such as z/OS, UNIX, and Windows NT®.
The GDPS/PPRC solution now manages
a heterogeneous environment of z/OS

Figure 2 - Unplanned disk reconﬁguration with HyperSwap
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and open systems data. If you share your
disk subsystems between the z/OS and
open systems platforms, GDPS/PPRC can
manage the PPRC for open systems
storage. The open systems LUNs can be
displayed and managed by using the new
GDPS/PPRC panels and script capability.
GDPS/PPRC is designed to provide
data consistency across both z/OS and
open systems data, either using the existing
triggers for z/OS or using Simple Network
Management Protocol (SNMP) alerts, in
the event that the open systems detect a
failure condition. In this way, GDPS/PPRC
becomes the single point of control to
manage and recover your heterogeneous
environment with data consistency.
GDPS/PPRC distance extended
to 100 km
You now have the capability to conﬁgure
GDPS/PPRC with up to 100 kilometers
of ﬁber between two sites. An immediate

advantage of this extended distance is to
potentially decrease the risk that the same
disaster will affect both sites, permitting
you to recover your production applications
at another site. Support for external time
reference (ETR) links and the intersystem
channel (ISC-3) links operating in peer
mode is also increased from 50 km to
100 km. The ETR links attach the 9037
Sysplex Timer® to any zSeries server
or S/390® 9672 server. The maximum
ﬁber distance between a pair of 9037
Sysplex Timers in an expanded availability
conﬁguration has not changed and remains
40 km. The ISC-3 link, operating in peer
mode and supported on all zSeries servers,
connects z/OS or OS/390® systems to a
coupling facility.
GDPS/PPRC now supports ESS
PPRC over ﬁber channel (FCP) links. The
protocol used with FCP is designed to be
more efﬁcient than ESCON®. Previously
with ESS PPRC over ESCON links, two or

three protocol exchanges were required to
complete a PPRC operation. Now with ESS
PPRC over FCP links, only one protocol
exchange is required. One of the potential
beneﬁts of this support is the ability to
increase the distance between sites while
maintaining acceptable performance. In
addition, this support can help reduce the
total cost of ownership (TCO) because two
PPRC over FCP cross-site links between a
pair of ESSs are expected to handle most
workloads.
In summary, GDPS signiﬁcantly
enhances the capability of your enterprise
to recover from disasters and other
failures and to manage planned exception
conditions. GDPS helps you achieve
your continuous availability and disaster
recovery goals. Through proper planning
and exploitation of IBM’s leading edge
GDPS technology, you can help protect
your critical business applications from
planned and unplanned outages.

Find it fast!
Help for sub-capacity pricing on z/OS and z/OS.e
We’ve recently updated the
planning information to help
you decide whether to move to
sub-capacity pricing for your zSeries
software products. The new book,
Planning for Sub-Capacity Pricing,
SA22-7999, was developed with the
help of an experienced consultant
in this ﬁeld and a customer who just
went through the process for his
own conﬁguration.
If you use sub-capacity pricing,
you also need the Sub-Capacity
Reporting Tool (SCRT), which
allows you to generate the reports
you need to qualify for sub-capacity
pricing. Our Web site has a new
look, featuring tabs that take you
directly to the answers to the two
most common customer questions:
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“Where do I send the reports?” and
“What’s my country code?” For the
answers to these questions and much
more, check out the site today at:
www.ibm.com/zseries/swprice/scrt.
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Infrastructure in the box:
On demand solutions for Linux on zSeries
BY ROBERT J. BRENNEMAN, SCOTT LOVELAND, AND ALEXANDER SOLOVEY

Linux® on the mainframe is hot!
Excited by the opportunities available
to them, enterprises around the world
have jumped onto this compelling
environment. Initially, much of the
fanfare focused on consolidating simple
infrastructure workloads (such as print,
ﬁle, and Web serving) from a sea of
underutilized distributed servers onto a
single, centralized box. Brimming with
success, businesses soon sought to move
up the food chain and add on demand
applications to the mix.
But, they found that with the
greater richness of those environments
came added complexity. They were
confronted with a maze of products at
different levels to wade through, multiple
vendors to deal with, questions to answer
about integration with existing systems,
and learning curves to climb on multiple
technologies from Linux to z/VM® to
WebSphere® Application Server and
more. On top of that, time to architect
a solid solution was constantly squeezed
by the pressure to deploy. Finding one
person in an organization with the skills
to oversee such a deployment, who could
ensure all the pieces are put together
properly in a reasonable amount of time
was a challenge. Across the land, a
call for help went out.
IBM to the rescue

IBM rose to the challenge. A
pre-validated Linux infrastructure
offering was devised that would
remove those stumbling blocks
to provide zSeries® clients with a
smooth, fast, and satisfying zSeries
Linux deployment experience.
The idea was to create a Linuxbased solution deployment platform
for Java™ 2 Enterprise Edition
(J2EE) applications. It would
include a customized package of
products at speciﬁc levels, and a set
of installation aides to help clients
get the entire platform deployed
quickly and correctly. But that
wasn’t all, an IBM team also signed
up to test the whole thing together
to help ensure seamless operation.
The goal was to shorten a client’s
time to market by leveraging zSeries

virtualization technology, reduce their
deployment costs, build a foundation for
multi-channel integration through the
use of open technologies, and provide
a building block for the transition to
an on demand environment. Strong
security was also part of the strategy,
with an eye toward the stringent
requirements of ﬁnancial institutions.
Integration with existing enterprise
applications on zSeries was also
considered key. A team was assembled
to create the offering, and the
Integrated Platform for e-business on
zSeries was born.
The foundation

When architecting the Integrated
Platform, the team turned to the IBM
patterns for e-business as a foundation.
These patterns represent best practices
gleaned from over 20,000 IBM Global
Services Internet-based engagements.
There are several such patterns, with
multiple topologies per pattern. The
team chose as its base, the Directly
Integrated Single Channel pattern.
This model addresses the general
case of internal and external users
interacting with enterprise transactions

The technical requirements that the team
set for themselves were straightforward.
At its core, the offering needed to deliver
a software package that could be installed
on zSeries processors and interoperate
with z/OS® enterprise applications on
the same machine, probably from its own
LPAR. The solution needed to scale both
vertically (for example more CPU power
per image) and horizontally (such as
workload spread across multiple images).
It should take advantage of zSeries
technologies such as HiperSockets™ and
z/VM guest LANs. Of course, it had
to support J2EE applications, and help
minimize the time needed to deploy a total
solution.
Solution conﬁgurations

The team implemented two basic
topologies on zSeries; one called Internet
and one called Intranet. Within each
of those topologies there are several
possible conﬁgurations. Let’s look at all
combinations, then review the different
hardware plateaus available to enable those
topologies.
View the chart below as the
end-game; this is what the system looks
like once the offering has been deployed.
This chart describes the High Security
Internet topology that utilizes the Tivoli®
Access Manager (TAM) for e-Business
product. It shows two LPARs in a
single z900 (or z990) machine. There
is an existing z/OS LPAR with existing
enterprise applications and data. Then
there is a new LPAR into which the
offering has been deployed. In it, you see
multiple Linux guests running under a
single z/VM operating system. Note the
ﬁrewalls running outside the z900 and
ﬂanking both sides of the WebSeal and
HTTP servers. Those ﬁrewalls and the
networking conﬁguration behind them
are the main difference between the
Internet and Intranet topologies. The pairs
of protocol and domain ﬁrewalls create
Internet and Intranet DMZs, providing
the network security for the guests in the
internal network.
Based on the required J2EE
applications, a client can select to
use WebSphere Application Server or
WebSphere Portal server or both. (At
Page 2S
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Network implementation

The team used a z/VM 4.4 Level 2 virtual
switch for the communication between
Linux guests, and a HiperSockets network
to communicate between the offering
LPAR, and the z/OS LPAR on the same
machine. The virtual switch is also used
to control the ﬂow of trafﬁc between these
internal LANs and the external network,
and to simplify the overall network
conﬁguration.

There is an additional option available
for the customers with the IEEE 802.1Q
VLAN-capable Ethernet switch. A
VLAN-capable Ethernet switch can add
a vlanid tag to a frame based on the
switch port number, so trafﬁc from the
different network segments will be tagged
by different VLAN IDs and directed to
the trunk port that can carry trafﬁc for
multiple VLANs. This design utilizes new
IEEE 802.1Q VLAN support in z/VM
4.4 and SLES8 and allows the client to
use just one OSA card port for all the
network trafﬁc coming to the Solution
LPAR via the trunk port of the Ethernet
switch. Inside the solution LPAR the z/VM
VSWITCH distributes the trafﬁc based
on VLAN IDs to the Linux guests in the
corresponding virtual networks.
Software components

The offering includes software components,
installation aides, and optional hardware
components (IFLs, memory, OSA cards).
Virtualization is provided with z/VM 4.4
utilizing new virtual networking features
such as VSWITCH and VLAN. SUSE
SLES8 is the Linux-base upon which
all components are deployed. A client
can select to use WebSphere Portal 5.0.2
or WAS 5.1 for the deployment of J2EE
applications. The optional software is:
• IBM Tivoli Directory Server 5.2
• DB2 Universal Database™ V8.1.4
• WebSphere MQ server 5.3
• DB2 Connect™ V8.1.4 for accessing
DB2 on z/OS
Domain
Name Server

Intranet

User
Company Intranet

Protocol Firewall
OSA

Internet
DMZ

IBM HTTP

Public Key
Infrastructure

Domain
Name Server

Internet

User

Domain Firewall

Requirements

least one of the servers is required.) The
Linux DB2® and MQ servers and the
corresponding connectors to the existing
z/OS LPAR, shown in blue, are optional
components. If connectors are not
required, then the solution does not need
the existing z/OS LPAR and it represents
Self-Service Stand-Alone e-business
pattern.
In another possible conﬁguration,
the Integrated Platform is running on
an LPAR in a z800 or z890 machine
(perhaps a Linux-only z800 with nothing
but IFL engines, or perhaps a standard
z800). The z/OS it accesses is on a remote
machine elsewhere in the data center,
which is accessed via a network link.
The least complex conﬁguration is
the Intranet topology without external
ﬁrewalls. There is some support for
enabling software-only ﬁrewalls within
this topology via the iptables function
that ships with SUSE SLES 8, if a client is
interested in that conﬁguration.

Protocol Firewall

and data, and provides an excellent starting
point for extending business applications to
the Web.

Intranet DMZ

WebSeal
5.1

z/VM vswitch

WAS 5.1,

WebSeal
5.1

DB2
UDB 8.1

IDS 5.2
(LDAP)

IBM HTTP

server w.
WAS Plug-in

Internal Network
MQ server 5.3

WS Portal 5.0.2,
incl. WAS EE 5.0.2
DB2 Connect 8.1,
MQ client 5.3

z/VM

IFLs

MQ
server

DB2 Connect 8.1,
MQ client 5.3

TAM Policy
Server 5.1

Outside World

server w.
WAS Plug-in

server w.
Domain Firewall WAS Plug-in

server w.
WAS Plug-in

OSA

IBM HTTP

IBM HTTP

DB2

Legacy
applications

z/OS

LPAR1 - Linux Workloads

LPAR2 - Legacy

z900 Hardware

CPs

High security Internet topology
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•
•

WebSphere MQ 5.3 client to access
MQ server on z/OS
Tivoli Access Manager for e-business
5.1 has several components
(WebSeal, Policy Manager server
and LDAP server) and provides
user access security and single sign-on
capability for the solution.

Installation

The installation process is broken into
a logical sequence of steps. Customized
documentation is provided with the
solution that describes how to:
• Conﬁgure the LPAR.
• Install z/VM.
• Conﬁgure the virtual machines and
their network connections.
• Install the ﬁrst Linux instance.

•

Clone the ﬁrst Linux instance into
several others.
Run the custom network conﬁguration
script.
Run the custom middleware
installation script.
Run the installation veriﬁcation tests.

•
•
•

References and speciﬁcations are provided
to help with deﬁning the LPAR, and a
chapter on z/VM basics and a pointer to
the z/VM install documents will help get
z/VM up and running quickly. Customized
instructions are provided to get the Linux
install completed. The network and
middleware installs are mostly automated
by the Integrated Platform assist scripts.
The network conﬁguration script collects
all the important IP addresses, host names,

Functional
node

Software

Required Recommended
memory memory

Recommended
memory
for high load

Web server

IBM HTTP
Server

128

512

1024

Application
server

WebSphere
Application
Server 5.1

1024

1536

2048

Portal server

WebSphere Portal 1024
Enable 5.0.2

1536

2048

LDAP server

IBM Directory 5.1 256

384

512

Database
server
(optional)

DB2 UDB
Enterprise Server
Edition 8.1.4

384

512

1024

Messaging
server
(optional)

WebSphere
MQ 5.3

256

384

512

Access server TAM for
(optional)
e-business 5.1

256

384

512

Policy server
(optional)

256

384

512

TAM for
e-business 5.1

Server node

Installed software

Temporary ﬁles

User application
data

HTTP

50 MB

1-6 GB

1-7 GB

WebSphere
Application Server

1.1 GB

1-6 GB

1-7 GB

WebSphere Portal
Server

3.4 GB

1-6 GB

1-7 GB

LDAP (optional)

300 MB

1-6 GB

1-7 GB

DB2 (optional)

300 MB

1-6 GB

10-200 GB

WebSeal (optional)

190 MB

1-3 GB

< 1 GB

Policy Server
(optional)

30 MB

1-3 GB

< 1 GB
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and other parameters, and stores them
on each of the cloned systems so that
they can be brought up with the correct
network conﬁguration automatically. The
middleware installation script automates
the installation and basic conﬁguration
of the WebSphere Application Server
and other middleware in the Integrated
Platform. If the optional DB2 UDB, or
DB2 on z/OS are present, the middleware
installation script will also conﬁgure DB2
Connect so that it can access the UDB
or z/OS data, as well as conﬁguring the
WebSphere Application Server’s DB2 JDBC
connector.
Testing

The Integrated Platform was tested as a
complete solution to help ensure that the
products and conﬁguration delivered would
truly function as an integrated solution.
The install documentation was veriﬁed
for accuracy and completeness. Several
possible conﬁgurations were installed
to test that they worked as designed,
including a “kitchen sink” scenario
where all the optional components were
combined together on one system. The
code levels were tested all together to
expose any possible incompatibilities, and
the system was placed under heavy stress
to help insure its reliability.
Find out more

Linux on the mainframe offers a dizzying
array of opportunities. The Integrated
Platform for e-business on zSeries helps
to narrow that scope by providing a
pre-architected, pre-tested deployment
platform for J2EE-based applications. If
you are struggling to navigate through
the fog of available options, consider the
Integrated Platform for e-business on
zSeries as a lighthouse that can help guide
you to your destination.
More information on the IBM
Integrated Platform for e-business on
zSeries is available at: www.ibm.com/

zseries/os/linux/integrated/.
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Incredible shrinking server farm:
Consolidate with Linux on IBM ^
BY CLIFF LAKING AND JAN-RAINER LAHMANN

The IBM ^™ zSeries is
well known for its qualities
of service. It can run
without problems at much
higher average and peak
utilizations than other server
architectures. Because
of this higher utilization,
sizing is an important aspect
of any Linux on zSeries
consolidation solution.
Several projects aimed
at replacing whole categories
of servers by a Linux-based
IBM solution with Linux
on zSeries at the center,
augmented by Linux on
BladeCenter™ or high-end
Intel systems with VMware, have
recently been undertaken.
In addition to identifying some best
practices derived from these projects, one
particular project, where the beneﬁts of
virtualization are shown most dramatically,
will be described in detail in this article.
A consolidation primer

Linux on zSeries has the ability to
consolidate many light to medium
utilized distributed servers that do not
peak concurrently. Cost and performance
efﬁciencies can be gained through the
unique virtualization capabilities of the
zSeries platform that allow, otherwise
idle processor cycles and other hardware
resources, to be shared among the active
virtual servers.
The most common Linux solutions
implemented by customers on zSeries are
back-end integration and consolidation.
Back-end integration
A typical three-tier application architecture
is comprised of a data or transaction
server tier (CICS®, IMS™, DB2) residing
on a mainframe, and multiple middle
tier application servers on Intel or
UNIX platforms. This middle tier can
be consolidated under Linux onto the
same zSeries server that hosts the backend data or transactions. Connection
from the middle to the back-end tier is
through internal networks, eliminating
transmission over physical LAN media.
This results in higher throughput, higher
Page 4S
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shared between server images,
rather than dedicated to
individual servers.
Sizing Linux on zSeries
consolidations

security, lower latency, and signiﬁcantly
reduced complexity. Disaster recovery is
much easier to set up and test, since only
one system (with multiple operating system
images) needs to be recovered.
Popular examples of this type of
back-end integration on zSeries are SAP
(application servers running on Linux
with the database running on z/OS) and
WebSphere Application Server (running on
Linux and accessing data or transactions
on z/OS through e-business connectors
such as CICS Transaction Gateway, IMS
Connect, and DB2 Connect).
Consolidation
Running alongside existing legacy
workloads on the same footprint, Linux
on zSeries in combination with exclusive
best-of breed z/VM virtualization
technology, allows you to consolidate large
numbers of UNIX or Intel-based systems
onto zSeries. Total processor capacity
requirements and allowance for “white
space” (unused capacity) are signiﬁcantly
reduced. Virtual networks eliminate the
need for physical network components to
communicate within and between any
middle tier and back-end servers, while
improving performance.
Consolidation onto one or a small
number of server footprints also reduces
complexity. Another often unappreciated
advantage is vastly improved ﬂexibility and
adaptability when you manage resources

The sophistication of
resource sharing and
virtualization on zSeries
systems means that a
different approach to sizing
Linux workloads is required,
compared to sizing traditional
UNIX or Intel systems with
dedicated resources. Sizing
basics are described in the
IBM Redbook, Linux for
zSeries and S/390: ISP/ASP
Solutions, SG24-6299. To
perform a qualiﬁed and accurate sizing,
experience is essential. In IBM, dedicated
teams exist whose responsibilities include
capacity estimations for Linux on zSeries.
As an IBM customer, you have access to
the services of these teams through your
IBM customer representative or IBM
Business Partner.
Here is the basic sizing equation
for Linux on zSeries in a consolidation
scenario. Most of this sizing and relative
capacity theory is based on a methodology
developed by a zSeries sizing specialist. In
simple terms, the zSeries capacity required
to run a workload currently running on
some other architecture is estimated by the
following formula:
Current
Capacity
%
needed = Utilization x capacity
WLF
Capacity needed represents the zSeries
capacity needed. % Utilization and
Current capacity represent the other
server architecture.
Current capacity is the capacity of
the existing distributed servers expressed
by some suitable metric. This might be
MHz or perhaps transactions per minute
(tpm) values from published TPC-C
benchmarks. TPC-C results exist for many
UNIX and Intel-based systems.
A Workload factor (WLF) is used
to convert RISC or Intel architecture
server capacities to equivalent zSeries
capacity. WLF depends heavily on the
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kind of workload and can vary in a 1—4X
range. Higher factors are more favorable
for zSeries (reﬂected for example in I/Ointensive workloads), while CPU-intensive
workloads (such as SPECint) have lower
factors and are thus less well suited to
zSeries. Deciding which WLF to use for a
speciﬁc application or workload is based
on IBM internal benchmark data and
assessment of workload characteristics,
coupled with the experience and judgment
of the sizing practitioner.
The % Utilization (the “accumulated peak”) of installed servers can
be measured with UNIX tools (vmstat,
sysstat or sar), or appropriate Windows
tools since guesswork is notoriously
inaccurate. With most projects that were
participated in, estimated utilization of
installed servers was much higher than
measured. Wherever possible, sizing
should be based on the peak of the
accumulated or aggregate utilizations
over all the measurement intervals for
the servers being studied, rather than
for the sum of the peak utilizations of
the individual servers to be consolidated.
This is an important difference since the
accumulated peak is usually signiﬁcantly
less than the sum of the peaks. While the
peaks for individual servers might be in
the 50%–80% range, an accumulated
peak for Intel server farms of <10%
and for UNIX server farms of <20% is
commonplace. See “Taurus: A Taxonomy
of the Actual Utilization of Real UNIX and
Windows Servers”, downloadable at:
www.ibm.com/servers/eserver/literature/.
The graph shows accumulated
processor utilization from a server farm in
a large insurance company. A group of 19
servers with a total of 29 processors were
measured over a whole month at 5 minute
intervals. Processor speed (MHz) was used
as the capacity metric in this illustration.
The highest accumulated peaks for the
group of servers were at about 7500 MHz,
almost 40% of the installed capacity.
However, a more detailed analysis showed
that these extreme peaks occurred
at 9 pm every weekday, triggered by
scheduled backup tasks. These peaks
could be disregarded in the consolidation
sizing because the backup tasks could
be staggered to start at different times
on each server. With further analysis of
the measurements obtained from the
distributed servers, it was established that
the relevant accumulated peak was around
1700 MHz, which is less than 9% of the

installed capacity. With this amount of
unused “white space” and the beneﬁts
of virtualization, there is a clear case for
consolidation to Linux on zSeries.
What are the best applications to
run on Linux on zSeries?

Implementing a single production server
on Linux on zSeries in the absence of
any additional Linux images is normally
only recommended in special cases.
Furthermore, distributed UNIX or Intel
server arrays running at high utilizations,
where incoming requests are distributed by
load balancers, are often not well suited for
Linux on zSeries. This is for two reasons:
they would not result in any kind of mixed
resource usage and secondly, much of the
beneﬁt of virtualization is lost. Even that
particular case may be treated differently
if the load balancers are used solely to
increase availability.

The relative capacity sizing formula
highlights two of the more important
principles for cost-effective consolidations
of distributed workloads onto Linux on
zSeries. Workloads with higher workload
factors are generally good candidates,
as are servers with
low processor utilizations.
There will never
be a “one size ﬁts all”
solution or answer
to this question,
but most successful
Linux on zSeries
implementations
include the word
mixed somewhere
in their description:
• Consolidation of
a heterogeneous
server farm
typically leads to
a mixed workload Accumulated utilization of 19 Intel servers over a whole month
on a zSeries
Consolidation example
system because the individual Linux
Here we describe a simple approach to
images run different workloads.
server consolidation with Linux on zSeries.
• Implementing individual applications,
It has been used in several successful
over time on Linux on zSeries, tends
consolidation projects involving large
to result in mixed workload.
groups of servers. The resulting scenario
• Even running the same application
is not always a consolidation to just Linux
in all Linux images can result in
on zSeries, but frequently includes other
a mixed workload. For example an
Apache server farm, where each server IBM architecture platforms such as IBM
BladeCenter or high-end Intel systems,
is serving different content, results
such as IBM x445.
in mixed data access patterns over
time, thus exploiting a strength of the
Step 1
zSeries architecture.
Deﬁne potential consolidation scope. This
• Implementing a single application
could be for example, “all Intel servers”,
involves several steps (production, test,
“all UNIX servers”, “all Web servers in
integration, development) and a large
business unit XYZ”.
number of systems, even if production
runs on only one or two servers. While
Step 2
Linux on zSeries might not be ﬁrst
Build an inventory of all applications and
choice if only the production system
servers, including hardware, middleware,
is considered, it often has signiﬁcant
and applications.
advantages if all implementation
phases are included in the analysis.
Step 3
• Running several different mySAP.com
Assess the feasibility of a Linux migration
modules on logically separated Linux
for these systems. A detailed analysis of all
images often satisﬁes the deﬁnition of
relevant systems and software is needed.
mixed workload and can be well suited
The result will be a classiﬁcation (green,
to Linux on zSeries.
yellow, or red) according to the Linux
readiness of the servers and applications.
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Step 4
Develop a new technical solution
architecture based on Linux on zSeries
(and xSeries where appropriate) for
discussion with IBM. The new solution
might be based on Linux on zSeries,
Linux cluster, IBM BladeCenter, or
VMware on high-end xSeries® systems.
For sizing purposes, processor utilization
data from the existing systems should be
captured.
Step 5
Compare total costs of ownership for
alternative scenarios. Include people and
downtime costs for realistic comparisons.
Deﬁne in advance how to treat soft
factors, such as manageability, availability,
ﬂexibility, and open source.
A shining example of a successful
consolidation project comes from the
same large insurance company described
earlier. This company had mainframe
servers running OS/390® as well as
Windows NT servers on Intel hardware.
With end of support for Windows NT fast
approaching, the customer had to migrate
either to a newer version of Windows or
to Linux. IBM was invited to develop a

solution architecture for consolidation and
migration of all the installed Intel servers
to Linux.
The assessment from Step 3 showed
that about 50% of the installed servers
could be consolidated onto Linux on
zSeries. For the remainder, IBM proposed
high-end Intel systems running VMware.
The operating system running under
VMware would be Linux on Intel for most
of these servers, while a few would still
run Windows where the application could
not be migrated.
The utilization data shown in the
graph was the foundation for the sizing
in Step 4. The ﬁrst group of servers
(green), which could be migrated to Linux
on zSeries immediately, numbered 19
servers with 29 processors. Similar data
was collected for the second group of
servers (yellow) that could be migrated
within one year. Together with an
allowance in the sizing for some planned
additional applications, a suitable zSeries
conﬁguration was constructed.
IBM suggested upgrading the two
installed S/390 G6 systems to z900
technology. Analogous sizing techniques
were applied to the third group of servers

(red) for two IBM xSeries 445 servers
that were proposed as a replacement. The
customer compared costs for all their
options and implemented the conﬁguration.
Currently, there are roughly 25
virtual Linux servers installed on a
zSeries z900 server running under z/VM.
This has established a proof point for
further consolidation, and the number
of production systems running under
Linux on zSeries increases steadily. The
x445 systems were installed later, and are
also running in production today. At the
conclusion of this project, the customer
consolidated all their central servers to just
four systems—two IBM ^ zSeries
z900 servers and two IBM ^ x445
servers.
Yes, four servers are enough!

IBM zSeries EXPO
focused on z/OS, VSE, z/VM and Linux on zSeries
When: November 1 – 5, 2004
Where: Fontainebleau Hilton in Miami Beach, Florida
Reserve your spot in sunny Miami Beach to hear about the latest zSeries innovations for
z/OS, VSE, z/VM and Linux on zSeries. Immerse yourself in four and a half days of
highly rated IBM technical education covering zSeries server technologies, storage, and
operating systems. You’ll ﬁnd introductory sessions, hands-on labs for z/VM and Linux
installation, and advanced technical sessions, all presented by zSeries experts from IBM,
ISVs, customers and consultants. You can concentrate on a single track, or gain the latest
information across the entire spectrum of subjects.

Enrollment details:
Enrollment is open to IBMers, ISVs, and customers worldwide.
Registration fee: $1,895
(If you have a current U.S. IBM Education Card, your registration fee
is already paid.)
For more information and to register, visit the conference Web site at:
www.ibm.com/services/learning/conf/us/zseries/.
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Linux security: Safe to swim!
BY NANCY EADE, INGOLF SALM, AND PETER SPERA

The combination of the Internet with
e-business technologies has opened new
markets and ushered in a new era of
business. New opportunities, however, can
bring exposure to new security risks.
Infrastructure complexity found in
today’s on demand operating environments
demands the selection, integration,
deployment, and management of a
heterogeneous amalgam of components
from multiple sources. Providing
information security requires expertise in a
wide variety of highly specialized security
disciplines and substantial resources.
Many zSeries security features can now
be extended to beneﬁt Linux virtual
images on zSeries servers, particularly
when it comes to highly secure partitions
and high-performance cryptography. In
addition, numerous security applications
and tools are available from IBM and other
software vendors that can enable zSeries
products to participate in cross-platform
security and help to simplify security
management.
What security features does Linux
have going for it?

The open source
community has
developed a variety
of open source
security tools for
use with Linux.

But most importantly, because Linux is
an open source operating system, it is
supported by literally tens of thousands
of developers worldwide. This broad
and diverse developer community can
continuously probe and test Linux security.
Fixes are typically developed very quickly,
due to the enormous number of developers
working on the code. This can give you
the ﬂexibility to manage your software
upgrade and security policy via in-house
mechanisms, or through maintenance
contracts with distributions or service
organizations.
Certiﬁcation is becoming an important
focus to our enterprise zSeries customers.
Two of the most required certiﬁcations
are Common Criteria (CC) Security
Certiﬁcation and Defense Infrastructure
Information/Common Operating
Environment (DIICOE). In December
of 2002, the IBM ^ zSeries 900
(z900) hardware was Common Criteria
certiﬁed to EAL 4/EAL 5 (Evaluation
Assurance Level) and in May of 2003, the
IBM ^ zSeries 800 (z800) hardware
was also certiﬁed to the same level.
On January 21, 2004, IBM and
Novell’s SUSE LINUX business unit
announced that SUSE LINUX Enterprise
Server 8 with Service Pack 3 on IBM
^ zSeries had achieved CC
Controlled Access Protection Proﬁle
(CAPP) EAL 3+ compliance. On January
21, 2004, IBM also announced COE
compliance on the zSeries platform with
SUSE LINUX Enterprise Server 8, which
signiﬁes that SUSE LINUX is the ﬁrst
Linux distributor to offer both CC and
COE compliance in the same package,
creating the opportunity to run
operational applications
in a secure
environment.

IBM continues to show its commitment to
expanding Common Criteria Certiﬁcation
with hardware LPAR certiﬁcation for the
z990 LPAR as well as software including
z/VM and z/OS with the RACF® optional
feature, all of which are currently “in
evaluation” for CC Security Certiﬁcation.
IBM also plans to pursue CC Certiﬁcation
of Linux across IBM ^ platforms
and family of IBM middleware, including
WebSphere, DB2, and Tivoli software.
What other security features can
I expect from Linux on zSeries?

Logical partitioning (LPAR) and z/VM
are two zSeries features that are designed
to provide a very secure virtual server
environment. LPAR is designed to prevent
the ﬂow of information between logical
partitions, providing a level of control and
image isolation that enables the zSeries
hardware to adapt and be conﬁgured to
meet your security objectives.
For decades, IBM customers in all
industry sectors have employed z/VM as a
trusted, reliable, highly secure, and robust
platform supporting multi-user computing
and hosting multiple virtual servers. z/VM
is designed to maintain the integrity of the
virtual machine environment at all times,
providing a hosting platform for hundreds
of Linux images.
Isolation with virtual communication
Linux servers running in LPARs can
communicate with servers (Linux, z/OS,
VSE/ESA, servers running on z/VM) in
other LPARs via HiperSockets, which
provide a high speed virtual TCP/IP
network within zSeries hardware. No
external cables or connections are
required, providing physically secure
communications. Like HiperSockets,
z/VM guest LANs provide a virtual
network completely within z/VM. These
virtual networks provide highly secure
connections since it is designed so that the
data never goes beyond the covers of the
zSeries machine.
Cryptography for the enterprise
In the Linux environment cryptography
can be used for conﬁdentiality,
authentication, and data integrity.
Conﬁdentiality can be gained when a

August 2004

z/OS HOT TOPICS Newsletter Supplement: Linux and z/VM

Page 7S

cryptographic algorithm is used to make
the data available only to a trusted group
of users. Authentication of a user is
completed when a user can be identiﬁed
by a digital signature such as RSA public
key cryptography. You can think of data
in a ﬁle system as being secured by a
cryptographic ﬁle system using symmetric
encryption, and data over a LAN being
secured by Secure Socket Layer (SSL) with
a combination of asymmetric encryption
and symmetric encryption. Asymmetric
encryption provides SSL transaction with
the authentication or SSL handshake,
while symmetric encryption is needed to
provide the security and the integrity of
the transactional data.
The SSL handshake is a CPUintensive operation, when implemented in
software alone. In order to help meet the
objectives of our enterprise customers,
including both a higher SSL transaction
rate and to free CPU cycles for use by
other applications, it was necessary to
accelerate these operations with hardware
offerings such as the PCI Cryptographic
Coprocessor (PCICC). The PCICC card
can be used on an S/390 G5, S/390 G6
and z900 to accelerate clear key SSL
handshake operations. The z900, 2001
models (GA 2) and 2002 models (GA 3),
as well as z800 and the new z990, can
all take advantage of the newer, faster
PCI Cryptographic Accelerator (PCICA)
card for this task. The PCICA accelerator
card is roughly ﬁve times faster than
the PCICC card for the same clear key
RSA operations. In 2002, the z900 was
modiﬁed so the beneﬁts of the PCICA
card could be extended for use by the
competitively priced IFL (Integrated
Facility of Linux) engines available to
zSeries customers. The introduction of the
z990 architecture brought with it some
relief for Linux applications requiring
symmetric cryptography. New user
space hardware instructions have been
introduced to perform DES, TDES and
SHA-1 cryptography. The z990 and the
new z890 can take advantage of an even
newer PCIXCC.
Software crypto APIs
Picking a strategic set of crypto application
programming interfaces (APIs) was an
important ﬁrst step in providing the
application enablement to help meet our
customers’ objectives. In the Linux on
zSeries environment OpenSSL, a PKCS#11
shared library and GSKit for Linux on
Page 8S
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zSeries are designed to help meet this
need. These libraries can allow open
source projects, vendors, customers, and
IBM applications to take advantage of the
advanced hardware acceleration provided
by zSeries, helping to ensure that they
meet their cryptographic needs and can
deploy their security policy.
Crypto end-to-end
The combination of software and hardware
to provide an end-to-end crypto solution
can be a daunting consideration. The
modular design of the standard libraries,
as well as the hardware components,
simpliﬁes this task. The availability of
standard crypto libraries provides the plug
points necessary to enable applications,
such as Apache, Java, and Tivoli Access
Manager to take advantage of the powerful
cryptographic acceleration provided on
zSeries.
IBM Tivoli Security Management
IBM Tivoli Security Management
solutions offer a comprehensive security
management environment that is
supported by IBM. With IBM Tivoli
Security Management, you can manage the
security components in your infrastructure
as a uniﬁed, cohesive whole, which can
help simplify management, and help
reduce the chance for administrator errors
that could result in security holes. IBM
Tivoli Security Management solutions (like
IBM Tivoli Access Manager, IBM Tivoli
Risk Manager, and IBM Tivoli Directory
Server) are designed to help realize ROI
by bringing users, systems and applications
online, while effectively managing users,
access rights, and privacy preferences.
Tivoli solutions can also help you actively
monitor, correlate, and quickly respond to
IT security incidents across your
e-business.
IBM ISV Security Offerings
In addition to IBM Linux distribution
partners, IBM business partners and
independent software vendors (ISVs) offer
a variety of security solutions for the
Linux operating environment. As with
Linux distribution partners, IBM works
closely with its business partners and
vendors to help integrate their solutions on
zSeries servers to allow fast and efﬁcient
deployment. A complete list of offerings
can be found at: www.ibm.com/zseries/
solutions/s390da/linuxproduct.html.

Integration
The integration of distributed work loads
with traditional mainframe applications
brings together the qualities of service
provided by zSeries with the ease of
development and ﬂexibility of deployment
offered by Linux on zSeries.
In addition to the authentication
mechanisms provided by Linux on zSeries
and the various open source and vendor
solutions that are available to Linux,
z/OS can become an integral part of
the authentication process. A Linux on
zSeries client can be conﬁgured, using a
Pluggable Authentication Module (PAM),
to use LDAP for authentication of users.
The LDAP client on Linux is capable of
using the z/OS LDAP Serve, residing in
a separate and high security LPAR, to get
authentication information from either the
RACF database or DB2.
Does it add up?

When you add up the advantages of
zSeries, Linux, the many security related
products available in this environment,
and the proximity to z/OS, you reach the
conclusion that not only is Linux ready for
your mission critical workloads but it also
can provide a security-rich environment to
host your prime-time applications.
IBM offers security consulting,
education, planning, and implementation
services including security assessment,
IBM Tivoli consulting, product speciﬁc
implementation, and cross industry
solutions. Using the security components
provided by IBM as well as independent
software vendors (ISVs) and business
partners, organizations can implement a
strong security foundation that can help
address all the elements of security.
Where can I ﬁnd more
information?

For the latest zSeries security
announcements and information, visit the
zSeries Security Internet site at:
www.ibm.com/zseries/security.
You can also look at the Linux on IBM
eServer zSeries and S/390—Best Security
Practices Redbook, available at:

www.redbooks.ibm.com/redpieces/
abstracts/sg247023.html.

Find out what new security offerings
are available from IBM and its business
partners by going to:
www.ibm.com/security.
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A universal adapter: Communications Server for Linux
BY ALFRED B. CHRISTENSEN, ERIKA LEWIS, AND HAECHUL SHIN

Linux is the fastest growing operating
system environment. The IT community
understands the value of Linux: the
freedom and the openness of the platform,
which allows companies to choose when
and how to upgrade their systems. IBM
^ zSeries running Linux combines
the openness and freedom of Linux with
the reliability, security, robustness, and
power for which zSeries is so well known.
Customers across the globe, ranging
from local governments to large ﬁnancial
services providers, use Linux on zSeries.
Start-up companies use zSeries to run
Linux so they can manage unexpected
workload spikes without investing in
large amounts of excess capacity on
distributed servers as their companies
grow. Established companies choose to
consolidate their distributed servers into
Linux on zSeries. From mail servers to
new Web-based applications, deployment
on Linux for zSeries is growing.
Now you can also use Linux on
zSeries to optimize your enterprise
network infrastructure and integrate
the continued use of your existing SNA
applications with your new IP-based
workload.
Recent work by the IBM
Communications Server development team
combines reliable SNA server functions
with new Linux on zSeries environment
advantages. Depending on your current
infrastructure, there are many different
ways to make this work in your
environment. The following paragraphs
will describe how network technologies
have evolved over the past few decades and
illustrate how the use of Communications
Server for Linux on zSeries with other
key technologies can help you optimize
and simplify your integrated network
infrastructure in support of both SNA and
IP-based application workloads.
Network evolution

Enterprise networks have undergone many
changes in the last ten to ﬁfteen years.
Originally, the IBM
mainframe environment
was a pure, hierarchical
SNA environment with
local terminal controllers
attached to VTAM® through

channels and communicating to remote
controllers over serial lines connected to
NCPs. At that time, the wide area network
was entirely SNA. Then came IP. Ever
since, companies have been struggling with
the challenges and costs of maintaining
two networks, or deploying a diverse,
complex set of incompatible technologies
to transport both SNA and IP over one
network infrastructure.
Eventually, Enterprise Extender
emerged as the ultimate technology
for transporting SNA trafﬁc over an IP
network, allowing you to combine your
two network infrastructures into a single,
highly-available, optimized IP-based
network. Many mainframe installations
have used Enterprise Extender to simplify
their networking infrastructure; however,
many still have mixed environments,
including installations with operating
system environments that do not support
Enterprise Extender, such as z/VM and
VSE/ESA. For those who still have pure
SNA or mixed network infrastructures,
there is an additional challenge because
some SNA infrastructure components,
such as token-ring hardware and certain
channel-attached SNA controllers, are
nearing end-of-life.
Infrastructure simpliﬁcation

One reason to move toward a single
network infrastructure is to transform
SNA applications to Web-based
applications. However, this is not always
cost or time efﬁcient. Sometimes a
network infrastructure simpliﬁcation is
desirable long before SNA applications can
be Web-enabled. An alternative solution
is to move your SNA applications and
gateways into the data center and make
your network infrastructure IP-only. This
solution could have the added beneﬁt of
consolidating various distributed platforms,
including OS/2®, onto Linux. You would
use IP downstream and SNA upstream
to existing mainframe SNA applications,
which in this scenario are not required
to be rewritten because they are unaware
of the network changes. Communications
Server for Linux on zSeries enables this
alternative solution, allowing you to still
gain the beneﬁts of a single IP-only
network infrastructure, while retaining
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your existing
SNA applications
and data at the
data center, and to the extent needed, in
remote locations such as branch ofﬁces.
Communications Server for Linux
on zSeries can be used to transform IP
downstream to SNA upstream or vice
versa using technologies such as Enterprise
Extender, TN3270E services, and remote
SNA API services. Moving your SNA
trafﬁc over an IP network allows the SNA
trafﬁc to take advantage of the dynamic
nature of IP routing, enabling dynamic
recovery from IP network topology changes
to be extended to your SNA workload.
Using Enterprise Extender and the
TN3270E server inside the zSeries has
additional advantages. Once you have your
SNA trafﬁc coming in over IP to your
zSeries hardware, you can replace the
token-ring network and ESCON channelattached SNA controllers with an Ethernet
network and gigabit OSA-Express hardware.
Further communication within the zSeries
box uses high-speed internal secure pipes
such as HiperSockets or virtual channels.
Additionally, the Communications Server
residing in Linux on zSeries is able to
take advantage of zSeries architecture for
scalability and efﬁciency.
If you are unable to move to
Enterprise Extender due to having an
operating system that does not support
or is not conﬁgured for that technology,
you can now use Enterprise Extender
on Communications Server for Linux on
zSeries to connect your zSeries to the IP
network. If you have outboard TN3270E
servers and have been hesitant to move
them inboard due to the required VTAM
deﬁnition changes, Communications Server
for Linux on zSeries provides an attractive
alternative. If you need to maintain
downstream SNA applications, you can
also use the remote SNA API client/server
function to send SNA API calls over your
IP network for processing at the Linux
SNA API server.
Extending Enterprise Extender
technology for z/VM and VSE/ESA
z/VM and VSE/ESA do not support
Enterprise Extender, so previously if you
had these operating systems and would
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have liked to deploy Enterprise Extender
technologies in your enterprise networks,
you could not send Enterprise Extender
ﬂows to zSeries processors.
Communications Server for Linux on
zSeries now provides this capability. By
using the Enterprise Extender function on
Communications Server for Linux that is
attached to your z/VM or VSE/ESA host
through a channel-to-channel or shared
LAN, you can use IP ﬂows into and out
of the zSeries for SNA communication.
Communications Server routes data
between Enterprise Extender downstream
and APPN ISR upstream, so the upstream
operating system must be conﬁgured as
an APPN network node. Communications
Server for Linux on zSeries cannot act
as an APPN border node, which means
that the upstream and downstream APPN
nodes must have the same NETID as
Communications Server.
Inboard TN3270E server
Now that Communications Server for
Linux on zSeries is available, you can
easily move your existing outboard
TN3270E servers into the zSeries
hardware through Communications Server
for Linux. By having an inboard TN3270E
server, you have native IP connectivity
from TN3270E clients right into the
zSeries processor. The TN3270E server
in Communications Server for Linux on
zSeries can be conﬁgured in secure mode
providing strong security for 3270 terminal
access through Secure Sockets Layer (SSL)
authentication and encryption, allowing
the full data path between the remote
TN3270E client and the TN3270E server
on zSeries to be secured. Additionally,
the express logon feature simpliﬁes user
interaction when connecting to z/OS
3270-based SNA applications.
The TELNET redirector function
of Communications Server for Linux
on zSeries provides an attractive cost
reduction for secure TN3270E sessions
into zSeries operating systems that
themselves deploy a TN3270E server
by terminating the secure TN3270E
connection in the TELNET redirector
on Linux and proxying the TN3270E
connection inside the zSeries platform to a
non-Linux TN3270E server as a
non-secure TN3270E connection.
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Consolidating distributed TN3270E
servers to Linux on zSeries requires few
VTAM deﬁnition changes because VTAM
continues to view the TN3270E resources
as PU type 2 nodes with dependent LUs.
Communications Server for Linux
on zSeries can be combined in a Linux
for zSeries environment with WebSphere
Application Server and Host Access
Transformation Server (HATS), allowing
workstation clients to access zSeries SNA
3270 applications using a standard Web
browser and HTTP or secure HTTPS
protocols over the IP network. HATS
can transform the SNA 3270 dialog to
HTTP/HTML using out-of-the-box
transformation rules, or application
developers can use the standard integrated
WebSphere Application Server development
environment to enhance and modernize
the user interface without changing the
SNA 3270 application. When using HATS,
there is no need for users to pre-install
or to download a TN3270E client to their
workstation; a standard Web browser is all
that is needed on the users’ workstations.
Remote SNA API server
Communications Server for Linux on
zSeries is also a remote SNA API server,
providing the capability of collapsing the
SNA protocol stack all the way into the
zSeries processor. The remote API client
code included with the product can be
installed at downstream clients. This
allows distributed SNA applications to
reside on various remote platforms without
having full SNA stacks on those platforms.
The SNA API calls are sent over the IP
network to be executed by the remote SNA
API server on Linux. A single remote SNA
API client can also be served by a pool of
remote API servers, providing availability
and load-balancing.

for scalability and workload balancing.
Horizontal scaling is achieved by adding
logical instances of the Linux kernel.
As your business grows, real or virtual
servers can be added. These servers share
resources such as processors and storage,
so workload peaks are handled efﬁciently.
Take the next step

You want to protect your investment in
your SNA-based application portfolio while
taking advantage of the latest networking
protocols and open operating systems.
IBM Communications Server for Linux
on zSeries integrates existing solutions
with new technologies. Connectivity to the
zSeries server can be through an IP-only
network, removing dependencies on aging
network hardware and creating an efﬁcient
single-protocol network infrastructure.
Access to your SNA applications and
data is through high-speed internal
connectivity to the zSeries operating
systems.
Functions such as Enterprise Extender
and inboard TN3270E servers are not
new, but implementing these on Linux
on zSeries has new beneﬁts, including
the extension of Enterprise Extender
function to zSeries operating systems
that do not support Enterprise Extender
and the ability to move TN3270E servers
inboard with minimal deﬁnition changes.
These are just some of the features of
the Communications Server for Linux on
zSeries product. For more information,
see: www.ibm.com/software/network/
commserver/z_lin.

Scalability
In the past, you might have had to add
or replace servers on multiple platforms
every time your business grew and you
might have had servers that were idle or
operating at low utilization in order
to handle workload peaks. Your
server farms consumed power
and ﬂoor space. Communications
Server for Linux on zSeries allows you
to take advantage of zSeries architecture
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A taste from the
Linux cookbook

The Menu

BY CHRIS HASTINGS

Appetizer
z/VM concepts
The ﬁrst chapter acquaints you with z/VM concepts, items like the Control
Program, CMS, and virtual machines.
First course
Planning
The second chapter provides information to help you plan your Linux virtual
servers, for instance, capacity and performance planning.

IBM is publishing a new book designed
to help systems personnel new to z/VM
conﬁgure and use z/VM functions and
facilities for Linux servers running
on zSeries. The book, Getting Started
with Linux on zSeries, helps system
programmers, administrators, and
operators who have limited knowledge of
z/VM, but want to get started deploying
Linux servers on z/VM.
This book is primarily a cookbook,
that is, it provides recipes to accomplish a
task or goal. When required, background
concepts are provided to help you
understand the recipe. Instructions and
background concepts are separated but
linked together through cross-references,
providing an efﬁcient path through the
information. Thus, if you already know the
necessary concepts, you can skip them and
can simply follow the instructions.

Second course
Conﬁguration
Chapters 3 through 6 take you from the point after z/VM installation to the point
where you are ready to install your ﬁrst Linux server. Chapter 7 shows you how
to deﬁne your ﬁrst virtual machine for Linux. At that point you must turn to the
installation documentation provided by your Linux distributor to install your ﬁrst
Linux system image.
Topics in these chapters include:
•
•
•
•

Changing the z/VM system conﬁguration
Conﬁguring TCP/IP
Conﬁguring the Directory Maintenance Facility
Creating your ﬁrst Linux virtual machine

Following the deployment of your ﬁrst Linux server, Chapter 8 shows you how
to replicate or clone additional servers. Cloning provides a speedy way to add
additional workloads by creating new Linux virtual servers. When you ﬁnish
these chapters, you will have two or more Linux servers running on z/VM with
TCP/IP connections to the network.
Third course
Runtime
Later chapters cover operations, administration, performance,
and other day-to-day bare essentials.

Peruse the menu!

Dessert
More information
Though the topics in this book are self-sufﬁcient, you might want to explore a
function or facility. Some topics end with a list of documents that you can use
to understand a function or facility in detail. If you are reading the book online,
hypertext links take you directly to the topics in the z/VM documentation.

Get the book
Getting Started with Linux on zSeries will be available with the release of z/VM
Version 5, Release 1. Look for publication number SC24-6096.
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Our supplement contributors
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Linux Test and Integration Center at IBM
in Poughkeepsie. He started playing with
Linux on zSeries on one of the ﬁrst Marist
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warm comfy feeling of the bash shell while
he was thrashing about in ISPF.

Erika Lewis is a Senior Software
Engineer with Enterprise Networking
Solutions (ENS) in Raleigh. She is the
development manager for the distributed
Communications Server products,
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on zSeries.

Alfred B. Christensen is an IBM
programming consultant in the strategy
and design group within the Enterprise
Networking Solutions (ENS) area in
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for z/OS and the Communications Server
for Linux on zSeries are developed. Alfred’s
primary focus areas are TCP/IP-based
technologies on z/OS and integration of
SNA and TCP/IP on Linux. He has written
numerous Redbooks, white papers, and
articles, and is a frequent presenter at
SHARE, GSE conferences, and various
IBM conferences.
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in the IBM Linux Test and Integration
Center in Poughkeepsie. He was involved
in the design and testing of the IBM
eServer Integrated Platform for e-business
on zSeries solution from its inception.

Nancy Eade received her bachelor’s
and master’s degrees from Southern
Illinois University. She has over 20 years
of experience working in the information
technology industry. Nancy has held a
variety of professional positions within
United Airlines, Banc of America and IBM.
She currently works in zSeries Marketing
focusing on security and virtualization.
Chris Hastings is a Senior Software
Engineer at IBM in Poughkeepsie, New
York. During his 23-year career at IBM,
he has developed information for many
IBM products and his current assignment
is developing information for z/VM. He
also works on advanced documentation
delivery systems and techniques.
Jan-Rainer Lahmann is a systems
architect in technical pre-sales support
at IBM Germany. His area of expertise
is Linux. Jan consults with IBM’s largest
customers on cross platform Linux
projects, including consolidations and real
world deployments.
Cliff Laking is a consulting IT specialist
at IBM United Kingdom. His focus is on
zSeries Linux and virtualization technology
which he has twenty years experience in.
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ShopzSeries:
Your order is ready!

zFavorites!

BY LEE ANN MICHAEL

When you need a
zSeries software
product or service,
ShopzSeries allows
you to order it
quickly and easily
over the Internet. In many cases, your
order can even be delivered over the
Internet.
The ShopzSeries Web site allows you
to order products for the z/OS, OS/390,
z/VM and VSE/ESA™ operating systems,
and service for z/OS and OS/390. In
ShopzSeries, the catalog of available
software is tailored based on the software
licenses you currently hold.

To use the CD: Insert it in any standard CD-ROM and it should
start automatically.
If it does not, click on the Start button, choose Run... and then
type x:\index.htm (where x is your CD-ROM drive letter) and
press Enter.
zFavorites!
It’s the zFavorites for zSeries credit card CD! You’re gonna love this. It
has all sorts of helpful Web links, like for:
•

Hardcopy

•

Operating systems

•

Software

•

Language and tools

•

ISV development and

•

Product documentation

•

Marketing information

•

Education

•

Support

•

Links to FREE downloads

•

Redbooks™ sampler

•

WebSphere

•

XML

Recent changes
In recent months, ShopzSeries has added
some signiﬁcant enhancements, including:
• Products in the ShopzSeries catalog
now display an icon to indicate
whether they are enabled for Internet
delivery
• Increased size limit (4 gigabytes) for
Internet delivered service orders
• Internet delivery for z/VM and
VSE/ESA product orders
• More support for publication CD
images, which are provided in ISO
9660 format and can be written to
your own CD media or used with
virtual CD software.
In z/OS V1R6, we are adding support
for the Internet delivery of ServerPac. To
ﬁnd out more, see “Internet delivery of
ServerPac” on page 27.
How can you get started using
ShopzSeries?
Start with the Web site: www.ibm.com/
software/shopzseries. There you can
register to use ShopzSeries and learn more
through video clips and the online users
guide.
Not all of the features of ShopzSeries
are available in all geographies, but
support is expanding all the time. For the
currently supported countries, see the
ShopzSeries Web site.

applications

Additional copies of zFavorites CD-ROM (GK3T-4331-05) are
separately orderable.
August 2004
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HiperSockets Accelerator:
Simplifying network connectivity
BY JERRY STEVENS

How many zSeries servers are
really in the box?
The IBM zSeries server provides the
capability to divide your physical server
into logical servers or logical partitions
(LPARs). The maximum number of
LPARs supported has increased to 30
with the most recent z990 server. The
IBM z990 hypervisor provides hardware
(ﬁrmware) virtualization that makes each
LPAR appear just as if it were a unique
and separate physical server.
Is enough really enough?
In addition to the logical partitioning
provided by the zSeries hardware, another
level of partitioning can be deployed within
a given LPAR by using software provided
by z/VM. Deploying z/VM allows a user
to once again subdivide a single LPAR
into separate OS images and thereby
conﬁgure many instances of operating
systems (referred to as second-level guest
virtual machines). Each guest virtual
machine can then execute any of the
supported operating systems applicable
to IBM zSeries architecture. In some
conﬁgurations, hundreds of Linux images
(server farms) can be deployed in a single
z/VM LPAR.
Connect the servers
Now that zSeries boxes have the capability
to create numerous internal servers, how
will they communicate with each other?
Also note that there are many advantages
to creating clusters of servers and
consolidating server farms into a single
platform. These capabilities create some
interesting challenges in terms of I/O
conﬁgurations. What is the best approach
regarding how to connect or network the
numerous (internal) servers together?
How can so many instances of LPARs
communicate with each other and the
outside world in an efﬁcient manner?
Servers are connected together in
groups of servers called networks or local
area networks (LANs). Networks can be
both physical and logical or virtual, such
Page 20
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as virtual LANs (VLANs). So we needed
some form of internal LAN technology
to connect or network inside the zSeries
servers. We also needed multiple discrete
networks to provide server cluster isolation.
Eliminating physical adapters, switches,
cabling and the administrative tasks of
managing a real network would be very
helpful in simplifying networks.
Enter: OSA with QDIO
The IBM zSeries Open Systems Adapter
(OSA-Express) provides access to external
networks. OSA provides access to LANs
which are typically Ethernet. In some
conﬁgurations, several OSAs may be used
on a single zSeries server. LPARs can use
an OSA exclusively, or the OSA can be
shared by several LPARs. In some z/VM
conﬁgurations, many Linux virtual guest
machines might share a single OSA. In
some cases, a single z/OS LPAR might
need several OSAs.
The interface speciﬁcations from
the OS to the OSA is deﬁned by an
architecture called queued direct I/O
(QDIO). It is a very powerful and dynamic
interface where software, ﬁrmware, and
OSA microcode share various tasks to
optimize I/O operations. An OSA-Express
conﬁguration in QDIO mode provides a
wide range of functions. Some IP functions
such as ARP or CHKSUM are ofﬂoaded to
the adapter.
Internal queued direct I/O
The QDIO architecture is reused to
create an internal version of the same I/O
technology, and is referred to as internal
QDIO (iQDIO). The IBM zSeries servers
provide an internal adapter (iQDIO)
through zSeries ﬁrmware that functions
very similarly to OSA-Express. However,
an actual physical adapter does not exist.
Instead, the iQDIO hardware technology
is provided through microcode and the
zSeries architecture. A single internal
LAN is represented by a zSeries CHPID
(channel path ID) type IQD. The most
recent zSeries supports up to 16 IQD
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CHPIDs (16 discrete internal LANs). IQD
CHPIDs can also span a zSeries channel
subsystem (CSS). The iQDIO connectivity
is limited to within the zSeries CEC
(central electronic complex).
There are no physical resources,
such as cables or adapters, associated
with iQDIO. Instead of using an actual
hardware switching fabric, frames are
actually transmitted using a direct memory
move and placement from the source
to the target zone. iQDIO provides a
very efﬁcient, high bandwidth transport
supporting up to a 64K frame size,
permitting a much larger MTU (maximum
transmission unit).
High performance sockets
Like QDIO, the iQDIO architecture is
directly coupled to the IP transport.
Therefore, the iQDIO device driver support
is directly implemented by the various
zSeries operating systems communications
(TCP/IP) stacks. zSeries applications can
perform networking I/O operations by
using the standard TCP/IP socket API
functions, and the applications are unaware
of any differences in the underlying
hardware. In z/OS Communications Server,
iQDIO is used for both sysplex connectivity
(to servers in the same sysplex and the
same physical CEC), and non-sysplex
connectivity (to servers not associated with
the sysplex).
iQDIO adopted the name
HiperSockets (high performance sockets).
With HiperSockets, peer applications
executing in separate servers (LPARs) can
communicate by exchanging IP trafﬁc
at virtually memory speed without any
application changes. The internal I/O
processing is completely transparent to the
application layer. Given the performance
attributes of HiperSockets, peer-to-peer
application communications and

deployment become much more beneﬁcial
and attractive.
Conﬁguring zSeries partitions
for networking I/O
In addition to connecting the numerous
internal servers, external network
connectivity must also be considered.
When a zSeries server is divided into many
LPARs, decisions are also required about
the various options regarding how to access
the external networks. However, you ﬁrst
need to know how many OSAs you need to
support each LPAR.
How many OSAs do I need?
Consider the following when deciding
how many OSAs are needed and how
each LPAR should access each OSA and
connect to the outside world:
• Number of different physical and
virtual LANs
• Number of physical switches, routers,
and bridges in each LAN
• Number of different OSA modes
required (QDIO or non-QDIO)
• Characteristics and types of workloads
• Trafﬁc volume
• LAN type, speed, distances, duplex or
non-duplex
• OSA sharing and capacity issues
• Redundant connectivity for failover
and availability scenarios
• z/OS multipath support
• Networks accessible through servers
(router stacks and OSA primary
routers)
• Quality of service (QoS) requirements
• z/VM system considerations

Is there another option?
There is yet another
option to help reduce
the number of
OSAs needed and
simplify the network
connectivity. Instead
of providing direct
access for every server
to every external
LAN, a router stack
can be deployed to
front-end the external
LANs. In many cases, inserting a router,
or concentrator, stack may be more
practical than attempting to provide direct
connectivity. This is a fairly standard
practice whereby a single router image
is used. Then standard IP forwarding or
routing is used to access back-end servers.
The routing stack may have a routing
daemon deployed while back-end servers
might use static routing. In many cases,
multiple stacks may serve as primary
and backup routers, each with redundant
connectivity to the network. There are
tradeoffs and options to consider. If this
works for your conﬁguration, you can
reduce your number of OSAs along with
network complexity.
Getting in and out of the box
One of the main concerns with deploying
a router stack is the overhead of the stack
itself. Using zSeries MIPS for routing
may seem impractical. Comparing the
cost of the MIPS required to route
and forward the
packets versus the
direct connectivity
approach will require
a complex analysis
of each option and
the previous list of
variables.
However, what
if you could deploy
a router stack but
the packets did not
go through the IP
stack? How can you
have it both ways?

HiperSockets Accelerator
HiperSockets Accelerator does just that.
It is sometimes called iQDIO routing.
It provides high-speed IP forwarding
by combining and leveraging both the
iQDIO and QDIO technologies. It uses the
intelligence of the z/OS TCP/IP stack,
and then allows the device drivers and
the adapters to do all of the work—IP
forwarding.
This function is not dependent on a
speciﬁc routing daemon. Your TCP/IP
stack can use static routes or use dynamic
routing with the OMPROUTE daemon.
In most cases when using HiperSockets
Accelerator, it may be more advantageous
to use dynamic routing and to conﬁgure
the stack as a primary router with OSAExpress connections. Only IPv4 unicast
trafﬁc is eligible to be accelerated.
The accelerator can forward packets
from QDIO to iQDIO or from iQDIO to
QDIO, just as if the two interfaces were a
single wire.
Figure 1 shows a simple example of
using z/OS HiperSockets Accelerator. Try
to imagine having several LPARs, and
possibly hundreds of Linux images in a
z/VM LPAR. As the number of servers
increase, this approach becomes even
more beneﬁcial. HiperSockets Accelerator
provides several advantages. You can:
• Optimize and reduce the number of
actual physical connections to OSA
• Provide more efﬁcient usage of OSA
and have fewer LPARs to service
• Share an OSA-Express port beyond

Figure 1: z/OS as a high-speed (accelerator) router for
virtual server nodes
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•
•
•

the current supported limits of OSA
Facilitate the growth of virtual servers
Save adapter cage and slot costs and
lower total cost of ownership (TCO)
Simplify your conﬁguration and access
to your network

How does it work?
So how can you have it both ways—get
all of the routing function of an IP
stack without traversing the IP stack?
The strategy is just a matter of sharing
information.
First, the IP stack must be conﬁgured
for iQDIO routing, and then the rest is
automatic. When a packet is forwarded
using traditional IP forwarding logic,
and the path is a combination of QDIO
and iQDIO (such as inbound QDIO with
outbound forwarded by iQDIO), then the
IP stack creates a special routing entry
that is visible to and used by the device
drivers. Subsequent packets destined for
that same IP address are then accelerated
from device to device at the DLC (data
link control) layer without involving
the IP stack. When a packet ﬂows in
the opposite direction, the ﬁrst pass is
through the stack, and once again another
routing entry is created for this direction.
Now trafﬁc in both directions can be
accelerated. This represents a tremendous
savings in path length and overhead.
Due to the synchronous nature of
a write operation associated with the
iQDIO technology, packets received into
the routing stack from the external LAN
through OSA can quickly be redirected
and synchronously written to the back-end
LPAR
or
VM
guest

LPAR
or
VM
guest

LPAR
or
VM
guest

LPAR
or
VM
guest

LPAR
or
VM
guest

...

servers without interrupting or involving
system resources in the router. For
example, buffers are not copied or moved
from one DLC to the other DLC.
The iQDIO routing entries that are
dynamically created will eventually timeout if inactive or they can be invalidated
for other reasons, such as route updates.
Figure 2 depicts a system conﬁgured
with HiperSockets Accelerator. It illustrates
how a special routing table is used by the
iQDIO and QDIO DLCs. The contents
of the table are completely managed by
the IP stack but the DLCs can access the
information in the iQDIO routing table
entries to accelerate routing. Once the
table entries are present, IP trafﬁc ﬂows
(see the dotted line) through the DLC
layer without involving the router stack.
NOIQDIOROUTING

IPCONFIG

QDIOPRIORITY 1
IQDIOROUTING

QDIOPRIORITY priority

Getting started
First perform the standard steps to
conﬁgure your QDIO and iQDIO
connections. For example, your routing
host might have four QDIO connections
along with four iQDIO connections (four
separate IQD CHPIDs).
To enable HiperSockets Accelerator
(iQDIO routing), simply specify
LPAR
or
VM
guest

CS z/OS V1R2+
LPAR
IP
Layer
routing
table

IP Networking

layer

IP Interface
layer

iQDIO DLC

iQDIO
routing
table

QDIO DLC

QDIO
iQDIO
OSA-E

Figure 2: z/OS HiperSockets Accelerator bypasses the stack by sharing information
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IQDIOROUTING on the IPCONFIG
statement. When packets are transmitted
to the external LAN by OSA-Express, four
outbound priority queues are supported.
Accelerated packets default to use the
highest priority queue. Optionally, you can
lower the priority and therefore conﬁgure
which priority queue should be used for
accelerated trafﬁc. This is also conﬁgured
on the IPCONFIG statement using the
QDIOPRIORITY parameter. Here is
the relevant syntax for the IPCONFIG
statement.
You can not enable iQDIO routing
if ﬁrewall functions are enabled or IP
forwarded is disabled. To verify it has
been enabled, you can display the iQDIO
routing setting by using a DISPLAY
TCPIP CONFIG command.
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You can also display the contents of
the iQDIO routing table by using the
DISPLAY TCPIP ROUTE IQDIO
command. This allows you to determine
how many routes or IP addresses are being
accelerated. Keep in mind that the entries
are dynamic and can frequently be added
and deleted. The VTAM DISPLAY TRL
command will also indicate if iQDIO is
active for a speciﬁc TCP/IP stack and
device.
You can also monitor the volume
of trafﬁc that is being accelerated using
VTAM tuning statistics. Counters are
provided for both bytes and packets that
have been accelerated.
Is HiperSockets Accelerator
an option for you?
Still not sure that it is right for your
system? As the number of your LPARs
and OS images (virtual servers) continue
to grow, you will ﬁnd this option more and
more advantageous by helping to reduce
your overall system cost and helping to
simplify the complexity of your network.

Have you checked out the
z/OS LibraryCenter?
The z/OS LibraryCenter gives you the ability to:
• Visually browse the z/OS bookshelves
• Search the entire z/OS repository, a particular shelf, or a speciﬁc book
• Launch searches in other repositories, such as the WebSphere Application Server
Information Center
• Instantly ﬁnd a command or message explanation.
To watch an interactive demonstration of the z/OS LibraryCenter or go directly to the z/OS
V1R5 LibraryCenter, visit: publibz.boulder.ibm.com/bookmgr_OS390/libraryserver/zosv1r5/.
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Availability and scalability with Sysplex Distributor
BY JAY AIKEN

Taken together, zSeries and Parallel
Sysplex deliver today’s premier clustering
technology. Your TCP/IP applications
are one obvious area in which you can
exploit this clustering technology, once you
understand a few networking concepts.
What is a dynamic VIPA?
When a client application sends a
request to a server over the network,
the destination for the request (in the
IP header) is the IP address associated
with the server. As the request (or packet)
passes from one network router to another,
routing protocols ensure that the request
reaches its destination.
What happens, however, if the
destination is an IP address for a physical
device that has failed?
The server is unavailable
and the request cannot be
delivered.
That’s why IBM
introduced the concept
of a virtual IP address,
or VIPA. This type of
address is not associated
with any physical
device. A VIPA is always
available, as long as its
TCP/IP stack exists. More simply, a VIPA
is a stack address.
In OS/390 V2R8, we introduced a
new kind of VIPA, called a dynamic VIPA
or DVIPA. This is a VIPA that can move
to a different stack in the sysplex if the
original stack suffers an outage. A DVIPA
is created when an application asks for
it—anywhere in the sysplex in which the
application is running. Thus, a DVIPA can
be just as available as the sysplex on which
it resides.
The use of a DVIPA enhances a
server’s availability to its clients. A DVIPA
helps to ensure that the server’s address
persists after the failure of a networking
Page 24
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interface (such as an OSA port), operating
system, TCP/IP stack, or even a zSeries
server, as long as another such entity is
available to take over the failed entity’s
workload. For more information on the
high availability features of DVIPAs, see
“Dynamic VIPAs, Vol. II” on page 25.
And Sysplex Distributor?
Eventually, even a z990 LPAR can reach
a point where it is handling as much work
as it can, and you need a second LPAR to
handle additional requests. Here, Sysplex
Distributor extends the role of a DVIPA
by providing a single server appearance
(that is, a single IP address) to your client
applications. These applications need not
“know” that there are actually several
server instances being
managed by Sysplex
Distributor.
Moreover, you
can conﬁgure Sysplex
Distributor to allow any
LPAR in the sysplex to
host the server. Doing
so provides scalability
without any impact on
client applications.
Sysplex Distributor and DB2
for availability
With a DB2 data sharing group and the
DB2 Connect client, you can achieve
scalability by allowing DB2 Connect to
send the client information on behalf of
the DB2 group members. Here, the DB2
Connect client decides where to send the
requests.
However, there is a bit of chicken-andegg dilemma here. To get the information
it needs, the DB2 Connect client must be
able to ﬁnd one of the members. You can
conﬁgure the client to access a particular
member, but what happens if that member
becomes unavailable?
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Sysplex Distributor to the rescue! With
Sysplex Distributor, you can have the ﬁrst
request from the DB2 Connect client go
through Sysplex Distributor, which can
then deliver the request to one of the data
sharing members. Thereafter, the client
gets information about the other members,
and all is well.
There is never a single point of
failure to isolate a client from the data
sharing group, other than possibly at
the client itself. For more information,
see “Leveraging z/OS TCP/IP dynamic
VIPAs and Sysplex Distributor for higher
availability” at: www.ibm.com/zseries/

library/techpapers/pdf/gm130165.pdf.

Sysplex Distributor and
WebSphere Application Server
for scalability
Many installations deploy WebSphere
Application Server in a double tier
conﬁguration, with an HTTP (or Web)
server “out in front” and multiple
application servers in a cluster behind it.
This type of conﬁguration provides for
independent scalability at both tiers.
Here, you can use Sysplex Distributor
to distribute any requests that can be
served by any application server instance.
Sysplex Distributor takes into account the
current load on the cluster member nodes,
and can distribute more requests to nodes
that are less heavily loaded.
Find out more
Through dynamic VIPAs and Sysplex
Distributor, z/OS helps you ﬁnd ways
to exploit zSeries and Parallel Sysplex
for unique availability and scalability for
your TCP/IP applications. This article
described two examples, but there are
many more: see z/OS Communications
Server IP Conﬁguration Guide,
SC31-8775.

TCP/IP sysplex autonomics in z/OS V1R6
BY GUS KASSIMIS

In today’s environment, z/OS workloads
are increasingly driven by client requests
ﬂowing over an IP network infrastructure,
rather than from SNA networks. As a
result, a lot of emphasis has been placed
upon ensuring that the z/OS IP network
infrastructure delivers the high availability
attributes that SNA has provided for years.
The Dynamic Virtual IP Address (DVIPA)
is a key virtualization technology that has
helped many users provide high availability
z/OS and OS/390 solutions using IP
networks in a sysplex environment. (See
“Dynamic VIPAs, Vol. I” on page 24 for an
overview.)
At the center of DVIPA technology
is the ability to separate the
association of an IP address with
a physical network adapter
interface. There are several
ﬂavors of DVIPAs that can be
deployed, each with its own
unique beneﬁts:
Multiple applicationinstance DVIPA: In
this conﬁguration a set of
applications that reside on
the same z/OS image are
represented by a DVIPA.
This DVIPA allows clients to
reach these applications over
any network interface attached
to the z/OS image and allows
for automatic rerouting of trafﬁc
around failures in speciﬁc network
interfaces. It also allows the DVIPA to
be automatically moved to another system
in the sysplex when there’s a failure in the
primary system or when there’s a planned
outage for the primary system. In these
scenarios, client requests are automatically
routed to the new system that now owns
the DVIPA.
Unique application-instance DVIPA:
In this conﬁguration, a DVIPA is
associated with a speciﬁc application
instance in a sysplex environment. As a
result, the DVIPA can dynamically move
to any system in the sysplex that the
application is executing on. This allows
automatic recovery in scenarios where a
speciﬁc application or system fails. A new

instance of the application running on
another system can trigger the DVIPA to
also be moved to that system, allowing
client requests to continue to reach the
application in question.
Distributed DVIPA: In this conﬁguration,
DVIPAs represent a cluster of one or more
applications that are executing on various
systems within a sysplex environment.

New client TCP connection requests to a
distributed DVIPA address are load
balanced (using Sysplex Distributor) across
the application instances that are currently
active anywhere in the sysplex using
capacity recommendations from the z/OS
Workload Manager (WLM). As with the
other conﬁgurations, distributed DVIPAs
allow for protection against failures
in systems, network interfaces and
applications. At the same time, they also
provide the capability of deploying highly
scalable solutions within a sysplex.
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Improving high availability
with z/OS V1R6
The existing DVIPA technology
provides for high availability TCP/IP
communications to applications running
in a sysplex environment even when
failures of individual components occur.
For example, failures to systems (hardware
or operating systems), TCP/IP protocol
stacks, network adapters, and applications
are automatically detected and recovery
actions are automatically initiated ensuring
that client requests can continue to be
processed successfully.
So how did we improve
upon these functions? It
looks like we have major
component failures
handled fairly well.
Now consider some
scenarios where
the outright
failure of a major
component did
not occur, but a
critical resource
required for
proper DVIPA
operations was
not available. For
example, what if
a critical storage
shortage is preventing
DVIPA functions from
performing properly?
In today’s environment,
recovery for these types of
scenarios typically depends on
manual monitoring of these resources
and manual intervention when problems
are detected. New TCP/IP sysplex
autonomic functions, introduced in z/OS
V1R6, target these speciﬁc scenarios by
providing both automatic detection of
these problems and automatic recovery.
Step 1: Self-health monitoring
Each TCP/IP protocol stack instance that
owns a DVIPA will now perform proactive
self-health monitoring to detect severe
shortages of key resources and failures
of key components that are required for
proper operation of DVIPA functions in
a sysplex environment. This includes
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comprehensive monitoring of several
conditions:
VTAM address space availability: The
VTAM address space is required for proper
operations of all TCP/IP functions because
it provides the device support for all z/OS
Communications Server network
attachments. If the VTAM address space
is not available for a prolonged period,
the TCP/IP operations, including DVIPA
operations, will be impacted.
XCF route availability: If there are
currently no active dynamic or static
IP XCF routes to any partner systems
in the sysplex, the local system is isolated
from remaining systems in the sysplex.
This condition would prevent the local
TCP/IP stack from being able to forward
any DVIPA trafﬁc to other systems.
OMPROUTE availability: OMPROUTE
is the recommended daemon for
implementing a dynamic IP routing
protocol on z/OS. DVIPA technology, by
its nature, depends on a dynamic routing
protocol being deployed on z/OS to
achieve its high availability features. When
OMPROUTE is conﬁgured to be active
on a system, the TCP/IP stack will now
monitor the availability of this daemon.
This is not limited to simply checking to
see if the address space associated with
OMPROUTE is active, but actually involves
periodic monitoring of the responsiveness
of the daemon.
Storage availability: Key storage
resources such as communication storage
manager (CSM) storage, extended common
storage area (ECSA), and TCP/IP private
storage are monitored to ensure that
critical shortages are not present for
extended periods of time.
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Detection of failures in TCP/IP
sysplex functions: Failures in the
TCP/IP protocol stack will be monitored
for scenarios where the failures or abends
occurred in critical TCP/IP sysplex
component code paths.
Responsiveness of TCP/IP sysplex
DVIPA functions: TCP/IP monitors key
DVIPA sysplex functions by periodically
checking that these functions are active
and not suspended waiting for key
resources, such as internal TCP/IP locks.
This monitoring is performed using
MVS XCF monitoring services, which
provides one key beneﬁt—an independent
monitoring function that detects problems
even in scenarios where the TCP/IP
self-health monitoring functions are not
working properly.
When problems are detected, the local
TCP/IP stack will issue eventual action
messages to the MVS console, indicating
the speciﬁc problem condition that
was detected. The sensitivity of these
monitoring functions, such as the amount
of time a problem condition must persist
for before a problem is reported, can be
conﬁgured using the TCP/IP proﬁle. Also,
when these monitoring functions detect
that a problem condition has been relieved,
the eventual action messages are deleted.
Step 2: Automatic recovery
OK, so far we are just detecting problems.
What happens next? This is where the
automated recovery actions come into play.
When a TCP/IP stack instance detects
any of these conditions and determines
that it can no longer function properly as a
member of the TCP/IP sysplex group—for
example, as a Sysplex Distributor primary
or backup router, as a distributed DVIPA
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target system, or as an owner or backup
of a DVIPA—it will automatically remove
itself from the TCP/IP sysplex group or
XCF group. To other TCP/IP stacks in
the sysplex, this will appear very similar
to the scenario where another TCP/IP
stack in the sysplex was terminated. The
remaining systems in the sysplex will
perform any automated recovery actions—
DVIPA takeover activities—as deﬁned
by your DVIPA conﬁguration. The local
stack will also ensure that no routes are
advertised in the network for the DVIPAs
it previously owned, thereby allowing
for the transfer of the DVIPAs to other
healthy systems in the sysplex. Note that if
the local TCP/IP stack does not terminate,
it can continue to service network trafﬁc
using normal IP addresses or static VIPA
addresses, but it can no longer participate
in communications that rely on DVIPAs.
While the monitoring functions
described above are always active, the
automated recovery actions described here
will only occur if you enable them using a
new conﬁguration statement in the
TCP/IP proﬁle.
Hopefully, this article provided
some useful information regarding the
high availability features that DVIPA
functions can provide for your z/OS
sysplex conﬁgurations. If you have not yet
deployed DVIPAs in your environment,
perhaps this is a good time to evaluate
these functions. And if you are one of the
many who have already deployed solutions
based on DVIPAs, make yourself a note to
look at this function in more detail when
you begin planning your migration to z/OS
V1R6. Autonomic problem detection and
recovery simpliﬁes your job and, at the
same time, improves the availability of
your z/OS solutions.

When it comes to ordering and installing
z/OS software and service, the Internet
allows you to work more directly with IBM
than ever before. IBM has been expanding
this online ordering capability in an
incremental fashion for the last few years.
We started several releases ago by creating
Internet portals for ordering service, then
adding Internet delivery of service, and
later enabling Internet ordering of products
in CBPDO packages.
In z/OS V1R6, we complete the
puzzle by enabling Internet delivery of
CBPDO and ServerPac, which can include
a complete z/OS operating system.
This article will bring you
up-to-date on these latest intriguing
developments.
Our story begins in a place
called ShopzSeries…
If you’re like many Internet savvy z/OS
customers, you already know that the
ShopzSeries Web site is IBM’s strategic
vehicle for ordering zSeries software.
ShopzSeries provides a stepwise approach
for you to conﬁgure, validate, and submit
orders for zSeries software products and
service. ShopzSeries is not just the means
of ordering z/OS software and service over
the Internet, it also a required step for
obtaining Internet delivery of these orders.
For a quick update on the latest
enhancements to the ShopzSeries Web
site, see “ShopzSeries: Your order is
ready” on page 19. Also, be sure to follow
ongoing ShopzSeries developments in the
News category of the ShopzSeries online
user’s guide at: www.ibm.com/software/
shopzseries.
The article you’re reading now
summarizes the requirements and
considerations for Internet delivery of
z/OS software products and service, and
concludes with a discussion of Internet
delivery of ServerPac orders.
Use inventories to gather
the clues
One of the most powerful features of
ShopzSeries is that it can tailor your
software orders based on the software
you currently have installed. To use this
feature, you send an inventory of your
installed software to ShopzSeries.

Package type

How to create the inventory

Advantages

Service order.
Requires SMP/E
V3.1 or later

For SMP/E V3.1, use the GIMXTRX
service routine of SMP/E to create the
software inventory data. For SMP/E
V3.2 and later, use the GIMXSID
routine to create a new consolidated
software inventory (CSI) that lists both
products and service. (To request service
for particular products or for individual
FMIDs, you must use GIMXSID.)

Allows you to order
only the service that
is not already installed
on your system.

CBPDO order.
Requires SMP/E
V3.2 or later.

1. Create a product report for
ShopzSeries through the SMP/E List
Feature Reports command.
2. Use the GIMXSID routine to create
the new CSI that lists both products
and service.

Allows ShopzSeries to
indicate install status
and license status for
the order (an icon is
displayed).

ServerPac order.
Requires SMP/E
V3.2 or later.

1. Create a product report for
ShopzSeries through the SMP/E List
Feature Reports command.
2. Use the GIMXSID routine to create
the new CSI that lists both products
and service.

Allows ShopzSeries to
indicate install status
and license status for
the order (an icon is
displayed). Also, allows
ShopzSeries to tailor
the list of available
products in the catalog.

Table 1: Package types
How you create your software inventory
depends on the package type you plan to
order and the release of SMP/E installed
on your system. Table 1 lists the methods
you use for obtaining a software inventory
for each package type (and SMP/E release),
and the advantages of each method.
For information about using the
SMP/E routines, GIMXTRX and
GIMXSID, see SMP/E Reference,
SA22-7772.
Clue: Did you know you can map
your host ﬁle system directory
as a network drive on
your workstation using
Distributed File
Service/Server
Message Block
(DFS/SMB)?
This way, you
can just point
to the network
drive during the
ShopzSeries ordering
step. Pretty spiffy, eh?
You can use this technique
for ordering service or a
August 2004

product CBPDO (but not for ordering a
ServerPac). For more information, see z/OS
Distributed File Service Customization,
SC24-5916, and z/OS Distributed File
Service SMB Administration, SC24-5918.
Downloading demystiﬁed
When your order is available on the IBM
server, you will be notiﬁed through
e-mail that it is ready for you to download
it. You can download an Internet order
either directly to your host system or to an
intermediate node, such as a workstation.
For prerequisites for Internet delivery
of product and service orders, see the
ShopzSeries online user’s guide.
The size of each downloadable
component is shown on the
ShopzSeries download page.
Internet delivery of service
orders is currently
limited to 4
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Download option

Service Service- Product ServerPac
only
CBPDO
CBPDO

•
•
•

Download directly to host
using the SMP/E command:
RECEIVE FROMNETWORK

Yes

Yes

Yes

No

•

Download directly to host using No
the CustomPac dialog and the
GIMGTPKG command.

No

No

Yes

Download directly to host
through FTP.

Yes

No

No

No

Download to a workstation
using Download Director.

Yes

Yes

Yes

Yes

Download to a workstation
through HTTP.

No

No

Yes

Yes

Download to a workstation
through FTP.

Yes

No

No

No

•

Table 2: Download options
gigabytes (GB) compressed. Internet
delivery of the other package types
(product CBPDO, service-only CBPDO,
and ServerPac) is not subject to size limits.
Depending on the package type
you order, there is a variety of download
options that you can choose. (See Table 2.)
Choose the option that best ﬁts your needs.
A race against time?
Your order is retained on the IBM server
for a limited period of time:
• Service and ServerPac orders are
retained on the IBM server for 14
days.
• Product and service-only CBPDO
orders are retained for 30 days.
You can download your order as many
times as you like before it expires. If your
order expires, however, you’ll have to
submit the order again.
Where are the CBPDO
product tapes?
As mentioned, ShopzSeries can
help you tailor your software
orders if you provide it with
an inventory of your installed
software. If so, the ShopzSeries
online product catalog will
indicate which software products
are enabled for
Internet
delivery.
For Internet
delivery of
CBPDO
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•

product order, specify whether you require
all parts of the order to be delivered
electronically (“100% electronic”). If you
don’t select this option, you will receive the
product CDs physically, even if the product
catalog indicates 100% electronic for the
product. To have product CDs delivered to
you over the Internet in ISO 9660 format,
specify 100% electronic delivery. To use
the ISO 9660 format, you need virtual CD
software, or you can burn the downloaded
CD image to a physical CD.
For the prerequisites for CBPDO
product orders, see the ShopzSeries online
user’s guide.
There is no size limit for an Internet
delivered product CBPDO order, but you
can choose to limit it in the following
ways:
• Restrict the order to only a few
products
• Restrict the order to only service for
products in the order; do not request
proﬁle service.
Another clue: The SMP/E network
temporary store (SMPNTS) is used for
temporary storage of network transported
packages received during SMP/E
RECEIVE processing. The space needed
for the SMPNTS is approximately 3 times
the size of your order.
Where are the service tapes?
When you need to obtain service to ﬁx a
problem quickly, Internet delivery of your
service package is the way to go. You can
order service in a variety of package types:
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Individual APARs
Individual PTFs
Service for individually installed
FMIDs
Service for individually installed
products
Service for all products in one or more
SMP/E zones
Service for all licensed products in
one or more SRELs (CBPDO).

For information about each of these
options and any applicable prerequisite
information, see the ShopzSeries online
user’s guide.
When you order a service package
type (except for service-only CBPDO),
you specify a size limit and an alternate
media. If your order exceeds the size limit
you specify, the alternate media is used for
delivery.
To limit the size of your service order,
consider the following approaches:
• Use a software inventory to receive
only the PTFs not already installed.
• For service-only CBPDO:
- Keep your license inventory
current
- Order frequently to keep a higher
starting PUT level.
Gasp! Where are the pallets of
ServerPac tapes?
At last we come to our story’s denouement:
Electronic delivery of ServerPac and the
enablement of the z/OS operating system.
Remember the pallet of materials you
received for your last ServerPac order? You
might have received as many as 60 tapes,
depending on the tape media you selected.
In z/OS V1R6, we will begin
delivering ServerPac orders over the
Internet. We will start with a limited set
of customers in October 2004, but plan
to make Internet delivery of ServerPac
generally available in the ﬁrst quarter of
2005.
To receive a ServerPac order over the
Internet, you will need some prerequisite
software on your driving system, including
SMP/E V3R3 (which is included in z/OS
V1R6). Also, you’ll want to have enabled
Cryptographic Services ICSF for RECEIVE
FROMNETWORK processing. For these
and other software prerequisites for using
electronic delivery of ServerPac, see z/OS
V1R6 Planning for Installation,
GA22-7504.
How much space will an Internet
delivered ServerPac order require? To help

With the upgraded
dialog, you are ready
to proceed with the
installation. As you
might expect, there
are several changes
in the dialog to
support Internet
delivery, as shown
in ServerPac: Using
the Installation
Dialog. Besides
this book, you will
also need to review
the dialog text ﬁle
on the secondary
Figure 1: ShopzSeries primary download panel for a
download page.
ServerPac order
This ﬁle contains
the information that
the dialog uses to generate the RECEIVE
you plan, here are some rough estimates,
job, including the order number and
at the time of publication:
information about the server, such as
• Average size for a subsystem order is
server name and directory.
500 megabytes (MB) compressed
To install your Internet delivered
• Average size for a z/OS order is 5GB
ServerPac order, launch the CustomPac
compressed
dialog and invoke the RECEIVE option.
• File system for a z/OS order is 5.5GB.
From the RECEIVE option, follow the
These amounts are in addition to the space steps to retrieve the ServerPac order from
required for your target system’s data sets.
the server in 2 phases:
When your order is available on the
IBM server, you will be notiﬁed through
Phase 1 retrieves the order package.
e-mail that it is ready for you to download
When the ﬁrst phase completes, you will
it. To do so, you will logon to ShopzSeries.
be notiﬁed so you can start to work on
The primary download page for your order
deﬁning your conﬁguration in the dialog.
will look something like the screen image
shown in Figure 1.
Phase 2 retrieves the content package,
which contains all the system data sets for
A new subplot
the order and places it into the driving
The ﬁrst time you install a ServerPac
system’s ﬁle system.
using the level of the CustomPac dialog
supplied with z/OS V1R6, you must
update the dialog before you can receive
your order. Dialog levels prior to z/OS
V1R6 (dialog level 17) are not enabled to
process orders from the Internet. This step
is always required, regardless of whether
your order arrives by Internet or tape.
Once you have ﬁnished deﬁning your
An easy way to determine whether
conﬁguration in the dialog and generated
your dialog is at the correct level is to
the installation jobs, you submit them
examine the ﬁrst panel displayed when you as usual. In z/OS V1R6, the RESTORE
start the dialog (panelid CPPPPOLI) for
job is modiﬁed to use the GIMUNZIP
the text “This dialog supports electronic
utility to load the target libraries from the
delivery.” If this text appears on the
ﬁle system that temporarily holds your
panel, your dialog is at the correct level.
compressed order. Also, we’ve moved the
Otherwise, you must upgrade the dialog.
function of the LOAD and RESTFS jobs to
For the required steps, see ServerPac:
the RESTORE job. All allocations are now
Using the Installation Dialog, SA22-7815.
done in the RESTORE job.

All is revealed!
We’ve discussed the advantages of choosing
Internet delivery for your product and
service orders, and the new ShopzSeries
support of Internet delivery for ServerPac.
Although Internet delivery of ServerPac
is being rolled out in stages over the next
year, there are some things you can do
now to prepare:
1.

2.

Upgrade to SMP/E V3R3. You
can receive it in a CBPDO order or by
downloading it as a Web deliverable. If
you choose the latter approach, ensure
that you have a license for SMP/E
V3R3 so you can get service for it. By
the way, you get SMP/E V3R3 as a
base element when you upgrade to
z/OS V1R6.
Conﬁgure and activate ICSF. The
SMP/E GIMGTPKG utility requires
ICSF for data integrity. For setup
information, see CBPDO Internet
Users Guide and ICSF System
Programmer’s Guide, SA22-7520.

Now you are well on your way to solving
the mystery posed by the title of this
article. Who is making all those ServerPac
tapes disappear? One day soon, the answer
might be you!

CRIME S C ENE

Everything else is the same. And, you
didn’t have to mount a tape at all!
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C/C++ and the z/OS 64-bit Language Environment
BY ANUJA DEEDWANIYA AND MARIA TZORTZATOS

Why move to 64-bit?
Are your C/C++ applications
processing a lot of data?
Are applications you
interface with moving to
64-bit? If you answered yes
to one of these questions,
exploiting the 64-bit virtual
addressing mode is probably a
good idea for you.
Today, applications that
interact with large databases,
or use large volumes of data,
often need to use dataspaces.
Memory constraints frequently
cause an application to span
several address spaces. By
moving to 64-bit addressing,
you can consolidate all of your
data in one address space. Applications
communicating through a shared data
area that will or might be placed in storage
above the 2GB bar must support 64-bit
addressing. The 64-bit virtual Language
Environment®, which supports applications
written in C/C++, and Language
Environment conforming assembler, can
help you through this process.

What’s changed? What’s new?
The z/OS V1R6 C/C++ compiler provides a
new option, LP64, for compiling your code
for 64-bit. The C runtime environment
is always initialized. While there is
no support for system programmer C
(SPC) or nested enclaves, pre-initialized
environments continue to be supported.
The default linkage is XPLINK and the
default math library is
IEEE.
Language
Environment anchor
A signiﬁcant change
in 64-bit Language
Environment is the
Language Environment
anchor. Register 12
does not contain the
address of the LE
common anchor area
(CAA), so a new LE
anchor called the library
anchor area (LAA) is
anchored in the preﬁx
save area (PSA) ﬁeld.
The LAA points to a
new library common
area (LCA), which has
a pointer to the existing
updated CAA. This new
anchoring now maps

Figure 1: 64-bit virtual common runtime environment
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through the control blocks as follows:
PSA — LAA — LCA — CAA. Most
external ﬁelds are moved to LAA or LCA.
Storage
The user stack, heap storage, and most
of the Language Environment control
blocks are now allocated above the 2
GB bar. However, two new services are
available to let you allocate heap storage
below the 2 GB bar and below the 16
MB line. They are __malloc31()and
__malloc24().
Application environment
There are many forms of runtime
libraries in Language Environment. In
64-bit Language Environment, the C
compiler will emit a new CSECT called
CELQSTRT. CELQSTRT references
the bootstrap routine, which invokes
CELQLIB, the new 64-bit runtime library
that resides in the existing SCEERUN2
data set.
The 64-bit application has fewer
library modules than the 31-bit Language
Environment enabled application
module. Modules CEEINT/CEEBPIRA,
CEEBXITA, IBMBXITA, CEEBTRM,
CEEROOTA, CEEROOTB, and
CEEBPUBT are not used in the 64-bit
environment. The ﬁrst four characters of
each library-provided CSECT are changed

31-bit module 64-bit module

Source

Function

CEESTART

CELQSTRT

Compiler emitted

Module entry point

CEEMAIN

CELQMAIN

Compiler emitted

Address of main()

CEEFMAIN

CELQFMAN

Compiler emitted

Address of application’s
FETCHABLE main()

CEEBETBL

CELQETBL

SCEEBIND/SCEEBN D2 Externals routine table
data set

CEESG003

CELQSG03

SCEEBIND/SCEEBN D2 C signature CSECT
data set

CEEBLLST

CELQLLST

SCEEBIND/SCEEBN D2 Language list table
data set

EDCINPL

CELQINPL

SCEEBIND/SCEEBN D2 Initialization parameter
data set
list

CEEBTRM

CELQTRM

SCEEBIND/SCEEBN D2 Termination stub
data set
Table 1: A side-by-side comparison of the library modules
to CELQ for 64-bit. The abnormal
termination exit is the only user exit
available.
Pre-initialization
Pre-initialization in 64-bit supports
multiple MAIN and SUB environments.
However, only one environment can
specify the option POSIX(ON). CELQPIPI
provides 64-bit support for unauthorized
problem state programs only. There is no
support for service routines at this time.
I/O
In the area of message ﬁle and I/O,
the standard error stream defaults to
SYSOUT under batch, and the Language
Environment message ﬁle will be directed
to standard error (not vice versa). If
standard error is redirected, so is the
Language Environment message ﬁle.
Callable services
The Language Environment callable
service application writer interfaces in
CEE* format are only supported in
31-bit applications. Some application writer
interfaces are replaced by new nonstandard
C functions. In others, existing C
functions can be used. For information
on application writer interfaces, see z/OS
Language Environment Vendor Interfaces,
SA22-7568.
Runtime options
There are fewer runtime options for
the 64-bit interfaces, and some of
their defaults differ from their 31-bit
counterparts. The following runtime

options are added to support
both stack and heap storage above the bar:
• HEAP64
• STACK64
• THREADSTACK64
• HEAPPOOLS64
• IOHEAP64
• LIBHEAP64
They are described in z/OS Language
Environment Programming Reference,
SA22-7562.
When communicating from one addressing
mode to the other through the spawn or
exec functions, Language Environment
rebuilds the _CEE_RUNOPTS
environment variable to propagate runtime
options to the new program.
When a 31-bit speciﬁc option or a
64-bit speciﬁc option is passed across
to the other addressing mode, options
processing will ignore these options. No
messages will be issued. For example,
when the STACK option is sent across from
31-bit to 64-bit, it is ignored because the
64-bit program uses the STACK64 option.
Exception handling
The 64-bit Language Environment
provides support for a stack frame
(thread) based exception handler. Multiple
exception handlers can be registered for
a given thread. However, only one may be
registered per stack frame. Keep in mind
that a maximum of one exception handler
is active at any point in time. Exception
handlers take precedence over all other
forms of Language Environment condition
processing including signal processing.
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There are two new C APIs that
allow you to register and unregister
a Language Environment exception
handler:
__set_exception_handler()
Register an exception handler routine
__reset_exception_handler()
Unregister an exception handler routine.

Getting started
Okay, I want to take advantage of these
new functions. How do I get started?
Begin by determining if your
application is a good candidate for
64-bit virtual addressing. You can
either convert an existing application
or port a 64-bit C/C++ application from
another platform. You need a zSeries
z800 or z900, or a later processor, and
z/OS V1R6 with the C/C++ compiler
feature enabled. (The full name of the
feature is “C/C++ without Debug
Tool”.)
To assess how much work is involved,
compile all the C or C++ code using the
LP64 and WARN64 compiler options.
This will point out any portability issues
and errors and helps estimate the amount
of work required to enable your application
for 64-bit.
There are a few aspects to take into
consideration. First, you must make your
existing code 64-bit capable. Second,
you must make your logic 64-bit capable.
This means all the code must comply with
the LP64 data model. Ideally, you’ll want
to maintain a single source, so the code
should be data neutral where possible.
Use the _LP64 feature test macro when
code cannot be made data neutral or when
special logic is required.
Keep in mind that if there is a lot of
intermingled assembler, getting started
with 64-bit will take work. Assembler
interfaces need to be manually converted
to 64-bit using 64-bit instructions
and linkage. Language Environment
provides a 64-bit assembler prolog macro
CELQPRLG, epilog macro CELQEPLG,
and call macro CELQCALL to assist you
with the conversion.
Once you have all your 64-bit
objects ready, you are ready to build and
create your executable program under
batch, TSO, or z/OS UNIX shell. Before
running 64-bit programs, make sure
there are appropriate controls on the use
of 64-bit virtual storage. Before running
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64-bit options

Deﬁnition

CELQDOPT:
link-edited with CELQLIB

Installation-wide default
(like CEEDOPT for 31-bit applications)

CELQUOPT:
link-edited with user application
#pragma runopts

Application default
(like CEEUOPT for 31-bit applications)

_CEE_RUNOPTS

C program source, generates CELQUOPT
Environment variable for spawn/exec family

Table 2: 64-bit runtime options
64-bit programs, make sure there are
appropriate controls on the use of 64-bit
virtual storage. For more information about
limiting the number of memory objects,
see z/OS MVS Programming: Extended
Addressability Guide, SA22-7614. For
more information on building and creating
your programs, see z/OS Language
Environment Programming Guide for
64-bit Virtual Addressing Mode,
SA22-7569.
Considerations
What if all your code cannot be converted
to 64-bit? You could have interfaces with
the system that are still predominantly
31-bit, or applications that are not 64-bit
capable. Language Environment does
not support bimodal applications, which
means all C code must run in the same
mode. 64-bit and 31-bit applications must
run in separate processes. The appropriate
runtime library, 31-bit or 64-bit, is loaded
at execution. Assembler language routines
can switch modes if desired, but must not
invoke the runtime library in the other
mode. Communication between these
processes is through the standard UNIX
interprocess functions.
If you do not have the necessary
64-bit API support, you could end up
with a lot of address mode switching and
possibly writing a thin layer of interface
code. A 64-bit C/C++ application can only
use a 64-bit C API. So make sure you
have a 64-bit dynamic link library (DLL)
for the APIs you need.
DLL code runs in the same
environment of the code that links to
it. That environment is either 31-bit or
64-bit. It is not possible to create a DLL
that can support both modes. Therefore,
you need a DLL for 31-bit applications
and a DLL for 64-bit applications. As a
DLL provider, you might need to provide
both 31 and 64-bit DLLs to support both
modes.

If you are a provider of an API and all
your code is C, it’s fairly simple to provide
a 64-bit version of the DLL. However, if
only the interface is in C and the actual
backend code is assembler, then the API
itself must be converted to 64-bit, but
the backend code can remain 31-bit. In
order to access or work with the user
data, which is typically above the bar in
a 64-bit application, some address mode
switching is required. Sometimes you can
even require the parameter list for the API
to be in 31-bit storage if they are nonstandard APIs. This will avoid unnecessary
data moves and address mode switching.
64-bit support is being provided to export
assembler entry points as DLL functions,
export assembler data as DLL data, import
DLL functions into assembler code, and
import DLL data into assembler code.
Tell me more…
There are many things to consider when
building your 64-bit application including
the changes to existing functions and
the many new functions to exploit. A
new book, z/OS Language Environment
Programming Guide for 64-bit Virtual
Addressing Mode, SA22-7569, can
help you understand more about 64-bit
topics. New 64-bit information is also
found throughout the existing Language
Environment library.

Bound aliases
getting you
down?
In z/OS V1R6, bound Parallel
Access Volume (PAV) aliases
can be dynamically deleted
while bound to a PAV-base. All
you have to do is select a new
I/O conﬁguration deﬁnition in
an I/O deﬁnition ﬁle (IODF) and
use the ACTIVATE operator
command to activate it. z/OS
provides all the serialization
you need to safely delete bound
PAV-alias devices.

ESS large volumes:

Getting there from here
Migrating data from smaller
DASD volumes to Enterprise
Storage Server (ESS) large
volumes is easier than you think.
For an example of a migration
that minimizes system outages
using Extended Remote Copy
(XRC) and DFSMSdss™ data
set FlashCopy®, see the new
Consolidated Service Test
experience report at:
www.ibm.com/support/
docview.wss?rs=580&uid=
ssg1S7001000
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Language Environment rolls on without RTLS

BY JOHN MONTI AND BARBARA NEUMANN

In z/OS V1R6, Language Environment
will no longer use the runtime library
services (RTLS) provided by the operating
system. In previous releases, Language
Environment used RTLS to assist with
runtime migration. Now, with the stability
and upward compatibility of the latest
release of Language Environment, this
function is no longer needed.
With this change, Language
Environment no longer supports the
RTLS, LIBRARY, and VERSION run-time
options. We’ve updated the CEEXOPT
macro to prevent the use of these
runtime options during the creation of
new CEEDOPT, CEECOPT, CEEROPT,
or CEEUOPT CSECTs. If these options

are present in existing CEEROPT or
CEEUOPT CSECTs used with z/OS V1R6,
the system issues informational message
CEE3611I. To avoid this message, modify
your existing CEEROPT and CEEUOPT
CSECTs to remove these options.
Also, we no longer ship the
SCEERTLS data set and its members. The
runtime options will no longer appear in
Language Environment runtime options
reports, CEEDUMP runtime options
reports, or IPCS runtime options reports.
Some user applications might continue
to require a lower level of Language
Environment than the level shipped
with z/OS V1R6. These applications can
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continue to use STEPLIB to access a lower
level of Language Environment. However,
z/OS elements will require the level of
Language Environment that is delivered
with the operating system.
For more information on how this
affects your z/OS V1R6 migration, see
z/OS Migration, GA22-7499.
For more information on how this
affects Language Environment’s use of
RTLS, see the following publications for
your current release:
• z/OS Language Environment
Customization, SA22-7564
• z/OS Language Environment
Programming Reference, SA22-7562.
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As you add more devices to the I/O
conﬁguration, the IOS component of z/OS
must perform more processing during
an IPL. This processing includes testing
the operational readiness of all of the
online devices, verifying the integrity of
the I/O conﬁguration, determining device
characteristics, reading volume labels, and
initializing device dependent features such
as dynamic pathing and PAV.
Fortunately, much of the IOS
initialization process has been improved
over time to run in parallel for multiple
devices and control units.
Are you experiencing an increase in
IPL time because of growing I/O
conﬁgurations? To provide relief and
improve system availability, a small
programming enhancement (SPE) is
available through APAR OA07335. This
SPE accelerates the delivery of new z/OS
V1R6 algorithm improvements that reduce
IOS initialization elapsed time.
Read on to discover the typical
reasons for the rise in the number of
devices within the I/O conﬁguration and
how to determine what is causing the
increase.
Why IPL times grow
Many factors drive the growth of I/O
conﬁgurations, including:
• Continued growth of data, reaching
compound rates of 40-50% annually.
• Parallel sysplexes that use cloned
symmetric I/O conﬁgurations, which
allows each system to access all of
the data, with the workload residing
on any member of the sysplex. In a
symmetric I/O conﬁguration, you can
deﬁne devices that aren’t necessarily
used, so that the workload that
requires the devices can move to any
member of the sysplex.

•

•

•

Parallel access
volume (PAV)
support offers the
ability for a single
operating system
image to drive
multiple concurrent
A portion of output from IPCS STATUS IPLDATA
I/O requests to a
single device. This
feature improves performance through Identifying IPL time
z/OS captures the amount of IPL time
reduced input/output supervisor
required by each component, and includes
(IOS) queue time, but it drives up
this data in all SVC and stand-alone
the use of more device numbers and
dumps. You can request reports about the
subchannels in the host.
IPL process through the following IPCS
Customers requiring continuous
subcommand: IPCS STATUS IPLDATA.
availability are exploiting GDPS and
The reports show the IPL time spent in
Hyperswap technology to mirror data
master scheduler initialization, which is
and provide failover from the primary
the part of an IPL that initializes functions
to the secondary copies in the event
that run in the master scheduler address
of a DASD control unit failure or
space and create other system address
other disaster. These secondary
spaces. Module IECVIOSI is the IOS
devices can double the number of
component initialization routine that
device numbers and subchannels you
initializes device dependent functions, such
need.
as dynamic pathing and PAV features.
Enhanced disaster recovery featuring
ESS 2105 FlashCopy making backup
copies of data, which uses additional
device numbers and subchannels.
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